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Abstract—Accurate, dynamic rate selection is considered a hard
problem in stream switching video applications over Internet
Protocol. Not only the feedback delay but also the unawareness
about the dynamics of the underlying HTTP/TCP transport layer
require streaming applications to implement huge receiver buffers
in the order of tens of seconds so as to maintain continuous
video rendering with acceptable quality and bandwidth utilization.
In order to achieve low-latency adaptive video streaming with a
buffering delay as low as the chunk size, we present a streaming
architecture under the implementation of media transport with
predictably reliable transport and delay-based congestion control.
A key component of our solution is a server-side simulation of
the streaming client’s buffer, which provides low-delay feedback
for the video rate selection. The receiver buffer is being con-
trolled via an open-loop synchronization mechanism relying on
a reference clock that is transmitted within the media packets.
We demonstrate the performance of our approach by evaluating
the stability of the receiver buffer under low-latency and high-
definition adaptive video streaming with variable bit rate encoding
over an emulated wide area network link.

Index Terms—Dynamic Adaptive Streaming, DASH, Low La-
tency, Rate Control, Congestion Control

I. INTRODUCTION

The Hypertext Transfer Protocol (HTTP) evolved to the
prevalent carrier for non-interactive Internet video services. In
particular, Dynamic Adaptive Streaming over HTTP (DASH)
is an emerging standard for stream switching techniques that
dynamically adjust the video source rate to the available
bandwidth along the Internet path. The adaptation relies on
a throughput measurement of the streaming client and is im-
plemented via the built-in features of HTTP and the Extensible
Markup Language (XML).

A. Problem Statement

The client application of HTTP-based streaming is exposed
to sudden stalls and unpredictable throughput resulting from
TCP’s flow and congestion control. Under such control schemes
the transport layer throughput is not explicitly known to the
streaming application so that it obtains goodput estimates from
its download history or from receiver feedback with significant
delay and inaccuracy. Furthermore, the transport layer goodput
frequently differs significantly from the average bit rate of the
selected video chunk due to a two-fold quantization error. First,
the client’s goodput estimate is being quantized by a nominal
video bit rate that is chosen from a discrete set of quality

levels. Second, the actual average bit rate of any chunk of the
selected quality level oscillates around the nominal bit rate of
the respective stream due to variable bit rate encoding. This
mismatch as well as varying available network capacity cause
disturbance of the buffer level at the streaming client.

Commercial video streaming platforms apply extensive
buffering at the streaming client and conservative rate selection,
in order to obtain smooth video rendering with acceptable
bandwidth utilization. However, large buffers are inacceptable
for low-latency audiovisual applications. Conservative rate se-
lection introduces heavy disturbances into TCP’s congestion
control loop. The random disturbance of the transport-layer
throughput leads to biased congestion feedback and has been
identified to trigger a downward spiral effect resulting in
undesirably variable and low video quality [1].

B. Related Work

Low-latency requirements have not received much attention
in dynamic media streaming in the past as the technique has
been primarily developed to replace the progressive download
of on-demand video content by instantaneous streaming over
HTTP. In general, dynamic HTTP streaming tries to address
the issues of media streaming under TCP’s congestion control
by offering the video stream in multiple quality levels at
the server [2]. Extensive modeling and evaluation of suchlike
schemes has, however, unveiled that they achieve roughly half
bandwidth utilization under buffering of several ten seconds
[3], [4]. This performance bottleneck is widely a result of the
underlying transport via TCP [1], [3], [5], [6], which introduces
severe packet jitter and unstable throughput due to the loss-
and window-based Additive Increase, Multiplicative Decrease
(AIMD) congestion control. Most of today’s proposals for
improved quality in dynamic adaptive video streaming con-
centrate on workarounds that are supposed to mitigate TCP’s
detrimental effects on inelastic multimedia flows.

In order to reduce the startup delay and oscillations in the
video quality level, Akhshabi et al. [3] proposed AdaptTech,
which is a novel adaptation algorithm demonstrated under
Adobe’s streaming platform. The authors compensate for sev-
eral undesired effects observed in the commercial streaming
platforms under a client buffer size of 30 s. Due to the lack
of accurate rate estimates, Huang et al. present a pure buffer
based adaptation algorithm with a client buffer size of 60 s
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[7]. De Cicco et al. [5] moved the goodput estimation to the
server by monitoring the TCP sender buffer. Their approach
improves the timeliness of congestion feedback and allows for
the formulation of the rate selection as a control law of the
buffer level.

C. Contribution

In contrast to available commercial and open source solu-
tions, our objective is the implementation of a low-latency
video delivery service with dynamic stream switching that
fulfills the delay constraints of live media broadcast. Our
approach is focussing on a maximum transport latency that is
as small as the chunk duration of the adaptation set. The opti-
mum bandwidth utilization and the fairness are also additional
evaluation criteriums.

In the remainder of this paper we propose a compound archi-
tecture of transport protocol, receiver synchronization, virtual
client buffer, and rate control that controls a small receiver
buffer so as to avoid over- and underflows. In particular, we
facilitate a low-latency transport layer (Section 2), the Pre-
dictably Reliable Real-time Transport (PRRT) protocol [8] with
strictly delay-constrained error control, and realize an open-
loop rate control scheme (Section 3) by implementing a sender-
side simulation of the receiver buffer that removes feedback
delay from the control loop. We evaluate the presented solution
and compare our results with HTTP-based rate selection in an
available implementation of DASH (Section 4).

II. LOW-LATENCY MEDIA TRANSPORT

HTTP is commonly understood to be infeasible for low-
latency Internet communication as error and congestion con-
trols of the underlying TCP interfere with the timeliness
requirements of such applications. In earlier work [8] we
presented the Predictably Reliable Real-time Transport (PRRT)
protocol that efficiently delivers real-time media streams on
unmanaged Internet paths via delay-constrained error control.
Our open-loop rate control architecture benefits from PRRT,
where it provides the rate control algorithm a smooth, ex-
plicit goodput estimate with high bandwidth utilization. In
the following we present Dynamic Adaptive Streaming over
PRRT (DASP) (Figure 1) as an alternative stream switching
architecture replacing HTTP/TCP by our predictably reliable
transport protocol.

PRRT specifies a delivery time budget for each packet and
must finalize the error control operations for it within this
time budget. If this is impossible, the application experiences
residual packet loss. The delay-constrained error control is
based on a packet-level, adaptive Hybrid Error Coding (HEC)
method that achieves capacity-approaching error control on
bidirectional packet-erasure channels [8].

PRRT’s transport paradigm is predictable reliability. The
protocol includes a stochastic performance model (Figure 1)
that allows for instant optimization of the protocol config-
uration under consideration of the transport layer’s periodic
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Figure 1. Dynamic streaming architecture based on the PRRT protocol with
delay-based congestion control.

network state feedback. Besides adapting the protocol configu-
ration, the performance model calculates the maximum goodput
under the bandwidth estimate obtained from the congestion
control equation at the receiver. The goodput calculation con-
siders the protocol overhead in terms of packet headers and
repair packets for the error control.

In order to obtain smooth and tunable congestion control, we
modify the delay-based control equation from Fast TCP [9].
Under the modified delay-based congestion control, PRRT im-
proves the bandwidth utilization of continuous packet streams
by providing a stable estimate of the available bandwidth and
realizes opportunistic TCP-friendliness [10].

III. OPEN-LOOP DYNAMIC RATE CONTROL

In order to facilitate low-latency dynamic streaming, we
design a novel rate control scheme with the objective of main-
taining a small and stable buffer level at the streaming client.
The control of a short buffer delay relies on three fundamental
requirements. First, end-to-end clock synchronization must be
applied between streaming server and client to compensate for
their clock drift during the streaming session. Second, low-
delay feedback about the transport-layer throughput and the
dynamics of the client buffer must be available to the control
loop of the rate selection. Third, disturbance of the congestion
control must be avoided by careful video rate selection.

A. End-to-end Clock Synchronization

Live media broadcast requires each single receiver to con-
sume video and audio frames at exactly the same rate they are
produced at the media source, i. e. capturing and rendering of
the media content must be generator locked between source and
sink [11]. The media source derives presentation time stamps
for the captured frames from its local system clock, whereas
the receiver compares the timestamps against its own instance
of a local system clock. Broadcast systems implement an open-
loop synchronization scheme that eliminates the drift between
the free-running sender and receiver clocks in order to avoid
skipped or repeated frames at the receiver.
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Figure 2. Open-loop synchronization and rate control architecture.

A widely deployed method of locking a group of receivers
to a single reference clock is the concept of the Program
Clock Reference in MPEG (Moving Picture Experts Group)
systems [11]. Following the example of live media broadcast,
our streaming server inserts reference clock samples at corre-
sponding byte positions into the packet stream. The streaming
client performs clock recovery in software via a digital phase
locked loop (DPLL) controlling an adjustable virtual clock.
Receiving the sender’s system clock samples in sufficiently
short intervals along with the data stream enables this circuit
to set up precise end-to-end synchronization.

B. Virtual Client Buffer

Application-layer feedback of the streaming client about
transport-layer throughput is noisy and reaches the streaming
server with twice the network link’s communication delay.
Delayed feedback in turn increases the inertia of the rate
control, which reduces the responsiveness of the rate switching
to sudden variations of the network throughput. In contrast
to HTTP-based dynamic streaming, we obtain non-delayed
feedback about the state of the receiver buffer by a buffer
simulation at the streaming server.

The bottleneck of a dynamic streaming system is in gen-
eral the throughput achieved by the transport protocol under
the given network conditions. Multimedia streaming data are
characterized to be inelastic flows with rigid throughput re-
quirements per time unit [12]. However, the transport-layer
protocol limits the throughput via congestion control in order
to establish self-controlled fairness on shared Internet paths.
Therefore, the streaming application observes a back pressure
from the transport-layer. Given the knowledge of the piecewise
average video bit rate in a chunked video transmission, we
are able to measure this back pressure in terms of video
delay at the server. In detail, we translate a transmitted data
volume into its corresponding video duration and calculate the

Table I
VARIABLES OF THE RATE CONTROL ALGORITHM

P (·) bandwidth prediction function
E(·) video bit rate evaluation function
S(·) quality profile selection function
a available bandwidth
r desired video bit rate
Tc video chunk duration
rjc average bit rate of a video chunk in quality level Rj

R set of quality levels (bit rate) R := R1, ..., RL

R video quality level
g average goodput per video chunk
b simulated buffer level (in time units)
d buffer deviation (in time units)
ω weighting factor of the buffer deviation

Bmax maximum client buffer size (in time units)
Bref desired buffer level (in time)

difference between the video duration and the actual duration of
the transmission to simulate the buffered video. Moreover, the
obtained delay measure is a projection of the streaming client’s
buffer level due to the exact end-to-end synchronization in our
dynamic streaming architecture.

C. Rate Control

Algorithm 1 General Rate Control
At the beginning of each streaming video chunk i:

1) Predict the available bandwidth a[i] for the ith chunk by:

a[i] = P (g[n] : h ≤ n < i) (1)

where h > 0 denotes a preceding chunk of the ith chunk.
2) Evaluate the desired video bit rate r[i] under considera-

tion of the simulated buffer level b[i] by:

r[i] = E(a[i], b[i]) (2)

3) Determine the quality level R[i] for the ith chunk by:

R[i] = S(r[i], b[i]) (3)

Our rate control algorithm strives for the stability of a small
client buffer. We therefore focus on the compensation of the
twofold mismatch between the transport-layer goodput and the
actually selected video chunk bit rate. This mismatch results
in a deviation from the real-time rendering duration during the
chunk transport, which directly translates into corresponding
alterations of the buffer level at the client. As an additional
requirement, the rate at which packets are injected into the
network link must maximize the utilization of the current
goodput estimate (or congestion window) of the transport
protocol in order to keep the congestion control efficient and
competitive with greedy bulk traffic. The algorithm formulates
a control loop with the objective of reaching a defined reference
buffer level and operates with a period of one video chunk
duration. Algorithm 1 formulates a general framework for
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rate control where the functions applied in each step can be
arbitrarily customized. Table I summarizes the variables of the
rate control algorithm.

Step 1): The estimation of the available bandwidth a[i] for
the ith chunk is a function of the average goodput of a number
of previous chunks. In our experiments we use the mean of the
two samples g[i − 1] and g[i − 2], where g[i − 1] is obtained
during the transmission of the previous video chunk or it might
be directly retrieved from the congestion control if supported
by the transport protocol.

Step 2): For each chunk we evaluate the deviation of the
buffer level b[i] from the desired buffer level Bref . The devia-
tion results from potential quantization errors during previous
rate selection steps as well as inaccuracies of the goodput
estimation:

d[i] = b[i]−Bref . (4)

In this paper we set Bref = 0.5 · Bmax, where Bmax is the
client’s maximum buffer size.

Frequent and abrupt changes of the quality level should be
avoided by the rate control algorithm as they affect the user’s
viewing experience [13], [14]. Therefore, the rate controller
should expand the decision of the quality level over the
maximum possible number of future chunks. A critical buffer
level, however, might require the algorithm to compensate the
entire buffer deviation by the selection of the ith video chunk.
Under the assumption that a maximum of Bmax/Tc future
chunks are available at the server, we dynamically adjust the
number of considered chunks N as follows:

N = 1 +

⌊
min(b[i], Bmax − b[i])

Tc

⌋
(5)

N is maximum for a buffer level of Bmax/2. In order to
compensate for the buffer deviation d[i], we determine the
desired video bit rate r[i] for next N chunks as

r[i] = a[i]

(
1 +

ω · d[i]
N · Tc

)
, (6)

where ω is a weighting factor which can be dynamically tuned
based on the buffer level. We choose ω = 1 for the experiments
in this paper.

Step 3): By selection of a specific quality level Rj , the
algorithm introduces a quantization error of Qerr(·), which is
defined as

Qerr(Rj , r[i], b[i]) =

∣∣∣∣∣∣r[i]− 1

N

∑
i≤k<i+N

rjc [k]

∣∣∣∣∣∣ , (7)

The quality level selection function is defined so as to minimize
the quantization error during sending the next N chunks:

R[i] = argmin
Rj∈R

Qerr(Rj , r[i], b[i]) (8)

In order to catch residual errors of the rate control, we in-
troduce a threshold for the buffer level, above which the server
streams the ith video chunk either in real-time (according to
the average chunk bit rate rjc [i]) or with the current transport-
layer goodput to avoid a buffer overflow. The experiments in
this paper have been performed with a buffer threshold of
Bmax − 0.1s.

IV. EXPERIMENTAL RESULTS

We experimentally confirm the performance of the advanced
rate control algorithm presented throughout this paper while
competing with greedy TCP background traffic at a network
bottleneck in order to point out its response to network
congestion. We specifically focus on low-latency streaming
scenarios with low receiver buffer sizes of 2 s and 8 s. The
experiments pronounce the improved stability of the receiver’s
buffer level as well as the objective video quality achieved
under the presented dynamic media streaming architecture in
comparison to common HTTP-based rate selection schemes.
The experiments are performed under a bottleneck emulation
with 16Mbps maximum throughput, 40ms RTT and a queue
size of 80KBytes via the Dummynet1 network emulator. Each
streaming session runs for 180 s. During the first 60 s we mea-
sure the utilization of the available bandwidth at the network
bottleneck. After 60 s a greedy TCP flow is being generated
by Iperf2 during each experiment in order to demonstrate the
fairness towards background traffic under congestion control.
The background traffic shares the network bottleneck for a
duration of 60 s. Afterwards, we evaluate the re-acquisition of
bandwidth by the dynamic video streaming session. For the
dynamic stream switching, a high definition video file at a
resolution of 1920× 1080p is available in a chunk size of 2 s
at the streaming server. The adaptation set includes bit rates
between 1Mbps and 16Mbps under variable bit rate encoding.
Between 1Mbps and 6Mbps the bit rate increases in steps of
1Mbps, above 6Mbps the step size is 2Mbps.

A. Issues of Low-latency Video Streaming over HTTP

In our first experiment we identify and confirm the issues of
HTTP-based rate selection as previously observed in [1], [3].
In particular, we study the behavior of a DASH implementation
[15] based on TCP-Cubic3 under a small receiver buffer size
of 2 s. Figure 3.a visualizes the behavior of a rate selection
that is purely based on the measurement of the average
throughput at the HTTP client. Figure 3.a.I clearly points out
the mismatch between transport-layer throughput and video
rate selection as well as the difference between the nominal
video bit rate and the actual average chunk bit rate due to
the variable bit rate encoding. These deviations result in two
noisy quantization steps causing an excessively conservative

1http://info.iet.unipi.it/~luigi/dummynet/
2http://iperf.fr
3The default TCP flavor in current Linux and Android systems [16].
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rate selection as mentioned in [1]. The effect is particularly
visible during the competition with the greedy background
traffic. After the background traffic is switched off, the HTTP-
based scheme significantly underutilizes the network bottleneck
by just acquiring a small share of the available bandwidth.

The currently available DASH plugin [15] for the VLC video
player4 resolves this issue via a long term smoothing of the
bandwidth estimates. Furthermore, a simple buffer heuristic is
deployed: As soon as the buffer level at the receiver drops
below 30%, the lowest available video bit rate is chosen
from the adaptation set. This behavior aims to prevent the
buffer from underflowing at the price of significant variations
in the objective video quality (Figure 3.b). Nevertheless, the
streaming session still experiences six buffer underflows despite
applying the buffer heuristic, as evidenced by Figure 3.b.II.

B. DASP with Advanced Rate Control

We perform the remaining experiments under deployment
of the advanced rate control algorithm presented in Section
2. Further, we implement dynamic adaptive streaming on top
of PRRT (DASP). The dynamic video stream is continuously
delivered at a high video bit rate and it smoothly reacts
to the background traffic by converging to an equal share
of the bottleneck bandwidth (Figure 4.a). After removal of
the background flow, the scheme completely re-acquires the
available bandwidth.

The advanced rate control algorithm continuously prevents
the small receiver buffer of 2 s from reaching a critically high or
low level. In fact, the sender-side buffer simulation accurately
tracks the dynamics of the receiver buffer due to the end-to-end
synchronization. The buffer level converges towards the desired
buffer level of 1 s. The result confirms the efficiency of our
open-loop rate control scheme: First, the clock drift between
server and client device is being corrected so that the video
player does not build up a buffer delay during the streaming
session. Second, the converging buffer level indicates that the
mismatch between transport-layer goodput and the discrete set
of available video bit rates is continuously being minimized.

The buffer simulation, however, still shows larger variations
at the beginning of the experiment due to highly variable
complexity of the video content and the resulting deviation
between the video quality level of the adaptation set and
the actual chunk bit rate under variable bit rate encoding.
Intuitively, such variations can be compensated much better by
a larger receiver buffer. Our rate control algorithm explicitly
implements this trade off between the receiver buffer size and
the stability of the rate selection. As demonstrated in Figure 4.b
a larger receiver buffer of 8 s provides a wider control range
to the rate control algorithm. In particular, a larger number of
future chunks N can be considered during the optimization of
the rate selection (Equation 5), which results in a smoother
choice of quality levels.

4http://www.videolan.org

Table II
PERFORMANCE OF FOUR DIFFERENT STREAMING SCENARIOS

Metrics Figure 3.a Figure 3.b Figure 4.a Figure 4.b
#Underflows 0 6 0 0
#Overflows 37 11 0 0

Average Quality
Level (Mbps) 8.04 12.09 12.08 12.30

Table II gives an overview of the quality performance of
four different streaming scenarios and shows that the low-
latency HTTP-based dynamic streaming suffers from either
unnecessarily frequent underflows or at least 1/3 lower average
quality level, compared to our proposed solution.

V. CONCLUSION

As evidenced by the above experiments, HTTP-based media
streaming suffers significantly from the delayed and noisy
goodput feedback obtained at the application layer of the
streaming client. Under dynamic stream switching with a
discrete set of variably encoded video bit rates, the throughput
measurements experience a twofold, noisy quantization process
during the rate selection. Disturbance of the rate selection in
turn leads to biased congestion feedback such that dynamic
video flows delivered via HTTP significantly underutilize the
available bandwidth and suffer from unfairness in competition
with greedy background traffic. These observations are partic-
ularly pronounced if the receiver buffer is limited in order to
facilitate real-time streaming services.

We present an innovative approach to dynamic streaming
that operates particularly efficient with a small receiver buffer
as it is required under dynamic real-time streaming. The
architecture introduces precise end-to-end synchronization of
the streaming client and advanced open-loop rate control that
avoid buffer drift at the receiver and compensate for timid
selection of the video bit rate. We build the presented dynamic
streaming architecture based on PRRT, which provides delay-
constrained and predictably reliable error control under delay-
based congestion control. The transport protocol significantly
improves the stability and the efficiency of the video rate
selection as it provides the dynamic rate control with explicit
goodput estimates.
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