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Abstract—Adaptive video delivery approaches perform video
rate selection based on the streaming client’s throughput estimate.
In practice, the accuracy of the estimated throughput is limited
due to feedback delay and the unawareness of the dynamics of
the underlying HTTP/TCP transport layer. As a result, streaming
applications employ large playback delays in the order of tens of
seconds so as to maintain continuous video rendering with good
quality and bandwidth utilization. In this paper, we introduce
DASP, an advanced video rate adaptation, to achieve a low-
latency adaptive video streaming. The key components of our
solution are a server-side mirroring of the streaming client’s
buffer, which provides a low-delay feedback for the video rate
selection, and a hybrid rate adaptation logic based on goodput
and buffer information, which stabilizes the adaptive response to
the dynamics of transport layer. We demonstrate the performance
of our rate selection algorithm by evaluating the stability of the
receiver buffer under low-latency and high-definition adaptive
video streaming with variable bit rate encoding over an emulated
wide-area network link. The results also show that our approach
is promising and applicable for dynamic live streaming with a
playback delay as low as the chunk duration.

Keywords—Dynamic Adaptive Streaming, DASH, Low Latency,
Rate Control, Congestion Control

I. INTRODUCTION

As media streaming rapidly gains on popularity and qual-
ity, it will represent a dominant share of Internet traffic
in the near future. Adaptive streaming is today’s prevailing
technology for supporting video streaming over TCP by of-
fering multiple quality levels for a video stream segmented
into chunks. It is currently a de facto standard for Internet
media streaming over HTTP and a standardization is underway
(DASH [1]).

A. Problem Statement

Extensive modeling and evaluations of adaptation schemes
have revealed that the state-of-the-art adaptive solutions reach
only about 50% of the achievable throughput under buffering
of several tens of seconds [2], [3]. This performance bottleneck
is widely a result of the underlying TCP transport layer [2],
[4], [3], which introduces severe packet jitter and unstable
throughput due to its loss- and window-based congestion
control (Additive Increase, Multiplicative Decrease - AIMD).
The reason is that as the transport layer throughput is not

explicitly known, the application needs to estimate it based on
the chunk download history. In practice, the estimation is often
inaccurate [5]. In particular, the random disturbance of the
transport-layer throughput leads to biased congestion feedback
and triggers a downward spiral effect resulting in undesirably
variable and low video quality [5]. Our own observation is that
the transport layer throughput often significantly differs from
the average bit rate of the selected video chunk due to a two-
fold quantization error. First, the client’s throughput estimate
is quantized by a nominal video bit rate that is chosen from a
discrete set of quality levels. Second, the actual average bit rate
of any chunk of the selected quality level oscillates around the
nominal bit rate of the respective level due to variable bit rate
encoding. Finally, the client feedback introduces significant
delay into the estimation. These inefficiencies are clearly the
limiting factors for the deployment of high definition media
streaming, especially for low-latency live content.

B. Related Work

Commercial video streaming platforms apply extensive
buffering at the streaming client and a conservative rate
selection, in order to obtain smooth video rendering with
acceptable bandwidth utilization. Akhshabi et al. observe a
client buffer size of 30 s in the commercial streaming platforms
[2]. Due to the lack of accurate rate estimation, Huang et
al. present a pure buffer-based adaptation algorithm with a
client buffer size of 60 s [5]. De Cicco et al. [4] shift the
throughput estimation to the server by monitoring the TCP
sender buffer and achieve the client buffer size of 15 s. Their
approach improves the timeliness of congestion feedback and
allows for the formulation of the rate selection as a control law
applied to the buffer level. Lohmar et al. show analytically that
the minimal delay for HTTP streaming is on the order of five
segment-durations [6].

C. Contribution

In contrast to the available commercial solutions, our
objective is the implementation of a low-latency video delivery
service with dynamic stream switching that fulfills the delay
constraints of live media broadcast. Our approach focuses
on a maximum transport latency that is as small as the
chunk duration of the adaptation set. Specifically, our design



assumes chunk durations of 1-2s, which are the shorstest chunk
durations found in commercial streaming solutions [2] and
in the research literature [4], [7]. In the remainder of this
paper, we present a complete architecture of our solution,
including receiver synchronization, virtual client buffer that
implements a sender-side simulation (referred to as mirroring)
of the receiver buffer and removes feedback delay from the
control loop, and a streaming rate control that controls a
small receiver buffer so as to avoid over- and underflows. In
particular, we describe a low-latency transport layer (Section
II), Predictably Reliable Real-time Transport (PRRT) protocol
[8] with a delay-constrained error control, and our stream-
ing rate control scheme we refer to as Dynamic Adaptive
Streaming over PRRT (DASP) (Section III). We evaluate
the presented solution and compare our results with HTTP-
based rate selection in an available implementation of DASH
(Section IV). The optimum bandwidth utilization and the
fairness are additional evaluation criteria.

II. LOW-LATENCY MEDIA TRANSPORT

HTTP is commonly considered a poor fit to low-latency
Internet communications, since error and congestion con-
trols of the underlying TCP interfere with the timeliness
requirements of such applications. In our prior work [8], we
present the Predictably Reliable Real-time Transport (PRRT)
protocol that efficiently delivers real-time media streams on
unmanaged Internet paths via delay-constrained error con-
trol. PRRT implements an efficient, predictably reliable error
control and proactive transport for optimal utilization of the
available bandwidth on wireless and mobile Internet paths
[9]. Reference [10] shows that PRRT improves the bandwidth
utilization by providing a stable estimate of the available
bandwidth and achieves opportunistic TCP-friendliness. Our
rate control architecture benefits from PRRT in that PRRT
provides the rate control algorithm a smooth, explicit goodput
estimate and with a high bandwidth utilization.

III. SERVER-DRIVEN RATE CONTROL

In order to enable low-latency dynamic streaming, we
design a novel rate control scheme that maintains a stable
buffer level as small as the chunk duration (Figure 1). Our
proposed DASP approach has three main components. First,
an advanced rate control based on the goodput and buffer
information aims to maximize and stabilize the video quality
level under the available network capacity. Second, a mirrored
client buffer on the server avoids the delayed feedback from
clients. Third, an end-to-end synchronization compensates the
mismatch between the mirrored buffer and actual client buffer.

A. Rate Control

To meet the low-latency requirement, we deploy our rate
control at the server, in order to avoid the feedback delay and
increase the responsiveness. Algorithm 1 formulates a general
framework for rate control where the functions applied in each
step can be customized. Under the derived goodput estimate
our algorithm formulates a control loop with the objective of
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Figure 1. Server-driven rate control architecture.

Table I. VARIABLES OF THE RATE CONTROL ALGORITHM

P (·) bandwidth prediction function
E(·) video bit rate evaluation function
S(·) quality profile selection function
a available bandwidth
r desired video bit rate
Tc video chunk duration
rjc average bit rate of a video chunk in quality level Rj

R set of quality levels (bit rate) R := R1, ..., RL

R video quality level
g average goodput per video chunk
b mirrored buffer level (in time units)
d buffer deviation (in time units)

βmax maximum client buffer size (in time units)
βref desired buffer level (in time)
ω weighting factor of the buffer deviation

reaching a desired buffer level while operating with a period
of one video chunk duration. Table I summarizes the variables
of the rate control algorithm. The algorithm consists of the
following steps.

Step 1): We use the mean of two previous goodput samples
as the current goodput estimate (i.e. h = i− 2).

Step 2): For each chunk we evaluate the deviation of
the buffer level b[i] from the desired buffer level βref . This
deviation results from quantization errors during previous rate
selection steps as well as from inaccuracies of the goodput
estimation:

d[i] = b[i]− βref . (4)

Algorithm 1 General Rate Control
At the beginning of each streaming video chunk i:

1) Predict the available bandwidth a[i] for the chunk i
as:

a[i] = P (g[n] : h ≤ n < i) (1)

where g[n] denotes average goodput of the chunk n,
and h denotes the chunks preceding chunk i.

2) Evaluate the desired video bit rate r[i] under consid-
eration of the mirrored buffer level b[i] as:

r[i] = E(a[i], b[i]) (2)

3) Determine the quality level R[i] for the chunk i as:

R[i] = S(r[i], b[i]) (3)



In this paper we set βref = 0.5 · βmax, where βmax is the
client’s maximum buffer size and for simplicity, we assume
that buffer overflow and buffer underflow thresholds have the
same value.

Frequent and abrupt changes of the quality level should be
avoided by the rate control algorithm as they adversely affect
the user’s viewing experience [7], [11]. Therefore, the rate
controller should jointly consider the quality of a number of N
future chunks when making the rate selection. A critical buffer
level, however, might require the algorithm to compensate the
entire buffer deviation by the selection of the ith video chunk.
Under the assumption that a maximum of βmax/Tc future
chunks are available at the server, we dynamically adjust the
number of considered chunks N as follows:

N = 1 +

⌊
min(b[i], βmax − b[i])

Tc

⌋
(5)

N is maximum for a buffer level of βmax/2. In order to
compensate for the buffer deviation d[i], we determine the
desired video bit rate r[i] for next N chunks as

r[i] = a[i]

(
1 +

ω · d[i]
N · Tc

)
, (6)

where ω is a weighting factor which can be dynamically tuned
based on the buffer level. We choose ω = 1 for the experiments
in this paper.

Step 3): By selecting a quality level Rj , our algorithm
introduces a quantization error of Qerr(·), defined as

Qerr(Rj , r[i], b[i]) =

∣∣∣∣∣∣r[i]− 1

N

∑
i≤k<i+N

rjc [k]

∣∣∣∣∣∣ . (7)

The quality level selection function is defined so as to mini-
mize the quantization error during sending the next N chunks:

R[i] = argmin
Rj∈R

Qerr(Rj , r[i], b[i]). (8)

In order to catch residual errors of the rate control, we in-
troduce a threshold for the buffer level, above which the server
streams the ith video chunk either in real-time (according to
the average chunk bit rate rjc [i]) or with the current transport-
layer goodput to avoid a buffer overflow1. The experiments
in this paper have been performed with a buffer threshold of
βmax.

1We pass the video data (adaptively divided into smaller blocks) to PRRT
send buffer either at the encoding rate of the chunk, or we pace the passing
of the data so as to match the PRRT goodput estimate.

B. Virtual Client Buffer

To avoid the delayed feedback from the receiver, we
simulate the client buffer at the streaming server as follows

b[i] =
∑
v∈Vt

v

r
j(v)
c [k(v)]

− t, (9)

where t is the time duration since the first video data packet
was sent, Vt is the set of video data packets sent within the
duration of t, and j(v) and k(v) are the quality level and
the video chunk of the sent video data packet v, respectively.
Therefore, given the average video bit rate of a video chunk,
we translate a transmitted data volume into its corresponding
video duration and calculate the difference between the video
duration of sent video data and the actual elapsed time
of sending those video data. Due to the exact end-to-end
synchronization, the mirrored buffer is an accurate estimate
of the client buffer.

C. End-to-end Clock Synchronization

Conventional HTTP-based streaming compensates the
clock drift between the server and client via TCP flow-control
mechanism and by requesting the video data from the server in
advance. Instead, we apply the concept of the Program Clock
Reference in MPEG (Moving Picture Experts Group) systems
[12], where the reference clock samples are injected into the
packet stream on the sender and enable the receiver to perform
the recovery with an adjustable virtual clock.

IV. EXPERIMENTAL RESULTS

We experimentally evaluate the performance of the pro-
posed rate control algorithm in scenarios with competing
greedy TCP traffic and multiple streaming sessions at a net-
work bottleneck. We specifically focus on low-latency stream-
ing scenarios with small receiver buffer sizes of 2 s and 8 s.
The experimental results demonstrate the improved stability of
the receiver’s buffer level as well as a higher objective video
quality achieved with our solution in comparison with a state-
of-the-art HTTP-based rate selection (DASH vlc-plugin [13]).
The experiments are performed under an emulated bottleneck
of 16Mbps with 40ms RTT and a queue size of 80KBytes
via the Dummynet2 network emulator. Each streaming session
runs for 180 s. During the first 60 s, we measure the utilization
of the available bandwidth at the bottleneck. After 60 s, we
inject competing traffic as follows. For the scenario with a
single competing TCP flow, a greedy TCP flow is injected by
Iperf3 in order to demonstrate the fairness to competing traffic.
For the scenario with multiple competing streaming sessions,
we instantiate one or two concurrent streaming sessions, each
corresponding to one server and one client. The competing
traffic shares the bottleneck for a duration of 60 s. Afterwards,
we evaluate the re-acquisition of bandwidth by our video
streaming session. For the dynamic stream switching, a high
definition video file at a resolution of 1920×1080p is available

2http://info.iet.unipi.it/~luigi/dummynet/
3http://iperf.fr



Dynamic Streaming Background Traffic Quality Level Chunk Bit Rate Simulated Buffer Level Client Buffer Level

0 20 40 60 80 100 120 140 160 180
0

5

10

15

20

25

B
it
ra

te
 (

M
b

p
s
)

0 20 40 60 80 100 120 140 160 180
0

1

2

B
u

ff
e

r 
L

e
v
e

l 
(s

)

(I)

(II)

0 20 40 60 80 100 120 140 160 180
0

5

10

15

20

25

B
it
ra

te
 (

M
b

p
s
)

0 20 40 60 80 100 120 140 160 180
0

2

4

6

8

B
u

ff
e

r 
L

e
v
e

l 
(s

)

(I)

(II)
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Figure 2. Dynamic adaptive streaming competing with TCP traffic.

with a chunk size of 2 s. The adaptation set includes bit
rates between 1Mbps and 16Mbps under variable bit rate
encoding. Between 1Mbps and 6Mbps the bit rate increases
in steps of 1Mbps, above 6Mbps the step size is 2Mbps.

A. Competing with TCP traffic

We implement dynamic adaptive streaming on top of PRRT
with the proposed rate control algorithm. Figure 2 shows that
the video stream is continuously delivered at a high video
bit rate and that our rate adaptation reacts smoothly to the
injection of competing traffic by converging to an equal share
of the bottleneck bandwidth. After removal of the competing
flow, the video stream completely re-acquires the available
bandwidth.

The proposed rate control algorithm continuously prevents
the small receiver buffer of 2 s from reaching a critically
high or low level. In fact, the sender-side buffer simulation
accurately tracks the dynamics of the receiver buffer due to
the end-to-end synchronization. The buffer level converges
towards the desired buffer level of 1 s. This result confirms
the efficiency of our rate control scheme. First, the clock
drift between server and client is corrected so that the video
player does not build up a buffering delay during the streaming
session. Second, the converging buffer level indicates that the
mismatch between transport-layer goodput and the discrete set
of available video bit rates is being minimized.

The buffer simulation, however, still shows large variations
at the beginning of the experiment due to highly variable
complexity of the video content and the resulting discrepancy
between the video quality level of the adaptation set and
the actual chunk bit rate under variable bit rate encoding.
Intuitively, such variations can be effectively compensated by
a larger receiver buffer. Our rate control algorithm implements
an explicit trade-off between the receiver buffer size and the
stability of the rate selection. As demonstrated in Figure 2.b,
a larger receiver buffer of 8 s provides a wider control range
to the rate control algorithm. In particular, a larger number of
future chunks N can be considered during the optimization of

Table II. PERFORMANCE OF FOUR DIFFERENT STREAMING
SCENARIOS: DASH1 (DASH HTTP CLIENT), DASH2 (DASH VLC

PLUGIN), DASP WITH BUFFER SIZE 2S, DASP WITH BUFFER SIZE 8S.

Metrics DASH1 DASH2 DASP (2s) DASP (8s)

#Underflows 0 7 0 0
#Overflows 34 11 0 0

Average Quality
Level (Mbps) 8.0 12.0 11.8 12.0

the rate selection (Equation 5), which results in a smoother
switching of quality levels.

To demonstrate the issues mentioned in Section I-A, we
study the behavior of two DASH implementations based on
TCP-Cubic4 under a small receiver buffer size of 2 s: one
is a rate selection based on the measurement of the average
goodput at the HTTP client (DASH1) and the other is the
currently available DASH plugin [13] for the VLC video
player5 (DASH2). Table II gives an overview of the quality
performance of four different streaming scenarios and shows
that the DASH implementations suffers from either unneces-
sarily frequent underflows or about 1/3 lower average quality
level, compared to our proposed solution.

B. Multiple Streaming Sessions

To demonstrate the effectiveness of our solution in sce-
narios with competing video sessions, we perform two ex-
periments, with one and two concurrent streaming sessions,
respectively. The results show that our rate control allows the
competing video sessions to gradually acquire their fair share
of the bottleneck bandwidth. Likewise, our measurements of
the buffer level demonstrate that the buffer is maintained at the
same level for all concurrent multiple sessions. Considered
jointly, these two experiments show that our rate adaptation
preserves fairness with respect to the bandwidth utilization
and the buffer level, thus preserving a similar video quality
among multiple competing sessions.

4The default TCP flavor in current Linux and Android systems [14].
5http://www.videolan.org
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Figure 3. Video quality level and mirrored buffer level of multiple DASP sessions.
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Figure 4. Average quality level during the interval 60 -120 seconds in four
different streaming scenarios of Figure 3

V. CONCLUSION

HTTP-based media streaming suffers from the delayed and
noisy goodput feedback obtained at the application layer of
the streaming client. Under dynamic stream switching with a
discrete set of variably encoded video bit rates, the throughput
measurements experience a noisy quantization process during
the rate selection. Disturbance of the rate selection in turn
leads to biased congestion feedback such that dynamic video
flows delivered via HTTP underutilize the available bandwidth
and suffer from unfairness with respect to competing traffic.
These effects are particularly pronounced if the receiver buffer
is limited in order to facilitate low-latency streaming services.

We present a novel approach to dynamic streaming that
effectively controls a small receiver buffer required for low-
latency streaming services. Our architecture introduces a pre-
cise end-to-end synchronization of the streaming client and an
advanced rate control that jointly avoid buffer drift at the re-
ceiver and compensate for timid selection of the video bit rate.
We implement the proposed dynamic streaming architecture
on top of PRRT, which provides a predictably reliable error
control under delay-based congestion control. Experimental
evaluations show that our architecture significantly improves
the stability and the efficiency of the video rate selection in
scenarios with single and multiple competing flows, while
preserving fairness.
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