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Abstract—Dynamic video streaming performs video rate selec-
tion based on streaming client’s throughput estimate. In practice,
the accuracy of the estimated throughput is limited due to
feedback delay and unawareness of the dynamics of the underlying
HTTP/TCP transport layer. Furthermore, state-of-the-art rate se-
lection methods inherently introduce a two-fold quantization error,
as will be detailed in this paper. As a result, streaming adaptation
is often erroneous and causes client buffer instability such that
conventional streaming applications require an extensive buffering
on the order of tens of seconds. In this paper, we present Open-
Loop rAte Control (OLAC), an adaptive streaming architecture
designed to support low-latency streaming applications. The key
components of our architecture are a server-side simulation of the
streaming client’s buffer, which provides a low-delay feedback for
the video rate selection, and a hybrid adaptation logic based on
throughput and buffer information, which stabilizes the adaptive
response to dynamics of transport and application layers. We
evaluate the performance of OLAC with respect to impairment
functions that model user-perceived video quality and compare
it against two well-known streaming architectures, QAC and vlc-
plugin DASH. The results show that our approach achieves a
very low initial delay, 64% lower impairment of stalls and 20%
lower impairment of quality variation in dynamic streaming with
buffering delays as low as the chunk duration.

Index Terms—Dynamic Adaptive Streaming, DASH, Low La-
tency, Rate Control

I. INTRODUCTION

Adaptive streaming is today’s prevailing technology for sup-
porting video streaming over TCP by offering multiple bit rates
for a video stream segmented into chunks. Dynamic Adaptive
Streaming over HTTP (DASH [1], [2]) is an international
standard for Internet media streaming over HTTP. However,
extensive evaluations have revealed that the state-of-the-art
adaptive solutions reach acceptable video quality only under
buffering of several tens of seconds [3], [4], [5]. When the
buffering delay is low, streaming suffers from video freezes
(stalls) and degraded quality. Based on our own observations,
the following three inefficiencies are the main limiting factors
for the deployment of a high-quality media streaming, espe-
cially for a low-latency live content. First, the TCP transport
layer introduces severe packet jitter and unstable throughput
due to its loss- and window-based congestion control [4],
[5], [6]. Second, client feedback introduces a significant delay

into the throughput estimation and adaptation. Worse still, the
estimation is often inaccurate due to random disturbance of the
transport-layer throughput imposed by adaptation decisions at
the application layer [3]. Third, the transport layer throughput
often significantly differs from the average bit rate of the
selected video chunk due to a two-fold quantization error.
Namely, the client’s throughput estimate is quantized by a
nominal video bit rate that is chosen from a discrete set of
available rates. In addition, the actual average bit rate of any
chunk oscillates around the nominal bit rate due to variable bit
rate encoding. An example is the variance of the encoding bit
rate in video sequence Big Buck Bunny [7]. In this example,
at least 50% chunks have an average bit rate of at least 5%
higher or lower than the nominal bit rate, as illustrated in [8].

A. Related Work

Commercial video streaming platforms apply extensive
buffering at the streaming client and a conservative rate selec-
tion, in order to obtain smooth video rendering with acceptable
bandwidth utilization. Akhshabi et al. [4] observe a client buffer
size of 30 s in commercial streaming platforms. Due to a lack
of accurate rate estimation, Huang et al. [3] present a pure
buffer-based adaptation algorithm with a client buffer size of
60 s. De Cicco et al. [5] shift the throughput estimation to the
server by monitoring the TCP sender buffer and achieve a client
buffer size of 15 s. Their approach improves the timeliness of
congestion feedback and allows for the formulation of the rate
selection as a control law applied to the buffer level. Lohmar
et al. [9] show analytically that the minimal delay for HTTP
streaming is on the order of five chunks.

With respect to user-perceived video quality, the user study
in [10] finds that playback stalls have the highest impact on
user experience. In [11], the authors identify three key metrics
- efficiency, fairness, and stability - and show that they are
potentially conflicting with each other and form a tradeoff. To
quantify the user experience, Liu et al. [12] conduct subjective
tests and derive a set of impairment functions.

B. Contributions

In this paper, we propose OLAC, a novel approach to
dynamic streaming that effectively controls a client buffer as
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Figure 1. Open-loop rate control architecture.

small as the chunk duration. The contributions of this paper
are as follows:
• We present the design of the Open-Loop rAte Control

(OLAC) architecture, including a virtual client buffer that
implements server-side simulation of the client buffer and
removes feedback delay from the control loop, and a
streaming rate selection that controls a small client buffer
so as to avoid underflows.

• We deploy OLAC over TCP and over Predictably Reliable
Real-time Transport (PRRT), a transport-layer protocol
proposed in [13].

• We compare OLAC performance against the Quality
Adaptation Controller (QAC), a rate controller for HTTP
live adaptive video streaming proposed in [5], and against
HTTP-based rate selection available in the implementation
of the vlc-plugin DASH1 [14]. We apply the metrics
defined in [12] - impairments of initial delay, stalls, and
quality variation.

• Our streaming experiments show that in scenarios with a
low buffering delay (as low as the chunk duration), OLAC
achieves a very low initial delay, 64% lower impairment
of stalls and 20% lower impairment of quality variation,
compared to state-of-the-art solutions.

II. OPEN-LOOP DYNAMIC RATE CONTROL

The main design goal of OLAC is to maintain a stable buffer
level as small as the chunk duration. To achieve this goal,
OLAC implements the rate control at the server (Fig. 1), in
contrast to most streaming solutions that adopt a client-side
rate control. With this architecture modification, we eliminate
the feedback delay from clients in the control loop of rate
adaptation, which allows OLAC to increase the accuracy of
throughput estimation and rate adaptation. In addition, rate con-
trol algorithms in OLAC are specifically designed to maintain
a stable buffer in low-delay streaming. To this end, the OLAC
rate controller is based on both the throughput and the buffer
information.

To demonstrate the effectiveness of OLAC in practice, we
implement its architecture and algorithms in a Linux-based
streaming prototype. The OLAC streaming is flexible in that
it can be configured to operate with different transport-layer
protocols. In this paper, we present two such configurations:

1It is the currently available DASH plugin for the VLC video player
(http://www.videolan.org).

• First, OLAC is configured to operate over standard TCP-
Cubic2 available in Linux systems. For brevity, we refer to
this OLAC configuration as Dynamic Adaptive Streaming
over TCP (DAST). Since standard TCP does not provide
an explicit throughput estimation, we extend OLAC with
a simple throughput estimation.

• Second, we configure OLAC to use Predictably Reliable
Real-time Transport (PRRT) as its transport layer [13].
PRRT implements an efficient, predictably reliable error
control for optimized utilization of the available band-
width on wireless Internet paths. Reference [15] shows
that PRRT improves the bandwidth utilization by pro-
viding a stable estimate of the available bandwidth and
achieves opportunistic TCP-friendliness. In this configu-
ration, OLAC benefits from PRRT by obtaining accurate
throughput estimates and a high bandwidth utilization. We
refer to the OLAC-over-PRRT configuration as Dynamic
Adaptive Streaming over PRRT (DASP).

Overall, the performance of DASP is superior to that of DAST.
However, an OLAC implementation over TCP is immediately
deployable and allows a direct comparison to state-of-the-art
rate selection methods, which commonly use standard TCP as
their transport layer.

III. OLAC ALGORITHMS

Our proposed OLAC approach has two main components as
shown in Figure 1. First, the virtual client buffer at the server
avoids delayed feedback from clients. Second, an advanced rate
control based on both the throughput and the buffer information
is implemented in order to maximize video quality under the
available network bandwidth and minimize the quantization
error due to a large variation of the coding bit rate (as discussed
in Section I).

A. Virtual Client Buffer

To avoid the delayed feedback from the receiver, our virtual
buffer simulates the client buffer level (in seconds) at the
streaming server as follows:

b(t) =
∑
v∈Vt

z(v)

r
l(v)
c [d(v)]

− t, (1)

where t is the time elapsed since the first video packet was sent
(excluding the duration of playback stalls), Vt is the set of all
video packets sent within the duration of t, z(v) is the size of
a video packet v (in bytes), d(v) is the video chunk to which
the video packet v corresponds, l(v) is the bit rate index of the
video packet v, and rl(v)c [d(v)] is the average bit rate of video
chunk d(v) encoded at a nominal rate Rl(v) with index l(v).
For example, by putting k = d(v) and j = l(v), we mean that
a video packet v corresponds to chunk k, has a bit rate index

2All implementations of DASH, QAC, and DAST mentioned in this paper
are based on TCP-Cubic, the default TCP flavor in current Linux and Android
systems.



j, and rjc [k] is the actual average bit rate when the chunk k is
encoded at a nominal rate Rj . Note that t excludes the duration
of playback stalls, which ensures that b(t) is non-negative.
Therefore, given the average bit rate of a chunk, we translate the
transmitted data volume into its corresponding video duration
and calculate the difference between the video duration of sent
video data and the actual elapsed time of sending those video
data.

B. Rate Control

Algorithm 1 Rate Control
Prior to sending chunk i:

1) Predict the available bandwidth a[i] for the chunk i as:

a[i] = P (g[k] : i− n ≤ k < i), (2)

where g[k] denotes average throughput of the chunk k,
and n (0 < n < i) is a number of chunks in the past.

2) Evaluate the desired video bit rate r[i] under considera-
tion of the virtual buffer level b[i] as:

r[i] = E(a[i], b[i]). (3)

3) Select the bit rate R[i] for the chunk i as:

R[i] = S(r[i], b[i]). (4)

Our OLAC solution, implemented at the server, controls the
bit rate based on both the throughput and the virtual buffer
information. Algorithm 1 formulates a general framework for
OLAC where the functions applied in each step can be cus-
tomized (P (·), E(·), and S(·)). We introduce the variable
b[i] to denote the virtual buffer level b(t) at the time we start
to stream video chunk i. Starting from a throughput estimate,
our algorithm formulates a control loop with the objective of
reaching a desired buffer level βref while operating with a
period of one video chunk duration T . The algorithm consists
of the following steps.

Step 1. We use the mean of four previous throughput samples
as the current throughput estimate (i.e. n = 4):

a[i] = P (g[k] : i− n ≤ k < i) =
1

4

∑
i−4≤k<i

g[k]. (5)

Step 2. For each chunk with duration T (equal for all
chunks), we evaluate the deviation of the virtual buffer level
b[i] from the desired buffer level βref . This deviation results
from quantization errors during rate selection as well as from
inaccuracies of the throughput estimation. In order to compen-
sate for the buffer deviation, we determine the desired video
bit rate r[i] for the next chunk as:

r[i] = E(a[i], b[i]) = a[i]

(
1 +

b[i]− βref
T

)
. (6)

In this paper, we set βref = 0.5 · βmax, where βmax is the
maximum client buffer level (the maximum amount of video
data buffered at the client).

Step 3. Frequent and abrupt changes of video quality should
be avoided by the rate control algorithm, as they adversely
affect the user’s viewing experience [11]. Therefore, our rate
control jointly considers the quality of a number of N future
chunks when making the rate decision. Ideally, our rate control
selects these N chunks such that the video quality remains
constant. However, a rate selection that solely optimizes for
video quality, while neglecting the buffer information, may lead
to buffer underflow events. To take both the video quality and
the buffer information into account, our rate control explicitly
considers the buffer level and dynamically adjusts the number
of considered future chunks N as follows:

N = max(1,

⌊
b[i]

T

⌋
). (7)

This equation shows that our strategy to avoid buffer underflow
events is conservative in that we model the worst case of the
buffer level where none of the N chunks arrives at the receiver
within N ·T seconds. Next, we determine the bit rate R[i] from
a set of rates R. Our aim when computing R[i] is to minimize
the quantization error Qerr(·), which is due to two factors: (1)
deviation of the nominal rate from the average chunk rate (due
to variable bit rate encoding, as mentioned in Section I) and
(2) deviation of the desired rate from the nominal rate. With
respect to the first factor, we minimize the deviation of the
nominal rate Rj from the average chunk rate rjc as follows.
By selecting a nominal rate Rj (corresponding to desired rate
r[i]), the quantization error of Qerr(·) can be quantified as:

Qerr(Rj , r[i], b[i]) = |r[i]−Rj | . (8)

In order to reduce this quantization error, our solution is to
compute the average of N future average chunk rates rjc [·] and
use it instead of the nominal rate Rj :

Qerr(Rj , r[i], b[i]) =

∣∣∣∣∣∣r[i]− 1

N

∑
i≤k<i+N

rjc [k]

∣∣∣∣∣∣ . (9)

With respect to the second factor, we minimize the deviation of
the desired rate from the nominal rate by directly computing
the bit rate R[i] for which the quantization error Qerr(·) is
minimized:

R[i] = S(r[i], b[i]) = argmin
Rj∈R

Qerr(Rj , r[i], b[i]). (10)



IV. PERFORMANCE EVALUATION

For the quality evaluation of OLAC, our benchmark rate
controls are vlc-plugin DASH [14] and Quality Adaptation
Controller (QAC) for adaptive video streaming [5]. In case
of vlc-plugin DASH, the reference implementation is freely
available [14]. For QAC, we have developed our own imple-
mentation of QAC following the description in the research
paper [5]. We first implement OLAC streaming on top of TCP,
and then on top of PRRT, in order to demonstrate the benefits
of OLAC on top of other transport protocols. Therefore, our
performance comparison contains four sets of performance
results, including: vlc-plugin DASH, QAC, DAST (OLAC over
TCP), and DASP (OLAC over PRRT).

A. Evaluation Metrics

There are three important factors that impact user-perceived
video quality in adaptive video streaming: initial delay, stalls,
and quality variation. Liu et al. [12] derive a set of impairment
functions to quantitatively measure user experience. These
impairment functions are defined as follows.

Impairment of initial delay is defined as IID = min{3.2 ·
LID, 100}, where LID is the duration of initial delay in
seconds. In practice, the initial delay depends on the rate control
strategy. For example, QAC starts video playback only after it
buffers the amount of video data equal to the maximum client
buffer level. In contrast, DASH, DAST, and DASP start the
playback as soon as there are enough video data in the buffer
to decode a single video frame. In this case, the initial delay
is very low, almost negligible. To account for these differences
and allow a fair comparison, we define the initial delay as the
time interval before receiving the first second of video data.

Impairment of stalls is defined as

IST = 3.8 ·DST + 4.2 ·NST − 2.6 ·
√
DST ·NST , (11)

where DST indicates the total duration of playback stalls, and
NST stands for the number of stalls.

Impairment of quality variation (level variation) is given as

ILV = 75.6 · P1 + 48.2 · P2, (12)

where

P1 =
1

N

N∑
i=1

Mi · e0.02·T ·Di (13)

models the impairment caused by selecting a particular video
bit rate with the video quality metric value Mi, N is the number
of transmitted chunks during the streaming sessions, Mi is the
VQM value [16] of chunk i, T is the chunk duration, and Di

is the number of chunks preceding chunk i that have the same
rate as chunk i. In turn, P2 models the impairment caused by
bit rate fluctuations:

P2 =
1

N

N∑
i=1

|Mi −Mi+1|2 · sign(Mi+1 −Mi), (14)

sign(x) =

{
1 x > 0

0 otherwise
. (15)

All the coefficients in the above functions are applied ac-
cording to their definition in [12]. We use VQM software that
is freely available3.

B. Experimental Setup

We evaluate our proposed rate control algorithm in scenarios
with competing greedy TCP traffic and multiple streaming
sessions. We run the experiments at an emulated network
bottleneck of 16Mbps with 40ms RTT (Round Trip Time)
and a queue size of 80KBytes via the Dummynet4 network
emulator. We specifically focus on low-latency streaming sce-
narios with small client buffer levels of 2 s, 4 s, 6 s, and 8 s. To
demonstrate the performance of OLAC with a latency as small
as the chunk duration, we use the chunk durations of 2 s, 4 s,
6 s, and 8 s (corresponding to maximum client buffer levels).
We apply MPEG Transport Stream (MPEG-TS) as the video
stream format, in order to compensate the clock drift between
the server and the client in case of a long streaming session.
By inserting Program Clock References (PCR) in the packet
stream, we enable the receiver to synchronize its clock to the
server clock and avoid the drift. We use a high definition video
sequence Big Buck Bunny with a resolution of 1920 × 1080
pixels. The adaptation set includes bit rates between 1Mbps
and 16Mbps under variable bit rate encoding. Between 1Mbps
and 6Mbps, the bit rate increases in steps of 1Mbps, and
above 6Mbps the step size is 2Mbps. We repeat each test ten
times and plot both the averages and the distributions.

Competing TCP traffic: each streaming session runs for
180 s. After 60 s, we inject one greedy TCP flow with a
duration of 60 s, using Iperf5.

Competing multiple streaming sessions: three concurrent
streaming sessions simultaneously run for 120 s, each corre-
sponding to one server and one client.

C. Single Competing TCP Session

Impairment of initial delay. Average initial delays for vlc-
plugin DASH, QAC, DAST, and DASP, based on our definition
in Section IV-A, are 0.3 s, 1.0 s, 0.3 s, and 0.8 s, respectively.
Correspondingly, the impairments of initial delay for these four
approaches are 1.0, 3.2, 1.0, and 2.6. The distributions of the
impairment of initial delay are narrow and can be neglected.
QAC has a delay of 1 s because QAC server feeds video data
into the sender buffer at a rate equal to the video playback
rate. In the case of DASP, the initial delay is larger than that
of DASH or DAST, since PRRT has a slower sending rate than
TCP in the beginning of a session and a smoother throughput
variation.

3http://www.its.bldrdoc.gov/resources/video-quality-research/software.aspx
4http://info.iet.unipi.it/~luigi/dummynet/
5http://iperf.fr
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Figure 2. Impairment of stalls and quality variation in ten runs of each
streaming scenario. The chunk durations include 2 s, 4 s, 6 s and 8 s. The
5th and 95th percentiles are marked with black bars. The blue box contains
the impairment values between 25th and 75th percentile. The red bar in the
center indicates the mean of impairment values.

Impairment of stalls and quality variation. Figure 2 shows
the performance in terms of the impairment of stalls and
quality variation when each of four approaches (vlc-plugin
DASH, QAC, DAST, DASP) competes with a single TCP flow.
Overall, DAST and DASP obtain the best performance. First,
compared to DASH and QAC, OLAC reduces impairment of
stalls by at least 80%. In fact, our DASP sessions had no
stalls, since OLAC effectively controls the buffer level and
PRRT provides an accurate throughput information. Second,
compared to DASH and QAC, DAST and DASP reduce the
impairment of quality variation by at least 54% and 20%,
respectively. Third, the variance of impairment values in OLAC
is smaller than for QAC and DASH in most cases. This shows
that OLAC has a more stable performance than the other
approaches.

D. Multiple Streaming Sessions

Figure 3 shows that all four tested approaches ensure fairness
in the sense of enabling multiple competing video sessions
to achieve an equal user-perceived quality. OLAC achieve the
best performance. First, the total impairment of stalls of three
DAST streams is reduced by at least 85% and 64%, compared
to DASH and QAC, respectively. In the case of DASP, no
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Figure 3. Aggregate performance for multiple streaming sessions in average
of ten runs of each streaming scenarios. The chunk durations include 2 s, 4 s,
6 s and 8 s..

stalls were detected. Second, the total impairment of quality
variation of three DAST streams is reduced by at least 25% and
44% compared to DASH and QAC, respectively. In the case
of DASP, a reduction of at least 32% and 47% is achieved.
For the impairment of initial delay, we obtain similar results as
in Section IV-C. The only difference is that the initial delays
in DASH and DAST increase by 0.05 s, because the available
throughput for each stream is reduced due to the competition
among streams.

E. Discussion

Performance comparison. The reason for superior perfor-
mance of OLAC in comparison with DASH and QAC is as
follows. The rate selection algorithms of DASH and QAC
consider either buffer information or throughput information,
but do not consider them jointly. In addition, the rate selection
algorithms of DASH and QAC do not compensate for the two-
fold quantization error. As a result, the buffer level oscillates
significantly and streaming suffers from stalls. Finally, the
bit rates in DASH and QAC are often selected such that
they do not match the available bandwidth, which may lead
to a low quality and a high quality variation. Specifically,
DASH performs its rate selection based on the measurement
of the long-term average throughput at the client. However, the



average throughput does not reflect the instantaneous available
bandwidth. This often leads to significant variations of the
buffer level, such that video bit rates frequently switch to
the minimum or the maximum available rate. Although QAC
achieves the smoothest change of bit rates, it has more stalls
in the case of large chunk durations and a higher impairment
of quality variation in the case of chunk duration of 2 s. The
reason is that QAC reacts slowly in scenarios with a small
client buffer. In particular, QAC applies a feedback control loop
where the rate selection is based on the buffer deviation from
the target buffer6 in the Proportional-Integral (PI) control law.
In the case of a small target buffer, errors accumulate and cause
a slow control behavior. Although QAC allows to change the
behavior of the adaptation by tuning the parameters of the PI
control law, it can only eliminate stalls if it enforces a low
bandwidth utilization at all times during streaming.

Impact of virtual buffer accuracy. OLAC performance over a
particular transport protocol depends on the accuracy of client
buffer estimation by the virtual buffer. Our preliminary results
in [8] suggest that the virtual buffer is a more accurate estimate
of the client buffer in DASP configuration as compared to
DAST. The reason is that unlike PRRT, the TCP cannot ensure
that per-packet arrival deadlines are met. Namely, TCP packet
jitter introduces a mismatch between the set of packets used
for buffer estimation at the sender (Vt in Eq. 1) and the set
of packets that actually arrive at the client. A more detailed
analysis and quantification of virtual buffer accuracy will be a
part of our future work.

Interesting findings on the impact of chunk durations. In all
our experiments, we observe that the impairment of quality
variation in OLAC increases with the increase of chunk dura-
tion, although we generally observe fewer changes of video bit
rate. The reasons is as follows. The differences of VQM values
between bit rates in our tested range of bit rates 1− 16Mbps
are small (mostly on the order of 0.01). As a result, the sum
terms in Eq. 13 yield smaller values than the corresponding sum
terms in Eq. 14. Furthermore, according to Eq. 12 and Eq. 13,
the impairment of quality variation contains a higher weight
and an exponential term for the impairment caused by average
bit rate. However, it contains a smaller weight and a polynomial
term for the impairment caused by a decreasing quality change
(Eq. 12 and Eq. 14). Clearly, the metric proposed in [12] is
biased in that it favors the impact of average bit rate over the
impact of bit rate fluctuations.

V. CONCLUSION

We propose OLAC, a novel approach to dynamic streaming
that effectively controls a small receiver buffer required for low-
latency streaming services. The OLAC architecture introduces
a virtual client buffer and an advanced rate control that jointly
avoid buffer instability at the receiver and compensate for
inaccurate selection of the video bit rate. We implement the

6The target buffer level is set to the maximum client buffer level in [5].

proposed dynamic streaming architecture and algorithms on
top of two transport-layer protocols, TCP and PRRT, and
compare their performance against two state-of-the-art solu-
tions, QAC and vlc-plugin DASH. Experimental evaluations
show that OLAC significantly improves user-perceived video
quality in scenarios with single and multiple competing flows.
Specifically, we achieve zero impairment of stalls in the PRRT
configuration and at least 64% lower impairment of stalls
compared to DASH and QAC in the TCP configuration. In
addition, OLAC achieves at least 20% lower impairment of
quality variation for dynamic streaming with buffering delays
as low as the chunk duration.
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