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und keine anderen als die angegebenen Quellen und Hilfsmittel verwendet habe.

Statement in Lieu of an Oath

I hereby confirm that I have written this thesis on my own and that I have not used
any other media or materials than the ones referred to in this thesis.

Saarbrücken, den 03.06.2016
(Kim Hao Josef Nguyen)
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Chapter 1

Introduction

Multiview Video Coding (MVC) is an important topic in the age of multi-
media. As such, research covers all kinds of aspects concerning MVC and
improvements for faster delivery and enhanced coding.

Our goal is to build an efficient real-time multiview video (MVV) stream-
ing system that supports interactive free-viewpoint rendering. In contrast
to existing systems, it is supposed to work on consumer hardware while
maintaining high performance on most kinds of networks.

This thesis deals with the encoding part of our streaming system. As
H.264/AVC is standardized since 2003 and related encoding algorithms are
well studied and optimized, we propose an approach that uses pre-encoded
AVC video streams instead of encoding all video streams at the same time
using MVC encoding techniques. This distributes the complexity over mul-
tiple smaller devices which makes our approach faster and more scalable
than MVC encoding techniques.

1.1 Related work

In 2002, Würmlin et al. [1] proposed a system that captured, stored and
allowed playback of 3D content, similar to a video recorder. It had a novel
storing architecture that allowed fast processing and rendering of the stored
content. Since they used a custom 3D representation structure, we cannot
apply this to our problem. Some years later, a system was introduced,
which focused on real-time content delivery by tuning the process of motion
estimation by Lou et al. [2]. It used independent video streams for each
view and switched between them by using special control signals. Therefore
it cannot be extended to support inter-view prediction for more efficient
coding.

In 2007, Kurutepe et al. [3] built an end-to-end streaming architecture
that could transmit arbitrary views easier due to its simpler prediction struc-
ture. We can take this into account when we want to use inter-view pre-
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diction in our implementation. In a later work from the same year [4],
their work was improved by implementing an algorithm that automatically
selected views depending on the current head position and calculated can-
didate views for prefetching. Although this was done in order to reduce
bandwidth requirements, it touches the topic of free-viewpoint selection and
a way for its optimization. This work can be helpful in the process of deter-
mining which views should be encoded.

Petrovic [5] investigated different virtual-view rendering algorithms to
build efficient 3D video streaming systems in 2013. He proposed algorithms
and architectures to accommodate various requirements of 3D video stream-
ing. These included heterogeneous receivers, bandwidth efficient streaming,
low interaction latency and delivery to a large number of concurrent users.
This work can be used as a entry point to the principles of building multi-
view video streaming systems, however, as his work specially deals with 3D
video and we want to build a H.264/MVC transcoder, it is not relevant for
this thesis.

Newest research like the work of Collet et al. [6], deals with free-viewpoint
end-to-end streaming, which is what we are also aiming for. However, they
used vast resources to achieve this goal, which is something that usually is
not available when dealing with non-professional applications.

An approach to allow faster delivery of video content was the implemen-
tation of a multiview video transcoder by Bai and Harms [7] that, in this
case, concentrated on bit rate reduction. This is an interesting approach
to speed up the streaming and decoding. Concerning the encoding, this is
additional workload and only works on available MVC streams.

More recent techniques try to speed up the encoding process by com-
plexity reduction as this is the part that makes up most of the processing
time. All of their considerations can be helpful when adding inter-view pre-
diction. To what extent they can be applied to our approach would have to
be investigated. Khattak et al. [8] for example investigated combinations of
existing complexity reduction algorithms and the effect of taking disparity
vectors across the temporal axis into account. In another work [9], they
proposed their own methods to speed up motion and disparity estimation
by reducing the search range and by exploiting geometrical relationships of
consecutive frame pairs. Zhu et al. [10] then presented a fast mode decision
algorithm and enhanced motion and disparity estimation.

Liu et al. [11] researched decoupling of single views from multiview
streams, which can be useful when one only needs to transmit a small sub-
set of views from a video stream with nested inter-view prediction structure.
Such an algorithm is in principle interesting but as we will build our video
streams according to our requirements, we might not use nested inter-view
prediction structures or use a modified prediction structure that is simplified
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for decoding of desired views.

1.2 Outline

The structure of this thesis is as follows: Chapter 2 will provide information
on the used video coding formats in order to understand the problems that
are described in Chapter 4 and their solutions. In Chapter 3, we will elabo-
rate on our multiview streaming system and the contribution of this thesis
and in Chapter 5 on the implementation of our transcoder. We describe in
Chapter 6 how we tested our implementation, give a conclusion and address
open issues in Chapter 7.
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Chapter 2

Background

In 2003, the Joint Video Team (JVT), a joint project of ITU and ISO/IEC,
released the first version of the H.264/MPEG-4 AVC standard [12]. The
standard describes how H.264 coded videos are represented as a bitstream.
MVC support was added in 2009 in Annex H.

H.264 and AVC are synonyms for the video coding format, however we
will use the term H.264 when talking about the standard and AVC respec-
tively MVC when talking about the actual coded video stream.

In the following, we will provide some information on multiview video
and H.264. Then we will explain how MVC support was realized as an
extension of H.264.

2.1 Multiview Video (MVV)

In television, watching a video generally means we are watching a scene
that was recorded by a single camera, so there is only one point of view.
Nowadays, entertainment movies offer 3D view. That means we can perceive
depth by having a view for each eye, two views in total.

In multiview video, we have a scene captured simultaneously from dif-
ferent angles by a synchronized camera array (Figure 2.1). This allows for
view/angle switching and virtual view rendering offers the possibility for
smooth viewpoint changes. One major negative property of multiview video
is the fact that the storage and transmission requirements increase linearly
with the number of views. As this is not feasible for streaming systems,
a need for better multiview coding arose. In multiview video coding, the
fact that the different views show very similar images, apart from small
displacements and occlusions, is exploited to compress the video stream.
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 . . .

Figure 2.1: Multiview capturing

2.2 H.264/AVC

Up to this day, H.264 is one of the most commonly used video coding for-
mats. It is used on Blu-ray discs, by internet streaming services, for HDTV
broadcasts and most consumer video capturing devices. Its popularity is
due to its efficient compression while still providing good video quality and
its special structure that allows it to be efficiently processed in hardware for
transmission and storage by many systems and applications.

In the following sections, we will present H.264’s structure, elaborate on
the mechanism of prediction, explain the new entropy coding techniques and
provide information on decoder capabilities.

2.2.1 NAL unit structure

H.264’s byte stream consists of NAL (Network Abstraction Layer)
units or NALUs. We differentiate between Video Coding Layer (VCL)
NAL units that contain video data and non-VCL NAL units that specify
coding parameters and control information. Figure 2.2 shows a simplified
overview of a coded video sequence. A coded video sequence consists
of a series of access units that are decodable using the same sequence
parameter set. An access unit is a set of NAL units that are consecutive
in decoding order and that result in one decoded frame of the video when
being decoded.

SPS PPS IDR Slice Slice PPS SliceSlice . . .

VCL NAL Units

Network
Abstraction
Layer

Figure 2.2: Simplified H.264 coded video sequence
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The standard defines the following types of NAL units as listed in Ta-
ble 2.1. Apart from those types, there are some other optional types that
provide additional information or features that are described in further an-
nexes, though they are irrelevant for basic AVC or MVC.

nal unit type Content of NAL unit

SLICE Coded slice of a non-IDR picture

IDR Coded slice of an IDR picture

SPS Sequence parameter set

PPS Picture parameter set

SUB SPS Subset sequence parameter set

PREFIX Prefix NAL unit

SLC EXT Coded slice extension

AUD Access unit delimiter

SEI Supplemental Enhancement Information

Table 2.1: Relevant NAL unit types

All NAL units have a header that indicates their type and whether they
are related to a reference picture or are a parameter set.

Slices

They are the only VCL NAL units and contain the coded video data of
the H.264 stream. A frame consists of at least one slice. Coded video
sequences start with an Instantaneous Decoding Refresh (IDR) slice.
IDR slices are special I slices which appear periodically in a video stream so
that a viewer can join the video stream after it has already started. Another
property is that slices thereafter may not reference slices that precede the
IDR slice in decoding or display order. Thus an effect of IDR slices is that
the decoder resets its configurations and empties the Decoded Picture Buffer
(see Section 2.2.2). Slices consist of a header and a data part. The header
specifies parameters specific to each slice and the underlying coded data (see
Figure 2.3):

• Index of the first macroblock in the slice.

• Slice type (I, P, B).

• ID of associated picture parameter set.

• Frame number (determines decoding order).

• ID of IDR slice (only present in IDR slice).

• Picture order count (determines display order).
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• Specifications of modifications to the reference picture lists and whether
this slice is assigned a long-term index.

• Offset to initial Quantization Parameter (QP).

First MB Type PPS ID
Frame

number
IDR ID
(if IDR)

POC
Reference

modi�cation QP

Figure 2.3: Slice header

Macroblocks

The data part of a slice (see Figure 2.4) consists of macroblocks. Mac-
roblocks have a type that is related to the slice type. Depending on their
type, they define intra-frame prediction modes for intra-frame prediction of
I, P or B macroblocks or indicate the used reference frames for inter-frame
prediction and the corresponding motion vectors. The coded block pattern
indicates which of the four 8x8 luma blocks and associated chroma blocks of
the macroblock may contain non-zero coefficients. Each macroblock defines
a delta value that adjusts the QP value defined by the PPS and altered in
the slice header. The residual block contains the coded residuals.

Macroblocks can also have the type skip. These macroblocks do not
contain any residual or motion vector data as this information is inferred by
the preceding macroblock.

Slice Header Slice Data

MB MB MB MB MB MB MB

Type Prediction Coded Block
Pattern QP Residual

Intra mode(s) Reference
frames Motion vectors Luma blocks Cb blocks Cr blocks

Slice Layer

Macroblock Layer

Skip indication

. . .

INTRA INTER

Figure 2.4: Slice data with macroblocks
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Sequence Parameter Set

In order to avoid an overhead by repeating all coding parameters within
each slice, the coding parameters which are valid for the whole coded video
sequence are encapsulated into a sequence parameter set (SPS) NAL
unit that precedes all slices of that coded video sequence (see Figure 2.5).

• The indicated profile specifies which set of tools have to be supported
by the decoder (see Section 2.2.4).

• The five constraint flags indicate whether certain profile constraints
are obeyed. For us, the constraint flags 4 and 5 are important. Flag 4
indicates field coding and flag 5 B frame support.

• The level indicates the minimum processing power of the decoder to
decode the video stream. It takes properties like decoding speed, frame
size and bit rate into account.

• ID of the SPS by which it is referred to.

• Specification of parameters like the chroma format and the bit depth of
the coded residuals and other transform and quantization parameters.

• Constraints for frame number and POC.

• Indication of the maximum number of reference frames in use.

• gaps in frame num value allowed flag indicates whether frames may
be removed from the video stream.

• Frame resolution in number of macroblocks.

• frame mbs only flag states whether field or frame macroblocks are
used.

• Frame cropping parameters.

• Video Usability Information (VUI) parameters for video display.

Pro�le Constraints Level SPS ID
Frame number and
POC speci�cation

Reference frames Gaps Resolution Macroblock mode Cropping VUI

Residual calculation

Figure 2.5: Sequence parameter set
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Picture Parameter Set

Parameters that are only valid for a subset of slices are sent in a picture
parameter set (PPS) NAL unit (see Figure 2.6).

• ID of the associated SPS.

• ID of the PPS by which it is referred to.

• Used entropy coding: CABAC or CAVLC.

• If bottom fields are present, they are also assigned a POC.

• Parameters regarding slice groups.

• Parameters specifying prediction.

SPS ID PPS ID Entropy coding Bottom �eld POC Slice group Prediction parameters

Figure 2.6: Picture parameter set

A byte stream containing those elements should be decodable by any
decoder that follows the H.264 standard.

Coded video sequence

Apart from the already mentioned NAL unit types, there are also some
optional NAL unit types that do not influence the decodability of the video
stream but can provide the decoder with useful extra information. These
NAL units are also part of an access unit and precede its slice. Figure 2.7
shows the structure of an extended coded video sequence, which closely
matches our encoded AVC streams.

SPS PPS IDR Access Unit Access Unit

SEIAUD IDR SliceSEI. . .

Figure 2.7: H.264 coded video sequence

Access Unit Delimiter (AUD) are helper NAL units that help to de-
tect boundaries between access units as they commence them and indicate
the set of possible slice types in that access unit. They are only essential for

9



certain applications like Blu-ray video.

Supplemental Enhancement Information (SEI) NAL units or mes-
sages are not necessary to decode VCL NAL units but they may contain
useful additional information like timing information or video acquisition in-
formation (intrinsic and extrinsic parameters). payloadType indicates which
type of information is relayed by the SEI message. The one that we will
mostly encounter later on is user data unregistered which allows arbi-
trary data as payload.

2.2.2 Prediction

Prediction plays an important role in video coding as it is responsible for
most of the compression gain. In the general case, prediction is done at
macroblock level, that means on 16x16 pixel blocks and it can reference
portions of the same frame as well as portions of past and future frames.

Due to some added prediction features in H.264 in comparison to pre-
vious video coding standards like MPEG-2, the prediction performance is
increased. H.264 allows more than two reference frames to be used for pre-
diction which also can be weighted. It uses variable block sizes for motion
estimation which range from 16x16 to 4x4 and do not need to be quadratic.
These two modifications increase the flexibility of encoding methods and en-
able higher compression gains while maintaining the high video quality. Ad-
ditionally, H.264 supports quarter-pel motion precision to allow even more
precise estimation.

Another new feature of H.264 is the use of hierarchical B frames. With
this feature B frames are allowed to reference other B frames instead of
only I and P frames. Such a prediction structure introduces a hierarchy
of B frames in which lower ones are quantized higher than frames on the
top of the hierarchy. This is a trade-off between higher compression and
cumulative image quality deterioration.

Prediction schemes

We differentiate between intra- and inter-frame prediction. In intra-
frame prediction, previously coded samples of the same frame are used,
whereas in inter-frame prediction, samples from previously decoded frames,
the so called reference frames, are used for prediction. Those reference
frames can be in the future or the past of the current frame due to the
difference between the decoding and display order. There are three types of
frames:

• I frames (Intra-coded frames) do not need other frames to be decod-
able as their macroblocks only use intra-frame prediction. They are

10



therefore coded like static images and usually require the most data
per frame but also have the highest quality.

• P frames (Predicted frames) additionally use inter-frame prediction
using one reference frame. By only coding the changes to the reference
frame, they are smaller than I frames but have a lower quality.

• B frames (Bidirectional predictive frames) are predicted by two ref-
erence frames, usually a preceding and a succeeding frame in time. By
combining the two predictions, they are the smallest frames but have
the lowest quality.

Figure 2.8 shows an example of a prediction structure of a video with
inter-frame prediction.

Time

2 3 4 5 6 7 81

I B B P B B P B

4 2 3 10 7 5 6 81
Decoding order

9

B

10

I

9

Figure 2.8: Example of a prediction structure with inter-frame prediction

To be able to use future frames in the time line as references for B frames,
we define a decoding order where reference frames that are essential for
the decoding of a frame, are decoded first, independent of their position in
the time line. That is why the decoding order is also the order in which
the encoded frames appear in the bytestream. The parameter frame num in
each slice determines the decoding order. Frames with smaller frame number
are decoded first. For IDR frames, the value of frame num is always 0. The
value of frame num only increases after a reference frame.

The display order, indicated by the Picture Order Count (POC) in
each slice, is the order in which the frames are output for viewing. Further
they help identifying pictures unambiguously.

Figure 2.8 shows the different orders using our example prediction struc-
ture. As I frames are decodable by themselves, we start decoding the first
I frame. Next, we want to decode the first B frame but because it depends
on the P frame that was not decoded yet, we continue with the P frame.
This frame type only needs one reference frame, so we decode it immediately
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after the initial I frame. As all dependencies for decoding the B frames are
available, we can now decode the first two B frames and so on. The de-
coded frames are stored in the Decoded Picture Buffer (discussed later in
this chapter) prior to output until all subsequent frames in display order
have been displayed.

Residual calculation and reconstruction of the pictures

After the optimal prediction for the current block is determined, either by
using the block at the same position from the reference frame or a com-
bination of neighboring blocks, the prediction block is subtracted from the
current block resulting in a residual block. The better the prediction, the
less information is contained in the residual. After an integer transform - a
scaled approximation of the Discrete Cosine Transform (DCT) - and quanti-
zation, sparse coefficient blocks remain. Having many zeros is advantageous
since techniques like run-level encoding can encode them very efficiently.
These transformed and quantized residuals are transmitted and then added
to the same prediction made by the decoder to obtain a version of the origi-
nal pictures. As quantization is lossy, the decoded pictures are not identical
to the original. This would cause a cumulative mismatch between the en-
coder and the decoder. So the encoder avoids this by decoding the encoded
blocks and making the prediction on those decoded blocks instead of the
original blocks.

Motion estimation

A video consists of a series of images captured with a small time-delay and
there can be motion between two adjacent images. This led to an idea
how to improve the mechanism that is used for prediction block selection.
Instead of only taking the blocks at the same position of reference frames
into account, other blocks in their spatial vicinity are also checked for a best
match to the current block. The searched area is defined by the search
range. The chosen block is then used as reference in the prediction process
described above. Even though this extension of the basic prediction block
selection is called motion estimation, the determined block often is not a
product of motion in the scene but simply a best match to the current block.
In addition to the residual, it is necessary to transmit the information how
to reach the prediction block from the current position to compensate for
the offset (motion vector).

To reduce the information in the residual further, the macroblocks can
be divided into smaller subblocks (up to 4x4, but not necessarily squared),
but then a motion vector has to be transmitted for every subblock. So a
compromise between smaller residuals and more vector data has to be made
when considering smaller block sizes.
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Figure 2.9: Subpixel motion estimation [13]

As objects in the real world do not adhere to pixel boundaries, H.264
uses motion vectors with a precision of quarter pixels to provide even better
predictions. Figure 2.9 shows how the search is first started at pixel level
(circles). When finding a match, the search continues at half-pixel or half-pel
positions (squares). If a position with a better match is found, quarter-pel
positions can be considered (triangles). The residual then is calculated at
this subpixel position. The finer granularity gives better prediction perfor-
mance, however at the cost of increased computational complexity.

Decoded Picture Buffer

In order for the prediction to work, the previously decoded reference pic-
tures need to be made available to the decoder. The Decoded Picture
Buffer (DPB) stores the required pictures and outputs new pictures af-
ter decoding. Pictures in the DPB can be removed manually by explicit
commands in the bitstream or automatically if the buffer is full.

Reference picture lists

Reference picture lists are sorted lists with indexes to reference pictures in
the DPB that are available for prediction. The coding process of H.264 uses
two of those lists. P frames use the first reference picture list and B
frames additionally use the second reference picture list. The two lists
are updated prior to each encoding or decoding of a P or B slice.

There are two types of reference pictures, short-term and long-term.
Short-term reference pictures are identified by their value of frame num and
are used for prediction of pictures in temporal vicinity. Long-term reference
pictures are identified by an assigned long-term frame index. Their pur-
pose is for example for recurring patterns in the background of a video for
a longer duration. Assigning long-term status is a decision the encoder has
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to make. In the default order of the two reference picture lists the short-
term reference pictures come always before the long-term reference pictures.
Long-term reference pictures are always sorted ascending by their long-term
index.

For P frames, the first reference picture list is sorted as follows. Each
short-term reference picture is assigned a variable PicNum which is defined
as

PicNum =

{
FrameNum−MaxFrameNum FrameNum > frame num

FrameNum otherwise

with

MaxFrameNum = 2(log2 max frame num minus4+4)

where log2 max frame num minus4 is defined in the active SPS, frame num
in the current picture and FrameNum being the value of frame num in the
reference picture.
The reference pictures are then sorted by PicNum in decreasing order. That
means that the last decoded reference picture has the smallest index.

B frames are sorted according to their Picture Order Count value in each
slice. In the first reference picture list, short-term pictures that come before
the current B frame in display order are sorted in decreasing order of POC.
After that, short-term pictures with greater POC than the current B frame
are sorted in increasing order of POC. As the POC determines the display
order, this arrangement takes care that temporally closer reference pictures
take precedence.

The order in the second reference picture list is technically the same,
with the difference that the reference pictures after the current B frame in
display order come first and then the reference pictures prior to the current
B frame.

2.2.3 Entropy encoding

Entropy encoding is a lossless data compression scheme that turns a series
of symbols into a bitstream for transmission and storage. H.264 introduces
two new entropy coding techniques for the encoding of syntax elements and
residual coefficients.

Context-based Adaptive Variable Length Coding (CAVLC) codes
the zig-zag ordered coefficients of a 4x4 block via several variable length
code (VLC) look-up tables depending on the number of non-zero coef-
ficients in neighboring blocks and the level (magnitude) of recently coded
coefficients, hence context-based adaptive. It takes advantage of the follow-
ing properties of residual blocks:
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• The blocks are sparse and almost only contain zeros. Using run-level
coding, they can be compactly represented.

• The highest non-zero coefficients are mostly sequences of ±1. CAVLC
signals the number of trailing 1s in a compact way.

• The number of non-zero coefficients in neighboring blocks is correlated.
CAVLC chooses the used VLCs depending on their number.

• The level of non-zero coefficients is higher near the DC coefficient and
lower for higher frequencies. Therefore CAVLC takes recently coded
coefficients into account when choosing the look-up table for coding.

Context-based Adaptive Binary Arithmetic Coding (CABAC)
is an alternative coding scheme that uses arithmetic coding instead of vari-
able length coding. As it uses binary arithmetic coding, non-binary symbols
are converted into binary codes prior to arithmetic coding. For each syntax
element there are context models defined, from which a model for each bit
of the converted symbol is selected depending on previously coded symbols.
The arithmetic coder uses these models to encode the bits of the symbol.
After each bit, the frequency count of the bit value is increased in the model
to update the probability estimate.

By using arithmetic coding instead of variable length coding, CABAC
yields a more efficient compression than CAVLC. Additionally, it defines
separate models for each syntax element. Therefore CABAC outperforms
CAVLC quality-wise at the cost of complexity as it needs an additional
binarization step and has a more complex model selection and calculation.
So depending on the system requirements CAVLC or CABAC can be used
for encoding.

2.2.4 Profiles and Levels

H.264 defines two categories of value sets that an encoder can use to signal
the required capabilities of a decoder in order to decode a specific H.264
video stream, namely profiles and levels.

Profiles determine which coding tools were used like CABAC, weighted
prediction or field coding. Some tools like CABAC or CAVLC, which are
mostly interchangeable parts of the coder, are mandatory whereas optional
tools like the support of B frames or weighted prediction can be used to
increase the coding efficiency at the cost of higher complexity. Figure 2.10
shows an overview of some AVC and MVC coding profiles with their feature
sets and how they are related.

As AVC profiles we have the Constrained Baseline and the High
Profile. With the High Profile, we have B slice support and other useful
tools like weighted prediction or transform on 8x8 subblocks. The MVC
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profiles include the Stereo High and the Multiview High Profile, where
the Stereo High supports field coding but only two views. The Multiview
High on the other hand codes up to 1024 views but no fields.

Constrained
Baseline

I and P slice MC prediction

CAVLC
In-loop deblocking

Intra prediction

CABAC B slice

8x8 spatial
prediction Weighted

prediction

8x8 transform

Monochrome
format

Scaling
matrices

Field
coding

MBAFF

Stereo
High

Compatible with both Multiview High
and Stereo High pro�les

Inter-view
prediction
(2 views)

High

Multiview
High

Inter-view prediction
(multiple views)

Figure 2.10: Profiles overview and their feature sets [14]

The level defines sets of constraints for the decoding process, indicating
maximum required bit rate, frame size and buffer size. A standard con-
forming decoder set to a given level has to guarantee that it can decode all
bitstreams of that specific level and below. Table 2.2 lists the level limits of
the 17 levels that are defined in H.264. The values are given in relation to
macroblocks of size 16x16. For example in order to decode a video of resolu-
tion 1280x720, a decoder of at least level 3.1 is needed as 1280·720

16·16 = 3600 and
level 3.1 is the lowest level that supports frame sizes up to 3600 macroblocks.

The maximum supported frame rate can also be calculated from the
same table. Level 3.1 can process up to 108000 macroblocks per second, so
the maximum frame rate is 108000

3600 = 30 fps.
With 18000 macroblocks at level 3.1, the decoder has a DPB size of

18000
3600 = 5 pictures (actually minimum of 18000

3600 and 16 according to the H.264
standard, Annex A.3.1h) that can be used for prediction and buffering until
being displayed. Usually, the DPB should be able to additionally store
the currently decoded picture independently from the calculated buffer size
according to the formula.

2.3 Multiview Video Coding (MVC) extension

Annex H allows H.264 streams to represent several views of a scene in a single
stream while maintaining backward compatibility for non-MVC devices. As
older devices cannot handle MVC and it is not desirable to develop a new
standard only to add MVC support, annex H extends the existing H.264
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Level Max Max Max decoded

number macroblock frame size picture buffer

processing rate MaxFS size

MaxMBPS (MBs) MaxDpbMbs

(MB/s) (MBs)

1 1 485 99 396

1b 1 485 99 396

1.1 3 000 396 900

1.2 6 000 396 2 376

1.3 11 880 396 2 376

2 11 880 396 2 376

2.1 19 800 792 4 752

2.2 20 250 1 620 8 100

3 40 500 1 620 8 100

3.1 108 000 3 600 18 000

3.2 216 000 5 120 20 480

4 245 760 8 192 32 768

4.1 245 760 8 192 32 768

4.2 522 240 8 704 34 816

5 589 824 22 080 110 400

5.1 983 040 36 864 184 320

5.2 2 073 600 36 864 184 320

Table 2.2: Level limits [12]

syntax, so that older devices still can decode the base view and ignore all
other views, whereas MVC decoders support all views. This ensures that
we keep the advantages of H.264 in the MVC implementation.

2.3.1 H.264/MVC extension structure

Annex H introduces an MVC extension to the NAL unit header and some
additional NAL unit types, namely subset sequence parameter set, prefix
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NAL unit and coded slice extension.

The NAL unit header MVC extension provides view-relevant meta
information on each coded slice.

• An indicator whether the associated slice is an IDR slice.

• A priority number (0-63), the smaller, the higher the priority.

• The view ID to which the slice belongs (0-1023).

• The temporal level of the slice (0-7).

• An indicator whether the slice is an anchor picture.

• An indicator whether the slice is available for inter-view prediction.

A subset sequence parameter set (SSPS) contains, in addition to
SPS information for non-base views, a sequence parameter set MVC
extension, which defines relations between views (see Figure 2.11):

• Number of views coded in the video stream (0-1023).

• The order of the views in the video stream.

• The decoding dependencies between the views.

• The supported operation points.

• Display parameters.

#Views Dependencies Operation points Display optionsSPS

SPS MVC Extension

SSPS

SPS

View order

Figure 2.11: Subset sequence parameter set

A prefix NAL unit directly precedes base view slices and contains
their NAL unit header MVC extension because base view slices have to be
decodable by non-MVC decoders.

When only decoding the base view, all SSPS, prefix and coded slice ex-
tension NAL units are discarded.

Coded slice extension NAL units are slice NAL units of non base view
pictures. As this type of NAL units can only be decoded by MVC decoders,

18



IDR Priority View ID
Temporal

level Anchor Inter-view

Pre�x NAL unit Base view slice

Slice

Figure 2.12: Prefix NAL unit

the NAL unit header MVC extension is part of this NAL unit and it is
ignored by non-MVC decoders which therefore only decode the base view.
Apart from that, the structure is the same as for basic H.264 slice units.

IDR Priority View ID
Temporal

level Anchor Inter-view

Slice Extension NAL unit

Non-base Slice

Figure 2.13: Coded Slice Extension

In an MVC video stream, the access units of the single views are inter-
leaved. Figure 2.14 shows an MVC coded video sequence with simplified
access units.

SPS PPS Base AU SliceExt

Pre�x Base Slice

SSPS Non-base PPS SliceExt . . .. . . Base AU . . .. . .

Figure 2.14: MVC Coded Video Sequence

2.3.2 Prediction

As the different views of an MVC video have a high spatial correlation to
each other and on the most part only differ at small details from occlusions
or at the edges of the picture, MVC introduces a new prediction scheme
in order to gain higher coding efficiency, namely inter-view prediction.
Inter-view prediction uses the same technique as inter-frame prediction with
residuals and motion vectors as described in Section 2.2.2, however, with the
difference that inter-view prediction works in view instead of time dimension
and exploits spatial similarities. Adding inter-view prediction enables more
flexibility in choosing reference pictures.

Figure 2.15 illustrates a common prediction structure of an MVC video
with inter-view prediction. We see that with such a 2-dimensional structure
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Figure 2.15: Example of a prediction structure with inter-view prediction

each B frame could be predicted by a combination of reference frames in
time or in view direction. In order to maintain downward compatibility, the
frames in the base view may only be predicted by frames of the same view.

Having an additional prediction dimension, it is advantageous to increase
the number of B frames as they are more efficient. Therefore, there are
prediction structures in use that only have coded I and B frames.

With MVC coding, a new characteristic of frames is introduced. Similar
to IDR frames, they can be used as random access points to join a video
stream. These special frames are called anchor frames.

The concept of anchor frames originates from the open GOP structure.
That means that frames that follow it in display order may not be referenced
by frames that precede the anchor frame in decoding order. In contrast to
IDR frames, frames that precede the anchor frame in display order still may
use reference frames that precede the anchor frame in decoding order (see
Figure 2.16). Another property of anchor frames is that they may only use
inter-view prediction and no inter-frame prediction. Thus only frames of the
same access unit in one of the other views are allowed as reference frames.
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Figure 2.16: Prediction with anchor frames
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Chapter 3

System overview

In this Chapter, we will briefly introduce our real-time communication sys-
tem and its components and explain where this Bachelor thesis comes into
play. Our Multiview Video System (MVS) consists of the parts as seen in
Figure 3.1.

Multiview video
acquisition

Encoder DisplayTransmission
channel

Decoder Virtual view
rendering

? . . .           . .
 . ...                    ...             

     
  ..

.

Figure 3.1: Multiview video system

The first component deals with the multiview video acquisition. Using
an array of cameras, it provides simultaneously captured AVC video streams
for each designated view. These pre-encoded single AVC video streams are
fed to our transcoder to create a standard compliant MVC video stream.
We then transmit this MVC stream and reverse the transcoding process in
our decoder and output decoupled AVC video streams. After decoding, we
can do virtual view rendering using those AVC video streams to generate the
desired viewpoints. In the last step, the selected video streams are displayed.

Our work deals with the encoding part of our multiview system. As
we need to achieve real-time performance to use it in a communication
system and encoding using current MVC techniques does not reach this
goal, we follow another approach. By shifting the encoding of the streams
to the capturing part, we reduce the complexity of the transcoding process.
As the single video streams are encoded independently, the complexity is
distributed evenly over all capturing devices. In Chapter 2, we have seen
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that the NAL unit structures of AVC and MVC video streams are very
similar and by multiplexing the single AVC streams while making small
changes, we obtain a standard compliant MVC stream without the need of
re-encoding the macroblocks that contain the actual video data.

MVC coding introduced inter-view prediction to further improve the
efficiency by exploiting spatial redundancies. As we use independent AVC
streams and multiplex them without complete re-encoding, the macroblocks
do not use inter-view prediction. By re-encoding only certain frames of the
streams in the transcoding process, we could introduce inter-view prediction
into the MVC stream. However, as the time for a Bachelor thesis is limited
and the amount and complexity of the problems to solve in order to obtain
a standard compliant MVC stream are plenty (see Chapter 4), we will leave
inter-view prediction for future work.

Some problems like the level problem (see Section 4.2) could be solved
by using H.265/HEVC [15] as the successor video coding format instead of
H.264. We decided in favor of H.264 as we wanted to make use of currently
available hardware en- and decoders, and HEVC-capable cameras are not
available in the consumer market yet.
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Chapter 4

Problems

Our approach of using pre-encoded AVC video streams from independently
coded sources has the advantage that we can distribute complexity. This
however introduces some problems because we can only influence the input
to our transcoder to a certain extent without additional post-processing.
So it can happen that the input streams are out of sync or have different
prediction structures. In this chapter, we will elaborate on the problems
that we encountered during our work and show our solutions.

4.1 Profile selection

As we have shown in Figure 2.10, some features required for MVC streams
are not defined in AVC profiles. Therefore we have to change the original
profile to make it standard compatible. In order to make the decision which
profiles to use, we look at the figure that shows how certain AVC profiles
relate to the available MVC profiles. As we strive for maximal common
capabilities, the most promising profiles for our purpose are the High Profile
and the Multiview High Profile.
The only difference between those two is that the Multiview High Profile
does not support field and Macroblock Adaptive Frame Field (MBAFF)
coding. This can be fixed by either refraining from using those coding tools
while encoding with the High Profile or by trying to remove field coding
from the stream when transcoding to the Multiview High Profile. As frame
and field coding differ greatly, we would have to re-encode all streams at the
macroblock level. This would be possible, but because that would defeat
the purpose of our approach to avoid modifying the actual video data of the
AVC streams, this is not an option.
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4.2 Level calculation of MVC video

In order for the decoder to allocate enough resources and to make sure it is
able to decode the stream we created, the level of the transcoded MVC video
stream has to be adjusted. So we need to calculate the appropriate level
in each individual case. The maximum DPB size depends on the specified
level. Using the MaxDpbMbs value from Table 2.2, it can be calculated as

max dpb size = min
(
dpb size(MaxDpbMbs), dpb size(NumV iews)

)
with

dpb size(MaxDpbMbs) =

⌊
2 · MaxDpbMbs

height mb · width mb

⌋
,

dpb size(NumV iews) = max
(
1, dlog2(NumV iews)e

)
· 16

where height mb and width mb are defined as the frame height and width
in macroblocks. The factor 2 is an MVC scaling factor. JMVC [16], the
MVC reference decoder, per default only uses dpb size(MaxDpbMbs) as its
DPB size.

For MVC streams, the DPB is shared among all views. Independently
from the calculated maximum buffer size, for each view one additional cur-
rently decoded picture can be stored, i.e. in total max dpb size+num views
pictures. By calculating the required DPB size for all views, we can set up
the level accordingly. Chen et al. [17] analyzed the buffer requirements for
MVC and came up with a formula for the class of prediction structures de-
picted in Figure 2.15. As we do not use inter-view prediction in this work
and varying prediction structures, we come up with a formula that uses
max num ref frames which was chosen by the encoder, reflecting the used
prediction structure. We then define the required DPB size as follows:

required dpb size = num views ·max num ref frames + 1

num views and max num ref frames can be taken from the SPS and
SSPS of the coded video sequence. Depending on the prediction structure,
the addition of 1 is not necessary. In the following cases we can omit the
addition of 1:

• num views ·max num ref frames < max dpb size

• num views·max num ref frames = max dpb size and the currently
decoded picture can be output directly without the need of buffering
another picture that it depends on (For example if pic order cnt type = 2,
which means decoding order equals display order).
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The highest defined level in H.264 is level 5.2. If our video material
exceeds its level limits and we cannot decrease the number of views, one
remedy is to reduce the frame size. Another solution is to use H.265 that is
designed for resolutions up to 8K. In our case, there may be another option.
As we transcode several AVC video streams into one standard conforming
MVC video stream in the encoder but do not decode the stream outside
the decoding stage of our MVV system, we can ignore the level setting in
between as long as we undo the transcoding before decoding.

4.3 Parameter set handling

Parameter sets are an essential part of every H.264 stream and are required
to start decoding. That is why we inspect how well-known encoders and
decoders handle parameter sets and as a result, elaborate on our own im-
plementation of parameter set handling.

We start with encoders as they decide the structure of the video stream
themselves. One of the most widely used H.264 encoders is x264 1. It favors
fast encoding instead of offering different coding modes in one video stream
and therefore only uses one SPS and one PPS in its produced streams.

The other encoders we look at are the reference encoders JM 2 for AVC
video and JMVC for MVC video. The standard configuration of JM pro-
duces one SPS and three PPSs with different prediction modes although
only one of those three PPSs is actually used in the coding of the slices.
JMVC produces one SPS for the base view, one SSPS for all other views
and a PPS each for base view and the other views.

Looking at the standard decoders, we found that they assume that an
AVC video stream only contains a single SPS and one or several PPSs. This
means that a second occurrence of an SPS in a video stream should be a
retransmission of the first SPS. Even in MVC video, JMVC only uses one
SPS for the base view and one SSPS for all other views. In the case that it
finds more SPSs, JMVC crashes, even if it is a retransmission.

Based on our observations, we can either only support one SPS and stop
transcoding when

• we find a second SPS, regardless of its contents or

• we find an SPS with different SPS ID, but allow retransmissions or

• we find an SPS whose contents are different, but allow SPSs with
different SPS ID but the same content.

1http://www.videolan.org/developers/x264.html
2http://iphome.hhi.de/suehring/tml
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or we support transcoding of several SPSs (up to 32 according to the
H.264 standard). An SPS, as seen in Section 2.2.1, signals sequence-wide
parameters like frame resolution or usage of B frames. So it makes sense to
use one SPS per video stream. We find the following transcoding behavior
appropriate: multiple SPSs should be supported as the standard allows it.
As this case is rather an exception to almost all video streams, we do not stop
transcoding and issue a warning. Since we want to allow retransmissions,
we process them but do not output them to the MVC output stream in
order to enable decodability by JMVC. Content-wise identical SPSs will be
mapped to the first SPS with the same content. In case that we encounter
two different SPSs with the same SPS ID, we immediately stop transcoding
as this is an unrecoverable error in the video stream.

With PPSs, we do not have those problems as their parameters are
picture-based and therefore could even change for every picture if the en-
coder deems it reasonable and the only restriction is the limited number of
available PPS IDs.

4.3.1 SSPS

Non-base views of an MVC video stream use an SSPS instead of an SPS.
That is why we need to create an SSPS out of an SPS of the AVC video
stream for all input streams except the base view. This requires the following
changes:

We change the profile indication from High Profile to MVC High Profile
as it supports everything the High Profile does except for field coding. We
need to make sure that the resulting MVC video stream has frame mac-
roblocks in order to make this change. For the same reason we only need
to adjust the field coding constraint flag. Furthermore, we change the level
according to our calculations to match our setup. As the reference ID we
assign an ID that was not yet assigned. We can reuse the residual coding
parameters without changes because we do not change any of the underlying
coding. Frame number and POC are counted independently per view, so
we can leave them. As we do not introduce inter-view prediction, the same
holds for the maximal number of reference frames. We do not touch the
frame gap flag and the video resolution since we do not modify the coded
frames themselves. Having frame coding, frame mbs only flag should be set
to 1. The method for motion vector derivation is left unchanged. As VUI
parameters are not supported by JMVC, we ignore them.

As an SSPS also contains view relevant information, we add the sequence
parameter set MVC extension as follows: We set the number of views and
specify the view order of the views in the transcoded video stream. As
we do not have inter-view dependencies, we can set all dependencies to
non-existent. At the moment, each view is decodable independently, so we
create a single operation point for each view. We do not specify MVC VUI
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parameters.

4.3.2 Mapping SEI

The H.264 standard defines the SPS ID as a 5-bit and the PPS ID as a 8-bit
unsigned integer. When transcoding a large number of AVC video streams,
bigger than 32 or 256, the number of parameter set IDs does not suffice and
transcoding fails.

In case the AVC video streams use identical parameter sets for the coding
of their slices, we can reduce the number of parameter sets in the MVC video
stream by discarding duplicates and re-mapping which parameter sets are
used for which view. Since we assume that our input material is produced by
a set of equally configured encoders, we can assume that they are similarly
or even equally coded so that the parameter set IDs are sufficient, even for
up to 1024 views.

This way the resulting MVC video stream is standard compliant and
can be decoded with any MVC decoder. When we expect the stream to be
transcoded back into separate AVC video streams, the naive way would be
to include all parameter sets in each single AVC video streams. A more so-
phisticated way would be to define a mapping function that maps parameter
sets to views and allows us to only include the required parameter sets in
each AVC video stream. This mapping function however needs to be made
available at the decoding end of our transcoder. This can be realized by
using SEI messages which can contain arbitrary data.

4.4 Stream reading and writing

Transcoding multiple AVC video streams into one MVC video stream in-
volves interleaving the access units of each view. As access units not only
consist of slices but also of AUD NAL units, SEI messages or other NAL
units, reading one NAL unit from each view after another does not result
into the same number of coded slices for each view because the order of NAL
units may not be the same for all views. This means we have to continue
reading NAL units until a slice is read in each view. After that they can be
output to the MVC video stream. This will ensure that frames captured at
the same time in different views stay together in the MVC stream.

4.4.1 Macroblock coding

The idea of our approach is to distribute complexity over multiple AVC
encoders. Thus after encoding, we want to change the single streams as
little as necessary. Without inter-view prediction, there is no need to re-
encode the macroblocks because the syntax structure of AVC and MVC are
the same in this regard.
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4.4.2 Optional NAL unit types

AVC video streams produced by x264 contain some additional NAL units.
In order to support decoding on Blu-ray players, it sends AUD NAL units
before each slice. And at the beginning of the video stream, an unregistered
data SEI message with explicit encoding parameters in textual represen-
tation is included. Another aspect are VUI parameters that are set in its
SPS.

JMVC does not implement unregistered data SEI NAL units as it crashes
when it encounters them. The same occurs if VUI parameters are present
in an SPS or SSPS. AUD NAL units however do not pose a problem.

If we do not need Blu-ray support, AUD NAL units could be discarded
during transcoding. The same holds true for SEI messages as long as they
do not contain important user-defined information. In the case of x264, the
explicit encoding parameters are not necessarily important as they are also
coded in the parameter sets. Finally, as VUI parameters are not relevant
for video decodability, they can be removed without introducing problems.

4.4.3 Prefix and Coded slice extension

MVC video coding introduces the NAL unit header MVC extension to each
slice. For base view slices it is included in a prefix NAL unit that precedes
the base view slice, so that it does not disturb AVC decoders. For non-base
views the MVC extension is directly included in the coded slice extension
header. As this NAL unit header MVC extension only exists in MVC video
coding, we have to derive suitable values for each associated slice. We do it
as follows:

We set nal ref idc value of the regular NAL unit header to the value of
its corresponding slice as it indicates whether the slice is a reference slice
or not. The IDR indicator is set depending on whether the slice contains
an IDR frame or not. The priority for I slices should be the highest, so
we set it to 0. Other reference frames (nal ref idc not equal to 0) have a
priority of 1 and all other frames (nal ref idc equal to 0) a priority of 2. This
arbitrary assignment takes the importance of the slice types with respect to
decodability into account. The view ID of the base view should always be 0
by definition, for the non-base view slices, we choose an appropriate view ID.
As we do not use operation points to reduce data rates for different clients,
we arbitrarily assign I slices temporal ID 0. We also set the temporal ID for
P slices to 0, for reference B slices to 1 and for all other B slices to 2. As
we do not add inter-view prediction, we set the anchor picture indicator to
1 only if the slice is an I slice, and the inter-view flag is always 0.
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4.4.4 IDR frames

IDR frames pose a problem when handled wrongly as they empty the buffer
and reset the POC and therefore confuse the decoder if IDR frames are
non-synchronized between the views of an MVC video stream. As a result,
decoding with an MVC decoder produces erroneous results, in the worst
case, decoding fails.

The preferred solution would be to force the encoder to output synchro-
nized IDR frames in each view. In case this is not possible, we turn all
IDR frames into anchor frames. These impose less restrictions on frame
references than IDR frames but as coding with anchor frames is a superset
of IDR frame coding, the conversion is possible. The advantage of having
anchor frames here is that they neither empty the buffer nor reset the POC.
The only thing to do then is to rewrite the pic order cnt lsb value in each
following slice of that view as the POC is not reset to 0 in case of non-IDR
frames.
If all IDR frames are synchronous, we could also leave the base view IDR
frame and only transform all other views into anchor frames. This makes
sense because we want to add inter-view prediction later on.

4.4.5 Cutoff and artifacts

Another issue involves sudden cutoffs of streams or views. Writing only sets
of slices if every view has a slice left has the advantage that all views in the
MVC video stream have the same number of slices to display. As we stop the
transcoding if one of the streams ends, it might introduce artifacts if some
frames of some view are missing because of a mismatch between decoding
and display order. Figure 4.1 illustrates the problem. As we decode the
streams, we reach the end of stream v0. Even though stream v1 still continues
after that frame at t16, it can be correctly decoded and displayed as all
subsequent frames up to POC 30 are present due to the particularly linear
prediction structure. Decoding stream v2 introduces artifacts as frame with
POC 30 was not decoded yet. So it is missing for display with the frames
of the other views at time t16. Although frame with POC 32 was decoded,
it cannot be displayed because its display time would only be at t17.

One solution to this problem would be that if one stream ends, we still
continue to transcode the other views until each view has reached a state
where all frames in order are present. This however leads to different number
of frames for the views.

Another way is to buffer all slices until each view can output a complete
GOP, provided all views have the same GOP size. This would be a cleaner
solution. However, for large GOP sizes, this could lead to less video output
or if we have infinite GOP size, to no output at all. So we would have to
define an additional limit.
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The issue with the missing frames at the end of a stream is not grave
because we implement a communication system where artifacts at the end
usually do not matter.

I24 P26 P28 P30 P32 . . .

I24 P30 B26 B28

B24 I26 P32 B28 B30 . . .

Decoding

View

v0

v1

v2

Fi
F: Frame Type
i: Picture Order Count

t13 t14 t15 t16 t17

Figure 4.1: Cutoff scenario
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Chapter 5

Implementation

Our goal is to build a fast transcoder that gets multiple AVC video streams
and returns one MVC video stream. After having elaborated on the prob-
lems that arose, we present the following implementation of an MVC transcoder.

We implemented our transcoder as part of the framework that we already
used in the seminar. It was specifically written from scratch for our purposes
to easily investigate and produce a working implementation of an MVC
transcoder. It has a simple design and supports the H.264 syntax structure
as described in Section 7 and Annex H of the H.264 standard. It is not
optimized at all and rather slow compared to optimized frameworks. We
extended it by various command line parameters to increase usability. Our
transcoder has the following steps:

• Read transcoding parameters from the command line and initialize
transcoder.

• Read input files until every view has a valid state and mapping of
parameter sets.

• Read each AVC video stream and extract slices until the first stream
ends. Create and output corresponding MVC slices.

In the following, we will explain the workings of our transcoder in detail.

5.1 Overview

Step 1: Parsing of transcoding parameters and transcoder initialization:

whi l e parameters l e f t {
readNextParameter ( ) ;

}
InputTranscoder [ ] i n t r a n s c o d e r s = InputTranscoder [ num views ] ;
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f o r ( i n t view = 0 ; view < num views ; view++) {
i n t r a n s c o d e r s [ view ] = new InputTranscoder ( in path [ view ] ) ;
i n t r a n s c o d e r s [ view ] . n a l u s b u f f e r = new vector<NALU>;

}
OutputTranscoder out t ran s code r = new OutputTranscoder ( out path ) ;

Step 2: Parameter set handling:

ou t t ran s code r . s p s b u f f e r = new vector<SPS>;
ou t t ran s code r . p p s b u f f e r = new vector<PPS>;
f o r ( i n t view = 0 ; view < num views ; view++) {

do {
NALU nalu = readNextNALU( view ) ;
switch ( nalu . type ) {

case (SPS ) : processSPS ( nalu , view ) ;
case (PPS ) : processPPS ( nalu , view ) ;
case ( S l i c e ) : s eekPrev iousPos i t i onInStream ( view )
case ( other ) : processOther ( nalu , view ) ;

}
} whi le ( nalu . type != SLICE)
i f ( ! v a l i d S t a t e ( view ) ) {

stopTranscoding (INVALID STATE ) ;
}

}
writeMVCParameterSets ( ) ;

Step 3: Slice processing:

p r o c e s s S l i c e (NALU nalu , view ) {
i f ( view == base v iew ) {

NALU p r e f i x = c r e a t e P r e f i x ( nalu ) ;
r eas s ignParameterSet ( nalu , view ) ;
pushNALUToViewBuffer ( p r e f i x , view ) ;
pushNALUToViewBuffer ( nalu , view ) ;

} e l s e {
NALU s l c e x t = crea t eS l cExt ( nalu , view ) ;
reass ignParameterSet ( s l c e x t , view ) ;
pushNALUToViewBuffer ( s l c e x t , view ) ;

}
}
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whi le s l i c e s l e f t to read in each view {
f o r ( i n t view = 0 ; view < num views ; view++) {

do {
NALU nalu = readNextNALU( view ) ;
switch ( nalu . type ) {

case (SPS ) : processSPS ( nalu , view ) ;
case (PPS ) : processPPS ( nalu , view ) ;
case ( S l i c e ) : p r o c e s s S l i c e ( nalu , view ) ;
case ( other ) : processOther ( nalu , view ) ;

}
} whi le ( nalu . type != SLICE)

}
i f ( synchronizedIDR ( ) ) {

convertToAnchor ( ) ;
}
writeNextBatchOfNALUs ( ) ;

}

5.2 Implementation details

As a first step, we read the input and output parameters and assign each view
a separate buffer for NAL units. After that we can start with transcoding.

Parameter set handling

In order to process slices, we need at least one SPS and one PPS. So first, the
parameter sets for each view are read and assigned a new consecutive MVC
parameter set ID. If an MVC parameter set ID exceeds the maximum allowed
number, we stop transcoding because decoding without valid parameter sets
fails. We assume that we find all necessary parameter sets prior to the first
slice. So if we read all NAL units from the beginning to the first slice,
put non-parameter set NAL units in the buffer and parse the parameter
sets, we get a valid state for decoding. After each view has reached a valid
state, transcoding of the slices can start. Otherwise the transcoder stops.
Parameter sets that appear after the first slice are also processed, however
only during the next step.

We implemented a comparator function for parameter sets to determine
parameter-wise identical or differing parameter sets. While reading from a
video stream, if two SPSs have the same SPS ID but are different, we stop
transcoding because this should never happen. Duplicates with different
IDs may occur though. Then the duplicate is discarded and all references
to the discarded parameter set are redirected to the identical parameter
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set. Our implementation has the ability to handle more than one SPS in a
stream, even though at the moment, there is no MVC decoder out there that
can handle multiple SPSs. However, as we want to decode the MVC video
stream, we only output one SPS and one SSPS. Since all decoders can handle
multiple PPSs, we only need to act if the total number of PPSs is higher than
the limit defined in the standard. We implemented an automated mapping
function between the parameter sets of the original streams and the MVC
output stream. Detecting duplicates allows a more efficient mapping as we
can re-use identical parameter sets and therefore can put more views into an
MVC video stream. The mapping function also enables the transcoder to
reverse the transcoding process if the mapping is available at the decoding
side of the transcoder. We achieve this by creating an unregistered data SEI
message which contains the mapping table and is included in the stream
before the first parameter sets. If we cannot include an SEI message because
we want to decode the MVC video stream with an MVC decoder, we can
still reconstruct standard conforming AVC video streams by including all
parameter sets in all AVC video streams, even unused ones.

If an SPS contains VUI parameters, they are removed as they are not
essential for the decoding process itself and because most MVC decoders do
not support decoding VUI parameters.

When reading the SPS of a non-base view, an SSPS is created while
changing the profile and level settings according to our findings in Chapter 4.

Slice processing

After the processing of the parameter sets, we start reading slices and their
associated NAL units. Non-parameter set NAL units prior to the first slice
were already read during the first step and put into their respective view
buffers, so we can continue where we left off. We now repeatedly read each
video stream until we reach a slice. As AUD NAL units are associated
with their respective slices, we also put them in the buffer. Depending
on whether we want to decode the MVC stream by JMVC that does not
support unregistered data SEI messages, we discard them or output them
in the stream. When we read a slice in the base view, we create a prefix
NAL unit and put it before the base view slice. In the case of a non-base
view slice, we create a coded slice extension NAL unit from the slice. In
order to adapt the slices to the MVC video stream, we change the used
parameter sets to their MVC counterparts. As soon as we have read a slice
and its associated NAL units for each view, we output them to the MVC
video stream. This way, we ensure that we get a standard conforming MVC
video stream in which NAL units with frames captured at the same time
are kept together.

We repeat reading the video streams until one of the streams ends and
output a last batch of slices. As already discussed, if the other views are
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cut off, artifacts can appear in the other views. We did not implement the
option where we continue to read them until each view has reached a safe
state as the transcoder is intended to be used in a real-time communication
system. After all, if the streams end, it is because we want to stop the
session anyway or because of a connection error. In either case, artifacts in
the last few frames then do not really matter. We also did not choose the
GOP outputting option as we want to keep as many frames as possible in
case of long GOP sizes and mainly because of delays that are introduced if
we buffer entire GOPs before displaying.

The IDR frame problem has been solved as follows: if we have syn-
chronous IDR frames, we only convert the non-base view IDR frames to
anchor frames. As the IDR frame in the base view resets the POC, we can
leave the POCs of the converted anchor frames. If the IDR frames are out of
sync, we convert them to anchor frames and rewrite the POC of that anchor
frame and all subsequent frames so that they remain consecutive.
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Chapter 6

Experiment

To test our implementation, we used video material from two sources: the
ballet video sequence of Zitnick et al. [18] and footage that we recorded our-
selves using five consumer-grade cameras attached to mini-PCs that encoded
the video streams using x264 with various settings.

The ballet video sequence (Figure 6.1) consists of 100 frames of resolution
1024x768 and 8 views. We encoded the image files once using JM with GOP
size 8 and once using x264 with GOP size 8 and 16.

(a) View 2 (b) View 8

Figure 6.1: Ballet scene

We recorded our footage (Figure 6.2) with a resolution of 1280x720, once
with only one IDR frame at the beginning, once with occasionally occurring
IDR frames and once with POC type 2 where the decoding order equals the
display order.

We used JMVC to decode our transcoded MVC video streams. As a
result, we got YUV files that we could compare to the source material. We
evaluated our transcoding quality using PSNR measurements. Figure 6.3
shows which PSNR measures were taken.
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(a) View 2

(b) View 3

Figure 6.2: Duct tape rolling past an LED

The PSNR between the original ballet video and the AVC video encoded
by JM (1), and between the original video and the transcoded MVC video (3)
are shown in Figure 6.4. It can be seen that the PSNR is the same for both.
To cross-check our results we calculated the PSNR between the encoded
AVC sequence and the transcoded MVC sequence. The test yielded a value
of infinity for every frame. This was expected as we did not re-encode the
macroblocks and therefore did not change the image information contained
in the stream.

The transcoding of our self-recorded footage shows some peculiarities.
Overall, the PSNR measures qualitatively show the same results as for the
ballet scene except for the last few frames. The reason why we get these
differences is the problem that we discussed in Section 4.4.5 where we get
artifacts at the end of some views because of missing frames due to differing
prediction structures. This result however was as expected and is not a
problem of transcoding itself but because of how prediction works and the
used prediction structure.
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Original Encoded AVC Transcoded MVC

(1) (2)

(3)

Figure 6.3: PSNR measurements
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Figure 6.4: PSNR of ballet scene - view 0
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Chapter 7

Conclusion

In this Bachelor thesis, we implemented a H.264/MVC transcoder that gets
multiple AVC video streams as input and outputs one standard conforming
MVC video stream without fully re-encoding the source material. In order to
do that we investigated the source material and its structure. We defined the
required properties for transcoding to work. Furthermore, we determined
how the existing data needs to be changed so that the resulting MVC video
stream can be decoded by MVC decoders. We implemented a mapping
function for parameter sets to enable the inversion of the transcoding process
and to support larger number of views. We investigated problems that arise
when the source material is not ideal, like non-synchronized IDR frames
or artifacts caused by differing prediction structures and video lengths and
how to solve them. At last, we tested our implementation by transcoding
video streams from different sources, decoding them with the MVC reference
implementation and comparing the result with the source material.

7.1 Future work

In this thesis, we addressed most of the problems so that our transcoder can
be used in a real-time communication system. However, there are still open
issues which have to be solved in the future:

• Speeding up the implementation. Our goal is to use the transcoder
as part of an MVV communication system. Thus it needs to work
in a real-time environment. As we still have not implemented the
transcoder in a faster framework for lack of time, this still remains a
future issue.

• Adding inter-view prediction. Our transcoder creates standard
conforming MVC video streams without re-encoding the actual video
data. As we only add MVC extensions, remove parameter sets and
rewrite header values, the resulting bit rate does not change that much
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in comparison to the source AVC video streams. We especially did
not exploit the introduced feature of inter-view prediction (see Sec-
tion 2.3.2). The most efficiency can be gained by using inter-view
prediction on I frames because they are the biggest frames in the
bytestream. In this thesis, we already turned IDR frames into an-
chor frames (see Section 4.4.4). If the IDR respectively I frames of the
AVC video streams are synchronized, we can use inter-view prediction
on the anchor frames to achieve a prediction structure as depicted in
Figure 2.15, with only I frames left in the base view.

• Implementing bi-directionality. As our transcoder is part of an
MVV system and we only implemented the multiplexing part, there
is still the demultiplexing left. A special functionality is the use of
custom mapping SEI messages that enable our transcoder to reduce
the number of parameter sets in our MVC video streams and to re-
construct the original parameter set mapping at the decoding side.

• Preparing for future applications. We talked about the issue
of having insufficient levels and possible solutions (described in Sec-
tion 4.2). As ignoring the level destroys the decodability of the MVC
video stream by any H.264/MVC decoder, we proposed the adapta-
tion of our algorithm to a newer video coding format like H.265/HEVC.
This also enables applications to use higher resolutions.

• Adding MVC capturing information. The MVC extension of
H.264 enables the video stream to carry additional useful informa-
tion in SEI messages like the extrinsic and intrinsic parameters of the
cameras that then can be exploited by multiview applications.

• Using operation points. They introduce temporal and view scala-
bility to the bitstream by defining frame and view grouping for display.
We already set them arbitrarily in this thesis taking the importance of
the frame types into account but more sophisticated assignments for
different scenarios and clients may be considered to improve viewing
experience.
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