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Abstract

In times of the omnipresence of the Internet, the global traffic is growing continuously.
These days, multimedia contents account for far more than half of this traffic and the
portion is predicted to grow rapidly in the future. Due to their real-time requirements,
these applications often suffer from an insufficient transmission quality provided by to-
day’s network infrastructures. Since this problem cannot be solved solely by optimizations
at the network’s edges, the end-to-end principle, constituting a fundamental paradigm
since the beginning of the Internet, is put into question. In this context, the concept of
Performance Enhancing Proxies provides guidelines for transmission quality improve-
ments employed at the network’s core. In combination with Software-Defined Network-
ing, new opportunities can be taken by developing relaying schemes which are completely
transparent to the end systems and are capable of optimizing transmissions according to
link specific characteristics. Such a scheme has already been proposed for TCP by the
Telecommunications Lab at Saarland University. While it directly works on the transport
layer, building a relay for UDP-based transmissions requires the employment of differ-
ent techniques, focusing on the application layer. This thesis presents the Multimedia
Relaying System, which implements Transparent Transmission Segmentation for multi-
media streaming applications based on RTP and thus significantly increases the quality
and efficiency of media transport at little latency overheads.
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Chapter 1

Introduction

These days the Internet is changing more rapidly than it ever was before. Designed in
the seventies for exchanging text-based information between academic institutions in the
United States, it has evolved into a world-wide network transmitting all kinds of data
around the globe. Induced by the continuously growing number of end devices connected
to the Internet, the annual global traffic currently rises heavily. According to Cisco’s
forecast [1], the IP traffic per month will grow from 72.5 exabytes in 2015 up to 194.4
exabytes in the year 2020. But also the content types transmitted over the Internet are
changing. In the past decades, the web [2] was the predominant application, requiring
primarily text files or images to be transmitted. However, nowadays the major traffic
share is caused by video streaming, which will account for approximately 82% of the
whole Internet traffic in 2020 (Internet Video + IP Video-on-Demand), as depicted in
Figure 1.1. Since multimedia applications have completely different demands compared
to traditional web applications, it is challenging to make these services work on top of
a network architecture that was originally designed for transmitting text-based content.
Since the current capacity on the Internet is still not used efficiently and enlarging it is
expensive, adaptivity and flexibility will be essential to cope with these trends [3].

Figure 1.1: Global IP Traffic Forecast by Cisco [1]
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The second indicator for this change emerged with the concept of virtualization.
Caused by an increasing number of online services and the rising importance of cloud
computing, a high demand for virtualizing physical machines came up. As a pioneer in
that field, VMware met this challenge and released the first virtualization [4] platform for
the x86 architecture in 1998. The ability to migrate virtual machines from one physical
machine to another without stopping operation provides significant benefits regarding
hardware utilization and reliability [5, 6]. Virtualization even allows starting additional
instances automatically when the load exceeds a certain level and thus facilitates scaling
the service capacities according to the current workload. Some of these workflows using
virtual machines can only be applied if the underlying network is flexible enough [7],
which is only rarely the case in today’s infrastructures.

In order to facilitate virtualizing the network, a further layer of abstraction was added
that finally led to the development of a new paradigm called Software-Defined Networking
(SDN). SDN separates the control plane from the data plane, so that deciding where
packets are forwarded to is decoupled from the actual nodes forwarding the packets. This
allows centralizing the control plane for a complete network in an SDN controller and
thus reduces the effort for administration and maintenance substantially. At the same
time, robustness can be ensured using redundant controllers [8] to avoid having a single
point of failure. Since the interface between control and data plane is implemented
by vendor independent protocols such as OpenFlow [9], a high level of compatibility
between different devices and controller frameworks is achieved. As a means to develop
network applications, such as traffic monitoring, load balancing and firewall systems,
these frameworks provide standardized APIs, making the network programmable.

The flexibility gained with SDN has potential for improving the transmission quality
in IP networks. The end-to-end scheme is an essential principle in the design of the
Internet, because it reduces the complexity and cost of devices in the network core. Due
to this scheme, the network hardware only provides the basic switching and routing
functionality and all higher level intelligence is left to the applications running on top
of the network. This ensures maximum compatibility and allows to employ standard-
ized hardware featuring a high performance. Today, however, in times of continuously
rising traffic rates and changing demands induced by multimedia transmissions, this
scheme prohibits an efficient utilization of the existing link capacities. The deployment
of Performance Enhancing Proxies (PEP) [10] that perform certain network functions
on intermediate network nodes allows adapting the transmission parameters according
to the characteristics of the link segments in between and thus are able to improve the
overall transmission quality. With the help of SDN, this can be done in a completely
transparent way, so that the end systems notice nothing except a potential performance
improvement. Hence, the end-to-end architecture can be bypassed without any changes
in the end systems.

In [11] a relaying scheme for Transparent Transmission Segmentation (TTS) based
on PEP is introduced, which terminates TCP connections at intermediate hops in order
to perform error and congestion control at link granularity. Since TCP is a connection-
oriented transport protocol, the implementation of this scheme mostly consists of two
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sockets terminating the sender and the receiver connection and a buffer in between.
TCP automatically adjusts its parameters such as the window size to achieve the best
performance within each link. Simultaneously, lost segments have to be retransmitted
only over that link where they were lost. As an additional buffer introduces more delay,
the number of relays on the path is limited by the overall time budget, which is split at
each relay. By deploying these relays at suitable locations, network resource utilization
can be improved and average latency reduced due to a higher locality of retransmissions.
However, identification of these locations is still an open research question.

For UDP traffic, however, no comparable approach exists due to its working principle.
The reason is that it provides unreliable best-effort delivery without flow or congestion
control. As a consequence, terminating the packet flow at intermediate hops alone does
not yield any benefits for the transmission. However, applying TTS in the context of
UDP-based multimedia transport and real-time transmissions necessitates a more sophis-
ticated approach. Due to their real-time requirements, such applications trade reliability
off for higher timeliness and implement error control according to their individual de-
mands. Since they usually have only a small time budget for error correction, reactive
schemes as implemented in TCP are not generally applicable over the Internet due to
large round trip times (RTT). Instead, they mostly prefer proactive schemes, conveying
a certain amount of redundancy information alongside the original stream in order to
recover lost packets at the receiver.

In this thesis, a completely transparent PEP-based Multimedia Relaying System is
presented, which combines proactive and reactive error control mechanisms and imple-
ments TTS to adjust the encoding parameters at the granularity of individual links or
link segments. Thus, it allows to make use of known link characteristics in order to
optimize the transmissions. Performing error control on split network paths individually
and thereby shortening local RTTs, the system enables the application of ARQ on these
links, even though an end-to-end ARQ would not be efficient due to high delays. In con-
junction with forward error coding based on link specific code rates and block lengths,
it minimizes the redundancy overhead required for effective error correction.

Chapter 2 gives an introduction to the fundamentals of multimedia transmission, in-
cluding the characteristics of different application classes and the state-of-the-art trans-
mission techniques. In Chapter 3, the essential building blocks required for the relaying
system are described. It covers topics such as error control, Performance Enhancing
Proxies and Software-Defined Networking as well as software-related foundations. As
the core of this thesis, Chapter 4 presents the Multimedia Relaying System. For this
purpose, it explains the concept that has been developed and specifies the relay archi-
tecture. Additionally, the integration of relays into existing networks with the help of
SDN is explicated. In order to prove the beneficial effects induced by this system, the
evaluation results are exhibited in Chapter 5. Finally, Chapter 6 gives a conclusion of
this thesis together with an overview on several ideas for further improvement of the
system.
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Chapter 2

Multimedia Transmission

Multimedia summarizes applications containing audio, video and data. With regard to
their demands on the transmission, they significantly differ from traditional applications
such as web and e-mail. Those applications typically convey files of a fixed size over the
network. Thus, they do not care about the transmission delay and tolerate a varying data
rate on the channel as long as the transmission is eventually free of errors. Multimedia
services, however, transmit continuous streams of data that does not have a fixed end and
thus they require a relatively stable data rate. In contrast to traditional applications,
they are loss tolerant up to a certain degree, but highly delay constraint. If packets are
lost occasionally, this leads either to short-term quality degradations, or the loss is not
even perceived by the user. However, delays exceeding a certain value can dramatically
disturb the user experience of certain applications. Besides the delay itself, also the
jitter introduces challenges for multimedia transmissions. Jitter denotes the variation
in the delay of packets and arises primarily from congestion and routing instabilities in
the network. In order to allow a continuous playback, the receiver establishes a buffer
to compensate for packets arriving later than expected. Since the application’s time
budget is limited, the size of this buffer is restricted as well.

2.1 Application Classes

In general, multimedia application classes are divided into three classes: Interactive
applications, which are also called conversational, as well as live media streaming and
stored media streaming, which are both non-interactive. Each of these classes has its
own characteristics that have to be considered when it comes to the transmission of data.

As interactive applications like Internet telephony and video conferencing are bidi-
rectional, they have the strictest timing constraints among the three classes. Their high
delay sensitivity origins from the nature of human communication. Humans are used to
a conversational latency in the order of magnitude comparable with the time it takes
voice to propagate over a distance of several meters with the speed of sound. In the
context of interactive applications, the playout delay denotes the period elapsing from
the time audio-visual content is captured at the sender up to the point when it is played

5



6 Chapter 2.1: Application Classes

out at the receiver. It is composed of several typically constant factors like the sam-
pling, encoding and decoding time as well as the network latency as a variable factor
introducing jitter. Since it is only rarely possible to accomplish a playout delay in the
range of natural human communication, the ITU-T recommendation G.114 [12] defines a
threshold of 150 milliseconds that allows “essentially transparent interactivity” [12, p. 2]
for most applications when adhering to it. Between 150 and 400 milliseconds, delays are
noticeable and might lead to talker overlap [13], as it appears on international telephone
calls over satellite links. Delays exceeding this bound, however, are highly frustrating
and prevent an interactive user experience. With regard to packet loss, interactive ap-
plications tolerate this up to a certain rate without considerably influencing the quality.
In such a case several techniques are applied to conceal lost packets, like freezing the
current view for video and replaying the previous chunks or inserting small periods of
silence for audio.

Both non-interactive classes are unidirectional, meaning that media always flows in
a single direction from one sender to one or more receivers. Typical examples are IPTV
and Internet radio for live media as well as video-on-demand (VOD) and video sharing
services for stored media. Due to the missing human interaction, the timing constraints
are less strict than for interactive applications. Basically, there are two main differ-
ences between streaming live and stored media: First, stored media usually features
trick modes, allowing the user to control the stream (play, pause, rewind, fast-forward),
whereas live media can only be consumed passively. Second, both classes differ consider-
ably in their timing requirements. Since the television signal needs a certain processing
and preparation time before it is broadcast, the actual playout delay is not that crit-
ical for live media transmissions. Even with traditional broadcast techniques, such as
satellite, cable or terrestrial, this delay varies in the range of several seconds. For stored
media the playout delay does not even exist per definition. In contrast, the join time,
denoting the interval from requesting a stream to starting the playback [14], is essential
for the user experience with regard to these application classes. During this period,
receivers are able to fill their buffer and thus prevent stalls due to jitter. Because con-
sumers of television are used to short join times, it should not exceed one second [15,
p. 310] for IPTV. However, for browser-based streaming services providing live media
larger join times are acceptable. Similar to interactive applications, occasional loss is tol-
erable, because consumers prefer timeliness over perfect quality. Stored media can even
cope with weaker timing requirements and allows join times of several seconds. Since
the stream’s content is already completely available when it is started, the buffer size
can be changed dynamically during playback, assuming adequate throughput. Hence,
a sufficiently large buffer still allows the retransmission of missing data in case of burst
packet losses. Nevertheless, aspiring to small join times is still important, because users
demand responsiveness to playback control commands.
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2.2 Transmission Techniques

Over time, several techniques have evolved in order to transmit multimedia contents
over IP-based networks. Due to the protocols they use underneath, each of them is only
applicable for certain application classes.

Streaming over HTTP

Originally used to transfer hypertext across the world wide web, HTTP [16] is now also
a widely spread technique for streaming multimedia. Technically, clients issue an HTTP
GET request to a URI pointing to a media resource on a server. This resource can either
represent the whole stream or only a part of it in case the stream it split into segments.
The server then answers with an HTTP response message and begins conveying the re-
quested resource. As soon as the client’s buffer is sufficiently filled, playback is started.
Since HTTP is designed to transmit data via TCP, flow and congestion control are active
which usually leads to a fluctuating throughput. Protecting from packet loss caused by
receive buffer overflows and ensuring fairness towards elastic traffic [17], these mecha-
nisms can cause severe problems for multimedia traffic under poor network conditions.
As a further drawback in the context of streaming, TCP performs error control only
via a retransmission scheme. Hence, for time critical applications, the additional latency
required for retransmitting lost packets is not acceptable due to their timing constraints.
So these resent packets are dropped on reception and merely waste bandwidth. Since
TCP does not allow the upper layers to influence this behavior, applications are not
capable of implementing a custom error control scheme optimized for specific use cases.
For these reasons, HTTP streaming is conceptually suboptimal for interactive and live
media. However, it is widely used by many over-the-top (OTT) [18] television services
and also included in the DVB MPEG-DASH profile [19] today. But this is only possible
with the Internet Service Providers implementing certain Quality of Service policies and
Content Delivery Networks bringing resources close to the consumer.

For streaming stored media, however, this technique provides significant practical
advantages. Due to the fact that HTTP uses TCP on the transport layer, it is forwarded
almost unfiltered in the global Internet. Additionally, nearly all firewalls permit HTTP
traffic, because it is the protocol used to access the web. Second, video platforms such as
Youtube can easily apply HTTP streaming, because the protocol is already supported
by all browsers. Reliability, flow and congestion control can even be beneficial for these
applications when the receive buffer is large enough and loss is rare. If the throughput is
sufficient, the client is able to download the stream at a higher rate than the consumption
rate of the stream. This mechanism, called prefetching, is applicable only for stored
media, because the complete stream’s content is available and not captured in real-time.
So the buffer can grow dynamically without enlarging the join time at the beginning of
the playback.
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Figure 2.1: DASH Principle [20]

Dynamic Adaptive Streaming over HTTP (DASH)

Streaming over HTTP has one essential shortcoming. Although it allows to provide
a stream in several quality levels by offering differently encoded versions as different
resources, it is not possible for a client to change this version during playback. This is
problematic, because the available throughput varies over time depending on the server
load and the network conditions on the path to each client. To solve this problem, a
technique called Dynamic Adaptive Streaming over HTTP (DASH) [21] was introduced
as an extension to HTTP streaming. It is illustrated in Figure 2.1 and works as follows:
With DASH, a resource is split into small chunks of typically several seconds. All these
chunks can be provided in several versions, each encoded with a different bit rate and
quality level. Then, each client dynamically chooses the optimal version that matches its
individual throughput constraints during playback. As soon as a client notices a change
in the data rate, it loads subsequent chunks in a different version.

Similar to common HTTP streaming, these versions are located on an HTTP server
and identified by their URI. When a client connects, it first requests the manifest file,
containing the URIs corresponding to the different versions. To minimize join time, it
usually picks a lower quality version first. By measuring connection parameters during
playback, clients can raise the quality to their individual maximum. Besides the network
conditions, also the device capabilities such as the display resolution and the computing
power available for decoding the stream are used to determine this maximum in order
to avoid unnecessary traffic. Thus, this mechanism significantly improves the user expe-
rience by supplying a continuous playback at the highest possible quality. Additionally,
small chunk sizes allow a more efficient usage of trick modes, because the client is able
to define exactly which chunks it needs to download.



Chapter 2.3: Real-Time Transport Protocol 9

Since DASH only extends HTTP streaming and still uses the same protocols, it
cannot eliminate the lack of timeliness and stalls due to TCP’s full reliability. Although
it still suffers from a limited applicability, it is the state-of-the-art transmission technique
for stored media and over-the-top TV.

Streaming over RTP

While it is applicable to each of the three multimedia application classes, RTP streaming
is particularly suitable for time critical applications and live media. First, RTP is not
associated with a fixed transport protocol. Instead, it can be used either with TCP
or UDP. Choosing UDP for transport circumvents flow and congestion control, which
are obstructive for real-time transmissions. Furthermore the network is not polluted
with retransmitted packets, which may not arrive on time anyway. In contrast, applica-
tions implement error control themselves, depending on their individual requirements.
Another advantage, also arising from UDP, is the ability to make use of multicasts to
transmit content to a set of receivers at once. In comparison to unicasts, this scheme can
save a substantial amount of bandwidth on network segments shared by multiple users.
Lastly, RTP is also compatible with mechanisms for adaptively changing the encoding
depending on the current network state, similar to DASH.

The global Internet does not forward UDP traffic unconditionally, due to the lacking
fairness. Besides that, setting up network address translation (NAT) on the firewalls
included in home routers is a lot more complicated for UDP than for TCP traffic, since
it is not connection-oriented. In fact, techniques like UPnP allow clients to install port
forwardings remotely on the router’s firewalls. However, activating this functionality
in the router can induce security issues, because it can be exploited by malicious soft-
ware to get access to the local network from outside. For these reasons, UDP traffic
is often blocked by firewalls. Thus, RTP is majorly used in closed environments such
as the autonomous systems of Internet Service Providers these days. In these networks,
though, it is the predominant transmission technique for IPTV following the DVB-IPTV
standard [22] and Internet telephony.

2.3 Real-Time Transport Protocol

The Real-time Transport Protocol (RTP) [23] is designed to transport real-time data in
packet-switched networks. This data can incorporate audio, video, audiovisual as well
as textual contents. The development of RTP started when the first applications came
up that used pure UDP for streaming data. Since their application protocols contained
common fields such as sequence number and timestamp, RTP was introduced in 1992 to
unify all these fields in an additional packet header. At the same time the new protocol
had to be flexible enough to allow application layer specific extensions. With Voice over
IP (VoIP) [24] and video conferencing, RTP has become the most common protocol for
interactive real-time communication on the Internet today.
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RTP Design

RTP is defined by the IETF standard RFC 3550 [23]. Although it is able to run on top
of different transport layer protocols, it is usually combined with UDP due to real-time
requirements of the applications above. In this case, RTP cannot expect any guarantees
for successful delivery or the correct ordering of arriving packets. However, it provides
mechanisms to detect impairments such as packet loss, variable transport delay, out of
sequence packet arrival and asymmetric routing [25].

In addition to RTP itself, the standard defines the RTP Control Protocol (RTCP)
that is used to periodically exchange feedback information about the current RTP ses-
sion. Usually each RTP session runs on an even port number, the related RTCP messages
are sent out-of-band over the next higher odd one.

RTP Profiles

RTP embodies Application Level Framing (ALF) [23, 26]. This concept describes an
enhanced way of designing protocols for multimedia applications. It states that appli-
cations have individual demands that cannot be satisfied by one single communication
scheme. For this reason, these protocols should only provide a framework, but leave the
details to the specific applications.

Thus, RTP defines profiles for different application classes. These profiles determine
how to interpret the RTP header fields and specify potential extensions. Furthermore,
they define payload formats and their mapping to payload type codes that occur in
the header. Additionally, profile specific modifications in the protocol behavior can be
declared. With this technique, RTP is able to support a wide range of applications and
allows the development of new ones without modifying the protocol itself.

The default profile for RTP is the “RTP Profile for Audio and Video Conferences
with Minimal Control” (RTP/AVP), which is defined in RFC 3551 [27]. It provides a
set of static audio and video payload formats that are predefined as well as a couple
of dynamic formats. Mappings between dynamic encodings and their corresponding
payload type code have to be established by the application itself. This can be done
with the help of the Session Description Protocol (SDP) [28] or some other signaling
mechanisms. Besides RTP/AVP, additional profiles exist that allow augmenting RTP
with features such as encryption (SRTP [29]), a retransmission scheme (RTP/AVPF [30])
and forward error coding (FEC [31]).

RTP Header Format

Although its task is the transport of real-time data, RTP technically belongs to the
application layer. In contrast to application layer protocols such as HTTP, it does not
use a textual encoding, but instead a binary encoded header like UDP and IP. In the
default setting, the RTP header comprises 12 bytes. The structure is illustrated in
Figure 2.2 and contains multiple fields.



Chapter 2.3: Real-Time Transport Protocol 11

0 1 2 3

0
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1

6 7 8 9 0 1 2 3 4 5

2

6 7 8 9 0 1
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V P X CC M PT Sequence Number

Timestamp

Synchronization Source (SSRC) Identifier

Contributing Source (CSRC) Identifiers
...

Figure 2.2: RTP Header Format

Version (V): 2 bits
Identifies the version number of RTP. Set to 2 for the current version.

Padding (P): 1 bit
If this bit is set, padding bytes are added to the end of the packet. Padding may
be needed if encryption is used.

Extension (X): 1 bit
Indicates if the header is followed by a header extension. This enlarges the header
to a size of 14 bytes.

CSRC Count (CC): 4 bits
Contains the number of contributing source identifiers (CSRC) that are attached
to the header.

Marker (M): 1 bit
The interpretation of the marker bit depends on the profile. Usually it indicates
important events.

Payload Type (PT): 7 bits
Defines the encoding used for this packet. This can either be statically or dynam-
ically determined by the profile. If a receiver does not understand a payload type,
it has to ignore these packets. Changing the payload type in order to switch to
another encoding is allowed during a session, but this mechanism should not be
used to multiplex different streams in the same session.

Sequence Number: 16 bits
This number is incremented by one for each RTP data packet in one stream. It can
be used by receivers to detect out of sequence packets and restore their order as
well as for measuring packet loss. However, when using the standard audio video
profile, RTP does not conduct any error control on its own. It rather leaves this
up to the codec and the application.
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Timestamp: 32 bits
Represents the time when the packet was sampled relative to an initial value. It
allows removing the effects of jitter and helps performing the playback on time.

SSRC: 32 bits
The synchronization source identifier represents the sender of the packet. When a
session starts, these identifiers are chosen randomly for each stream in the session.
In case of a collision they are chosen again.

CSRC list: 0 to 15 entries, each 32 bits long
In case a mixer was used to combine several streams into one, this list contains the
identifiers of up to 15 contributing sources. If there are more, these are ignored.

2.4 RTP Control Protocol

The RTP Control Protocol (RTCP), which is also defined in RFC 3550 [23], offers par-
ticipants of an RTP session to exchange quality and identity information via a control
stream. Each control stream is related to one particular data stream. Similar to RTP,
RTCP usually employs UDP for transport and supports message distribution with mul-
ticasts. Thereby, RTP provides three main functions [32, p. 456].

First, sender and receiver reports supply quality feedback concerning the data
distribution process. This feedback comprises information about the number of sent
and received packets, lost packets as well as the packet jitter. Thus, congestion on
the network can be detected. Senders can react to these situations by adapting the
compression rate of the codec and the quality of the stream. Furthermore, this feedback
facilitates the diagnostics of other network problems.

Second, source description reports allow the identification of senders. For that
reason, they contain a canonical name (CNAME), which is assigned to each sender.
This is important, because the SSRC field in the RTP header may change over time.
Additionally, one sender can transmit different streams at the same time, for example one
audio stream and one video stream or even several video streams for different cameras.
With the help of the CNAME field, receivers are able to associate each stream with
its actual sender. Another problem is the synchronization of related media streams.
Since these may have different clock rates, their RTP timestamps are not sufficient to
play them back synchronously. In order to solve this problem, sender reports carry
timing information that correlates the actual time of day with the clock-rate dependent
timestamps of the RTP packets.

Last, source description reports also facilitate session participants to convey user
identity information to each other, which can be displayed in user interfaces or em-
ployed by the application in any other way.

In order to implement this functionality, the standard defines different RTCP packet
types.

Sender reports (SR) are conveyed by each active sender. They contain a header of 8
bytes and a sender information section with statistics for the time period since the
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last SR was sent. This section is followed by zero or more reception report blocks,
including statistics for each synchronization source this sender has received data
packets from.

Receiver reports (RR) are used by participants that do not actively send, but only
receive data. Their format is identical to sender reports except that they do not
carry a sender information section. Instead they only consist of a header and
reception report blocks.

Source Descriptions (SDES) start with a 4-byte header and comprise zero ore more
user identification items such as CNAME, NAME, EMAIL and PHONE.

Bye (BYE) packets announce that a participant is no longer active.

Application-specific (APP) This report type is reserved for application-specific pur-
poses.

Several RTCP packets are combined to a compound RTCP packet and sent in a single
lower layer protocol packet. These compound packets follow a particular structure: The
first component of a compound packet must always be a report packet, either a sender
report or a receiver report. Next, an SDES packet containing a CNAME item has to
follow. Optionally, this packet can contain further source description items. After that,
APP packets may be attached in an arbitrary order. If leaving the session is intended,
the BYE packet has to be appended last. So each compound packet consists of at least
two RTCP packets, a report packet and a SDES packet with a CNAME item.

In larger RTP sessions it is likely that control messages consume a significant amount
of throughput. Since RTCP traffic does not contain application relevant data, it always
implies overhead. For that reason RTCP involves mechanisms to scale down the report-
ing frequency when the number of participants increases. So the overall throughput used
for control traffic remains at a fixed level of typically 5% [23]. Furthermore 25% of the
overall RTCP throughput should be reserved for sending participants. The reason is that
newly joining participants require the CNAME items of the sending session members to
identify them.

With the help of the control protocol, RTP provides the basic functionality for ap-
plications to adapt to varying network conditions. Thus, it features a flexible framework
for the transport of multimedia and other time critical data.
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Chapter 3

Prerequisites

The Multimedia Relaying System presented in this thesis is based on several components,
which are introduced in this chapter. After giving an outline over the foundations
of error control and Performance Enhancing Proxies, the concept of Software-Defined
Networking is described. In the last part of this chapter the GStreamer framework is
covered, serving as an important building block for the relay implementation.

3.1 Error Control

Data transmissions over physical links are never free of errors. Additionally, due to
capacity limitations, most packet-switched networks such as the Internet provide only
best-effort delivery of data, but do not offer any guarantees. Hence, applications com-
municating over such networks have to deal with certain types of errors.

In general these errors are classified into two groups: As illustrated in Figure 3.1,
bit errors denote flipped bits in bitstreams from sender to receiver. They primarily arise
on the physical layer during packet transmission at network interfaces, propagation in
cables or buffering in memory. As a second type of error, packet erasure describes the
situation when packets are dropped on their way from sender to receiver. These erasures
can be caused by overrunning buffering queues at some network nodes due to congestion.
It is also possible that packets are forwarded incorrectly, because of recent changes in
the network state that have not yet propagated to all nodes. As a further reason, bit
errors detected by lower layer protocols also induce dropping a packet to ensure integrity
for data delivered to higher layers. For this reason, on the link layer a cyclic redundancy
check (CRC [33]) is performed on each received frame. TCP and UDP, as the most
popular transport protocols, analyze incoming packets with the help of checksums and
thereby decrease the probability of receiving corrupt data further.

Hence, from the perspective of the transport layer, the Internet can be seen as an
erasure channel. As such a channel does not induce bit errors, transmitted packets
may only be erased completely in case of an error. However, the occurrence of packet
erasure on the application layer depends on the underlying transport protocol. Since
TCP provides reliable data transfer, applications using this protocol will not notice lost
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Figure 3.1: Bit Error vs. Packet Erasure

packets. But this reliability comes at the expense of an increased, theoretically infinite,
transmission time. In contrast, UDP provides only best effort data transmission and
leaves the treatment of lost packets up to the application.

In the context of real-time applications a further source of transmission failure ex-
ists. These applications rely on a continuous incoming data stream, meaning that each
packet has to arrive at the receiver before it is processed. For multimedia applications,
this deadline denotes the latest point still allowing a timely playback. Packets arriving
after this deadline are no longer relevant and dropped.

Error Mitigation Approaches

When transmission errors occur, different approaches exist in order to handle them.
Generally, these are related to two main concepts, ARQ and FEC, which are compared
in Figure 3.2. The remainder of this chapter describes their working principle and in-
troduces an approach combining both concepts.

Automatic Repeat Request (ARQ)

Automatic Repeat reQuest (ARQ) [32, p. 103] is a reactive error recovery mechanism
based on retransmissions. Hence, error correction is only performed after the actual
occurrence of an error. In order to determine which data has to be conveyed again,
some form of receiver feedback is required. This feedback can either consist of positive
or negative acknowledgements (ACK, NACK) that are replied to the sender, following
protocol specific rules. Since the network end-points are not able to recognize when
packets are dropped midway, neither by the network itself nor by lower layers of the net-
work stack, timers are used to control the protocol behavior in such cases. A prevalent
example for ARQ can be found on the transport layer, where it is applied by TCP to
provide reliable data transmission over an unreliable path. As an advantage, ARQ is
economic concerning resource usage, because it only introduces additional redundancy
when required. On the other hand, preemptive timer expiries cause unnecessary load,
making ARQ uneconomic in this case. Additionally, each retransmission of an erro-
neously transmitted packet takes at least one round-trip-time and thus can induce a
significant delay. Hence, when latency is an important parameter, ARQ is not always
applicable.
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Forward Error Coding (FEC)

As a contrary concept to ARQ, Forward Error Coding (FEC) [34] works proactively. The
basic idea is to transmit a certain level of redundancy together with the original data
stream. With this additional information, the receiver is able to recover lost packets
up to a certain degree. As a result, waiting times for retransmissions can be saved,
from which time critical applications benefit. However, this technique also comes with
disadvantages. Since the redundancy information is transmitted in advance all the time,
throughput is wasted as long as no errors occur. In the contrary case, if errors exceed a
certain severity, FEC is not able to recover them any more.

Technically, FEC applies an erasure code [35, p. 67] on the data stream. For this
purpose, the sender groups k packets to a block and generates n encoded packets out of
it. These packets are transmitted to the receiver over a potentially erroneous channel
and decoded there. The code that is used influences the maximum number of packets
which can be lost while maintaining recoverability. With an optimal erasure code [35, p.
69] a block can be decoded as long as at least k out of the n sent packets arrive at the
receiver. Adapting relevant parameters such as code rate (k/n) and block size allows
to reduce the redundancy overhead to a minimum. Since all packets of a block have to
be captured before they can be encoded, further limitations exist with regard to these
parameters due to timing constraints. Though, systematic codes encode packets in a
way that the original packets remain untouched and thus compensate for this timing
issue in case the redundancy is not needed. Because this approach effectively recovers
lost information at the receiver, it can be used for a wide range of applications.

Adaptive Hybrid Error Correction (AHEC)

In order to take advantage of the benefits of both concepts, Adaptive Hybrid Error
Correction (AHEC) [36] combines reactive and proactive error correction techniques.
For this purpose it gets the channel state information (CSI) and the application specific
constraints as input parameters. Since the CSI varies over time, it permanently solves an
optimization problem to tune transmission parameters. The Predictably Reliable Real-
time Transport (PRRT) [37] framework, which was developed at the Telecommunications
Lab at Saarland University, uses this AHEC scheme to provide predictably reliable data
transport under configurable application parameters.
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Error Control with RTP

As RTP is designed to run over UDP in order to meet strict timing constraints, it builds
on an unreliable best-effort transport layer service. It follows the concept of applica-
tion specific error control, letting applications decide how to deal with packet erasure.
The default configuration (RTP/AVP) does not involve any error correction mechanism.
However, special profiles and payload formats are defined, that allow extending RTP
with this functionality.

Since RTP/AVP requests RTCP to follow strict throughput constraints, applications
are not able to deliver timely feedback, which is required to implement a retransmis-
sion scheme. Instead, the control stream is only intended to provide this information
at intervals of at least five seconds in order to adapt certain transmission parameters in
the long term. To solve this problem, RFC 4585 [30] defines the “Extended RTP Pro-
file for Real-time Transport Control Protocol (RTCP)-Based Feedback” (RTP/AVPF).
Introducing so called early RTCP packets, this profile allows more immediate feedback
and thus facilitates short-term transmission adaption and a feedback-based error recov-
ery scheme, following the ARQ concept. A payload format definition for retransmitted
packets is given in RFC 4588 [38].

In addition to ARQ, the “RTP Payload Format for Generic Forward Error Cor-
rection”, specified in RFC 5109 [31], augments RTP with FEC support. It allows for
transmitting the FEC packets, carrying the redundant information, either over a sepa-
rate stream or as a redundant encoding in the same stream. In both cases, the payload
type for these packets has to be signaled out-of-band. This payload format also features
backward compatibility with receivers that do not support this feature.

As an alternative FEC approach, the Forward Error Correction (FEC) Framework
introduced in RFC 6363 [34] provides a basic principle to apply forward error coding to
arbitrary packet flows. Thus, it allows to protect RTP packets as well as any other kind
of application data from packet erasure during the transmission over an IP network.
In contrast to the approach followed by RFC 5109, the FEC Framework works as a
further layer between RTP and the transport layer and thereby can be implemented
transparent to the RTP implementation. Due to limited support for these schemes in
existing software and libraries, this thesis concentrates on the “Simple Reed-Solomon
FEC Scheme for FECFRAME” defined in RFC 6865 [39], which is based on Reed-
Solomon codes over the Galois Field GF (2m) with 2 ≤ m ≤ 16. Since these codes are
optimal systematic erasure codes, they are well suited to be used in the context of media
streaming.

3.2 Performance Enhancing Proxies

Since the early beginning of the Internet, the end-to-end scheme constitutes the predom-
inant protocol design principle until today. It states that the intelligence in a network
is located at its end points, which perform as much as possible of the computational
work. This allows network components in between, such as routers and switches, to
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Figure 3.3: PEP Types

be as simple and thus as cheap as possible and at the same time facilitates a high for-
warding performance. Furthermore, Saltzer et al. [40] established this scheme already
in 1984 as a general design principle for distributed systems, claiming that functions
should be implemented on the end-to-end level and lower level mechanisms only serve
for performance improvements. As an effect of this scheme, protocol layers above the
link layer see the different physical links as one virtual link. But since these links have
different characteristics, a major drawback of the end-to-end principle arises. Link-local
parameters such as latency, error rate and throughput cannot be taken into account
individually.

To face this problem, RFC 3135 [10] proposes “Performance Enhancing Proxies In-
tended to Mitigate Link-Related Degradations”. It describes different types of PEPs that
can be established to overcome certain link-related problems in different environments.
These types are distinguished with regard to the following aspects:

Layer
In general, PEPs can be implemented to run on each protocol layer. However, the
application and transport layer are the most promising candidates for applying
this technique. Transport layer PEPs are universally deployable to a wide range of
applications, whereas PEPs based on the application layer profit from additional
information supplied by the respective service. For instance, when the data rate
of an RTP PEP’s outgoing link drops, it could block FEC packets, which are
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recognizable by the payload type field in the RTP header, in order to reduce
congestion.

Distribution
A significant property of PEPs, especially in the context of this thesis, is their
distribution, describing their interaction between each other. As depicted in Fig-
ure 3.3a, PEPs can be integrated, meaning that they run in stand-alone manner
independently of other PEPs and network nodes. Although they can also be de-
ployed in combination with other integrated PEPs within the same network, each
of them provides its performance enhancement functionality to hosts sending data
over their path at one point. As opposed to the integrated type, distributed PEPs
are employed on multiple nodes and provide their functionality in a collaborative
way, as shown in Figure 3.3b. This allows implementing techniques that are not
transparent for the end points and thus are only applicable on a subset of the
network path.

Symmetry
Symmetric PEP implementations show the same behavior in both directions. In
contrast, asymmetric implementations handle traffic depending on its direction.
In this context, the direction can be either related to the link itself or the role
within the protocol. As an example, asymmetric PEPs could be used in order to
summarize TCP acknowledgements at asymmetric digital subscriber lines, where
the upstream provides considerably smaller throughput than the downstream.

Split Connections
Split connection PEP implementations, as illustrated in Figure 3.3c, terminate
a connection originating from a network node and establish a new one to the
target node. This mode divides a network path into smaller domains, which allow
loss recovery and transport parameter tuning at a finer granularity. Additionally,
distributed split PEPs can be used in order to run a special transport protocol,
optimized for link specific characteristics, on a separately established connection.
As Figure 3.3d visualizes, non-split connection implementations only observe the
traffic and intervene by filtering and injecting certain packets.

Transparency
The transparency level determines the layers which PEPs are invisible for. This
has a direct influence on the configuration effort required to apply them. Totally
transparent PEPs are not even noticed by the end points.

3.3 Software-Defined Networking

Software-Defined Networking (SDN) [41, p. 5] denotes a revolutionary networking
paradigm gaining increasing importance for Internet Service Providers and data cen-
ter operators. In order to virtualize the network infrastructure, SDN logically separates
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Figure 3.4: SDN Architecture [43]

the control and data plane, which is also called forwarding plane. Thus, nodes on the
network forward, manipulate and drop packets, but leave the decisions up to a software-
based, logically centralized controller. Although this controller incorporates the whole
network intelligence at a single logical point, robustness can be increased by running
several physical instances redundantly. Additionally, a layer of abstraction above the
control layer is introduced making the network control programmable via standardized
APIs, for example REST [42]. The SDN architecture resulting from these layers is de-
picted in Figure 3.4. Hence, this concept facilitates building highly flexible and scalable
networks and increases administration efficiency this way.

Fundamentals

With SDN, the communication between control and data plane is implemented by stan-
dardized interfaces. The most prominent representative is OpenFlow [9], an open proto-
col specification, which initiated the move towards SDN. Within a short time, proprietary
solutions like Cisco’s Open Network Environment (ONE)1 were released. Since Open-
Flow is an open specification and widely distributed, we focus on it for our research in
the Open Networking Project2 at Saarland University.

In contrast to conventional routing and switching hardware, OpenFlow is able to han-
dle traffic at the granularity of individual packet flows. For this purpose, each switching
device maintains one or more cascaded flow tables forming a pipeline for processing
incoming packets [44]. These tables identify each packet on the basis of match fields
and assign them to their according flow. The match component of a flow entry consists
of an arbitrary number of different match fields. These can comprise for instance the

1http://www.cisco.com/web/solutions/trends/open_network_environment
2https://www.on.uni-saarland.de

http://www.cisco.com/web/solutions/trends/open_network_environment
https://www.on.uni-saarland.de
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ingress port, metadata from previous tables and numerous header fields from the dif-
ferent protocol layers. Besides match fields, flow entries mainly consist of instructions,
timeouts and a priority, determining which entry is applied when several are matching.
These instructions define the effects that are induced by a flow entry when it matches
a packet. They can either directly influence the forwarding behavior by performing so
called actions on the packet, direct the packet through the pipeline or update metadata.
It is also possible to accumulate actions among several tables in an action set, which is
applied when the packet exits the pipeline. The most common actions are Output, used
to forward a packet to a certain port, Set-Field, allowing header field modifications, and
Drop, to discard packets.

The flow tables mentioned above can be filled and modified by the controller either
proactively, reactively or combining both. Proactive table management denotes con-
figuring the tables in advance, so that the switch is able to forward incoming traffic
directly. In contrast, following the reactive approach, switches typically start operating
with nearly empty flow tables, except the so called Table-Miss Entry, and request the
controller for each incoming packet flow how to process it. For this purpose a Packet-In
Message is sent triggering the corresponding event handler in the controller. Having
gained all necessary information to route this flow, the controller usually replies with a
Modify Flow Entry Message followed by a Packet-Out Message. Thereupon, the switch
applies the changes on the flow tables and forwards the packets accordingly. Afterwards,
packets belonging to this flow are handled without consulting the controller until a cer-
tain timeout is expired. Due to its configuration, the controller can also answer with
other messages giving the switch different instructions.

In the context of this thesis, SDN enables the ad-hoc integration of PEP-based
multimedia relays in the network. After inserting such relays, the network requires
reconfiguration in order to redirect traffic through them, as described in Section 4.3.
Due to the centralization of the control plane, this can be done by the controller in
an automated way. This allows to develop a transparent and flexible relaying scheme
without additional demands on the forwarding devices, for instance regarding routing
software.

Ryu

Ryu3 is an open-source SDN controller implemented in Python. It provides support for
the OpenFlow protocol up to version 1.5. Additionally, it is able to configure network
devices via Netconf4 and OF-Config [45]. Ryu already comes with several applications,
featuring basic network functionality, such as a learning switch and monitoring tools.
Due to its modular design, built-in as well as custom applications can be flexibly com-
bined. Together with a RESTful API and a packet composition and parsing library, Ryu
facilitates the development of SDN applications.

3https://osrg.github.io/ryu
4http://www.netconfcentral.org

https://osrg.github.io/ryu
http://www.netconfcentral.org
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3.4 GStreamer

GStreamer5 is an extensive framework for processing multimedia contents in a pipeline-
based architecture. Licensed under the GNU LGPL, it is part of backends of numerous
open-source media players today. In order to assemble such a pipeline, GStreamer
provides a variety of elements that can be connected via so called Pads. Each of these
elements performs a single task such as playback, recording, transcoding, streaming and
editing. In order to interact with adjacent elements, they can have a variable number
of sink and source pads for consuming and producing data. The kind of data a pad is
able to process is defined by capabilities. Whenever the capabilities of one element’s
source pad match the capabilities of another one’s sink pad, they can be linked together.
This concept facilitates combining elements according to individual demands in order to
obtain the desired functionality. Hence, the flexibility that is achieved by this modular
design allows employing GStreamer for a wide range of applications.

The GStreamer framework is written in C and makes extensive use of the GLib.
Besides the native C API, language bindings for a couple of other programming languages
such as C++, Python and Java are provided. In addition to the GStreamer programming
library, the framework includes a tool called gst-launch that can be used to construct
and launch pipelines from the command line.

RTP in GStreamer

With regard to media streaming, GStreamer offers built-in support for RTP as well
as RTCP. The core functionality is served by the RTP Bin element, which bundles
the session manager, jitter buffer and demultiplexer elements. In addition to sending
and receiving RTP packets, its tasks comprise generating and analyzing RTCP packets,
buffering, and demultiplexing the packets according to their SSRC and payload type.
Several properties facilitate tuning the streaming parameters in order to achieve the best
possible performance under different conditions. In the context of this thesis, especially
the do-retransmission property is highly important. It allows applying the early
feedback profile (AVPF [30]) and thus enables retransmissions for instance according to
RFC 4588 [38].

Forward error coding techniques are not supplied by the official GStreamer plug-
ins, but with gstfecframe an inofficial plugin is published under LGPL on GitHub6. It
implements FECFRAME-compatible forward error coding using simple Reed-Solomon
Codes with a systematic encoding as described in RFC 6865 [39] and works on bytes as
input symbols. For this purpose it comes with an encoder and a decoder element that can
be used in order to protect arbitrary application data units (ADU) from packet erasure
during transmission over an erroneous channel. Hence, this approach is universally
applicable and can be combined with bare UDP as well as RTP streaming.

5https://gstreamer.freedesktop.org
6https://github.com/dv1/gstfecframe

https://gstreamer.freedesktop.org
https://github.com/dv1/gstfecframe
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The gstfecframe Plugin

In its original version, the gstfecframe plugin is implemented as described in the fol-
lowing: Both encoder and decoder element get the number of source (information) and
repair (redundancy) symbols as properties when the pipeline is built.

When the pipeline is started and data units attain the encoder’s sink pad, they are
stored in a table, containing the ADUs of the current source block, and are instan-
taneously pushed on the source symbol source pad. Since the receiver needs further
information for decoding, the encoding scheme requires attaching the FEC Payload ID
to all ADUs that are pushed. As visualized in Figure 3.5, this additional piece of infor-
mation comprises six bytes containing the source block number, the encoding symbol ID
and the source block length (equals the number of information symbols k) and turns an
ADU into a source symbol. As soon as the ADU table is full, meaning that it contains
k elements, the repair symbols for the current block are generated. After inserting their
FEC Payload IDs they are pushed consecutively on the encoder’s repair symbol source
pad. Then, the ADU table is cleared and the next block is processed.

When a source or a repair symbol arrives at the decoder element’s sink pad, its FEC
Payload ID is extracted and removed in the first step. Since all incoming symbols are
stored in block structures that are maintained in a block table, the source block number
of the current symbol is used to check if the corresponding block already exists or if it
has to be created. If the current symbol is a source symbol, it is immediately pushed on
the source pad after being stored in the block it belongs to. Whenever a block contains
k symbols, regardless whether these are source or repair symbols, it is decoded and thus
the original ADUs are recovered. Then, this block is destroyed and all ADUs that have
been recovered are pushed downstream.

Modifications on gstfecframe

Since the existing gstfecframe implementation lacks certain features that are essential
for our approach, we had to add further functionality. An important requirement on
the relaying system developed in this thesis is the ability for dynamically changing the
coding parameters used by the FEC machanism in order to adapt to varying channel
characteristics. But this is not possible with the original version of the gstfecframe
plugin. As described above, it simply uses values for the number of source and repair
symbols that are predefined during pipeline creation. In order to allow changing these
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parameters during runtime, several modifications have been implemented. As the block
length may only be changed after the current block is finished and before the next
source symbol is pushed, two additional variables are introduced in the encoder keeping
the prior source and repair symbol numbers. This is highly important, because all
ADUs belonging to the same block must have the same source block length in their FEC
Payload ID. Furthermore these numbers are necessary for deallocating certain tables used
to manage the source and repair symbols before and after encoding. On the decoder
side, the encoding parameters are also given by predefined properties. This approach
significantly increases complexity in combination with dynamic encoding parameters,
because it necessitates communicating the first source block number that is effected
by a change of the parameters from the encoder to the decoder. However, since the
source block length is contained in the FEC Payload ID, this is not required. Hence, the
modifications also comprise assigning an individual length to each block when its first
symbol arrives. Due to the fact that the number of repair symbols is only needed for
determining the size of an internal table used for the actual decoding procedure, it is not
essential for the decoder. Instead, table allocation can be done based on the maximum
number of encoding symbols, which is fixed to 255 in the gstfecframe plugin.

A second improvement opportunity arises from the deletion of already completed
blocks in the decoder. As soon as a block structure is destroyed, it cannot be checked
if it is already completed any more. If symbols are still in transit that belong to such a
block at this point in time, they are treated as new symbols. This means being stored in
a newly created block and source symbols are even pushed for a second time, producing
unnecessary load for the subsequent elements. In order to face this problem, the numbers
of recently deleted blocks are stored in a ring buffer. Since these late symbols usually
arrive within a small temporal window, a moderate buffer capacity of about ten numbers
is sufficient to eliminate duplicate ADUs. Thus, the runtime overhead introduced by the
lookup is negligible.

A third modification is not done due to a lack of functionality or a problem in gst-
fecframe itself, but rather in order to prevent undesired behavior when interacting with
adjacent pipeline elements. In the pipeline that is part of the relay implementation (see
Section 4.2) the FEC encoder is located behind the RTP Bin, conducting the retrans-
missions. In case that both FEC and retransmissions are active, retransmitted packets
would also be encoded. Since the jitter buffer subcomponent of the RTP Bin receiving
these packets is not aware that the pipeline contains an additional decoding step, it does
not consider this additional delay in its time budget calculations. As a result, recovering
lost retransmissions is not constructive due to their late arrival at the receiving RTP
Bin. For this reason, the encoder uses a ring buffer containing the recently processed
RTP sequence numbers. If a duplicate one arrives at the encoder’s sink pad, it is not
stored in the ADU table for encoding, but directly pushed after appending the FEC
Payload ID. As the decoder must be able to recognize these packets, they are marked
with a source block length of zero in their FEC Payload ID, which is out of the range
of the source block length value. It can simply filter these packets out and push them
downstream without decoding.



26 Chapter 3.4: GStreamer



Chapter 4

Multimedia Relaying System

This chapter explains the core components of the relaying system and how they interact
with each other in detail. To this end, it introduces general concepts for relaying and
provides an insight into the architecture of the relay component. In order to make the
system transparent to the end systems, the relays are integrated in the network with the
help of SDN. Hence, the steps required for this process are explicated precisely.

4.1 Relaying Concept

Multimedia transmissions over wide area networks provide different opportunities for
improvement. These can either be applied separately or along with each other in a
PEP-based relaying scheme in order to overcome the limitations of best-effort delivery
in the context of media transport.

Relaying with Error Correction

In combination with the early feedback profile [30], RTP supports ARQ by retrans-
mitting lost packets. Following the end-to-end principle, described in Section 3.2, each
retransmission introduces a delay of at least one full round-trip-time, although only a
single link might be responsible for the loss. For real-time applications this is often
not tolerable due to their strict timing constraints. A first approach is illustrated in
Figure 4.1a, comprising a relay that is employed as an integrated PEP between two
end points in order to reduce the retransmission delay by splitting the network path
and thus shrinking the retransmission domain. For the sender-sided network segment of
the relay, feedback conveyed to the source and packets retransmitted to the relay arrive
earlier, because of the reduced network path length. Buffering packets at the relay also
allows the receiver-sided segment to profit from this approach in the same way, when
packets are lost in this part of the network. By positioning several such relays at suit-
able locations, this scheme is able to reduce the time consumption of ARQ-based error
control. Especially for networks containing a few links with high loss and low latency,
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Figure 4.1: Relaying Approaches

such as wireless links, deploying such relays can significantly improve error correction
performance with relatively low overhead.

As opposed to the first approach, the second one focuses on FEC. The Forward Error
Correction Framework, specified in RFC 6363 [34], describes how to protect arbitrary
data streams against packet loss with the help of forward error coding. Hence, this
framework is also suitable in the context of multimedia transmissions based on RTP.
Since applications see the whole network path as one virtual link, they are only able
to optimize their coding parameters like code rate and block length with regard to
an aggregated link characteristic. As a result, on less lossy links the overestimation
of loss leads to a waste of throughput, whereas on more lossy links the redundancy
added by FEC is not sufficient to compensate packet erasure completely, due to an
underestimation. In order to mitigate these effects, relays can be deployed as integrated
PEPs on certain nodes of the transmission path. As Figure 4.1b depicts, they decode the
incoming stream and re-encode it with FEC parameters optimized for the subsequent
link segment. This could even be done dynamically in consideration of varying channel
characteristics if the relay gets up-to-date information regarding loss rate and latency
of the different links. As a side effect, on each link segment the full redundancy is
restored again by the relay in case that parts were lost on the previous segment. Thus,
this approach allows to improve the overall transmission quality and at the same time
reduces the overhead induced by FEC.
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Figure 4.2: Relaying Scheme with Distributed Relay Pair

Implementing both approaches described above also involves certain challenges. In
the scope of open source software it is challenging to find applications that actually
implement ARQ or FEC. The widespread media player VLC media player1 as well as
many popular SIP clients do not support these error control mechanisms. Under special
network conditions the popular browser embedded multimedia framework WebRTC 2

applies both techniques. However, it is not straightforward to reproduce these conditions
and trigger this behavior.

Besides the lack of error control support, another practical challenge is the extraction
of the signaling information relevant for relaying, such as port numbers and dynamic
payload type assignments, in order to identify the stream parameters. This informa-
tion is typically exchanged between the end points at the beginning of and potentially
during a multimedia session. Although its representation usually follows the Session
Description Protocol (SDP) [28], the transfer mechanism is not specified in general, so
that applications are free in their implementation of the signaling process. Some appli-
cations do not even use a signaling procedure at all, but employ hard-coded streaming
parameters or get them directly from the user, instead. Furthermore, encryption pre-
vents obtaining this information from the network completely. In these cases, achieving
full transparency is heavily dependent on the individual application and the service it
provides.

Application Independent Relaying

Due to the missing error control support, the applicability of purely integrated relaying
schemes is restricted. In order to overcome this problem, the two approaches based on
ARQ and FEC, that are mentioned above, are extended into a distributed scheme. This
implies installing one relay instance at a network node close to each end point. This pair
of relays is responsible for adding FEC packets to the original stream and decoding them
at the receiver. Additionally, they supply ARQ support by performing a retransmission
scheme according to RFC 4585 [30] and RFC 4588 [38]. Within the intermediate part of
the network, integrated relays are deployed as described at the beginning of this section

1http://www.videolan.org/vlc
2https://webrtc.org

http://www.videolan.org/vlc
https://webrtc.org
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in order to enhance the transmission performance at the granularity of arbitrary small
link segments. Combining ARQ with FEC and choosing the corresponding parameters
depending on the specific link characteristics highly increases transmission quality and
at the same time minimizes redundancy overhead. An example for the resulting network
structure is shown in Figure 4.2. This approach benefits from error control mechanisms
without implementing this functionality in the applications themselves, making it com-
pletely application independent.

4.2 Relay Architecture

Considering the topology, each relay node consists of the SDN node and the relay com-
ponent. Physically, the relay instance is run as a daemon either on a separate machine
located close to the SDN node or on the same device connected via a virtual interface.
Its major component is the stream controller including the command parser, listening
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on a dedicated UDP port, which is provided as an argument at launch time, and waiting
for incoming control packets. The commands, conveyed in these packets, allow starting
and managing the different relay streams, each identified by its distinct base port (bp),
as illustrated in Figure 4.3. As a consequence, the SDN controller has to take care of
remapping the ports properly in order to avoid overlapping. As Figure 4.4 depicts, all
port numbers allocated for a stream are derived from the base port as follows: The base
port itself transports the incoming RTP stream. According to the RTP standard [23], an
even port number should be chosen for it. The corresponding RTCP port for incoming
feedback from the sender is the next higher one (bp + 1). bp + 2 is reserved for the in-
coming RTP redundancy stream that carries the FEC repair symbols. Finally, the relay
sends RTCP packets back to the sender via bp + 3. The receiver-sided port mappings
are assigned analog to sender-sided ones and range from bp + 4 to bp + 7.

Relaying Pipeline

When a new relay stream is started, a new GStreamer pipeline is constructed. As de-
picted in Figure 4.5, this pipeline consists of a receiving and a sending side that are
concatenated. Each of these sides includes an RTP Bin as their main component. The
upstream one receives incoming data from the sender and is responsible for smooth-
ing the jitter using a buffer and demultiplexing the streams. Moreover, in case that
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retransmissions are enabled and an expected packet does not arrive on time, the RTP
Bin triggers sending a NACK to the sender in order to request the retransmission of
the missing packet. In contrast, the downstream RTP Bin just conveys outgoing pack-
ets and responds to NACKs by querying the requested packet from the upstream RTP
RTX Queue and sending it again. The further structure of both pipeline sides depends
on the operation mode of the relay stream. The general mode, called Integrated-Mode
(I-Mode), is used on intermediate relays and thus supports error coding on both sides of
the relay. Thus, the pipeline includes the FEC Decoder on the receiving side, recovering
lost packets with the additional repair packets from the redundancy stream, and the
FEC Encoder that is responsible for creating redundancy packets on the sending side.
In contrast, the Distributed-Sender-Mode (DS-Mode) and the Distributed-Receiver-Mode
(DR-Mode) denote special cases of the Integrated-Mode and have to be employed at the
first and last relay on the network path between sending and receiving host. Since the
network segments from the distributed relays to the end points are usually not protected
by error control mechanisms, these two relays only support FEC and ARQ on their re-
spective sides facing to the inner part of the network, as displayed in Figure 4.6, but not
to the hosts. Hence, the FEC Decoder element in DS-Mode as well as the FEC Encoder
in DR-Mode are omitted and bypassed, as visualized in Figure 4.5. In addition, the RTP
RTX Queue element, which is necessary at the sending side of the pipeline in order to
buffer packets for future retransmissions, can also be left out in DR-Mode.

Relay Control Protocol

In order to remotely control the different streams run by a relay, the relay control protocol
is defined. It uses a textual encoding and comprises several commands each consisting
of an instruction and a certain number of arguments. Having checked a command for
validity, the command parser starts executing it. For this purpose, it stores references
to all currently running streams in a hash table. Since each relay stream is uniquely
identified by its base port, this port number is the key. In the following, the control
commands are explained in detail.
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Commands

StartRS op mode base port src host dst host \
num source sym* num repair sym* rtx flag#

Start a new relay stream on the relay instance (* omitted in DR-Mode, # in DS-Mode).

StopRS base port

Stop the relay stream identified by base port.

EnRtx base port

Enable retransmissions for the receiving side of the relay stream in I- and DR-Mode.

DisRtx base port

Disable retransmissions for the receiving side of the relay stream in I- and DR-Mode.

FecPar base port num source sym num repair sym

Change the FEC parameters in I- and DS-Mode.

Arguments

op mode: Operation Mode of the relay stream
I – Integrated Mode
DS – Distributed Sender Mode
DR– Distributed Receiver Mode

base port: Port number of the incoming RTP stream, uniquely identifies a relay stream

src host: Network address where the RTCP feedback for the sender is conveyed to

dst host: Network address the stream is relayed to

num source sym: Number of source (information) symbols in one encoding block

num repair sym: Number of repair (redundancy) symbols in one encoding block

rtx flag: Flag determining if retransmissions are enabled or not
E – Enabled
D – Disabled
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4.3 Integration with SDN

Transparency is an essential requirement to achieve broad applicability for performance
enhancement mechanisms working at the network’s core. The reason is that they can
only be used in the global Internet if they are not noticed by the network’s edge and
do not need any additional configuration effort. In order to make the relaying scheme,
as introduced in Section 4.1, transparent for the end points, relays are integrated in the
network with the help of SDN. In particular, this involves starting and configuring the
relays, redirecting the appropriate traffic to and from the relays as well as performing
the necessary header rewriting. This rewriting is targeted on the link and network layer
addresses and is performed to achieve two distinct goals. The first one is to ensure that
the relays are actually able to receive the packets without conducting special network
settings such as the promiscuous mode. An additional intention is, as illustrated in
Figure 4.7, that the destination port numbers of the four packet flows belonging to a
stream, as introduced in Section 4.2, are not impaired by the relaying system, but are
consistent over the regular network path. This approach even makes intermediate relays
transparent among each other. Hence, relays can be added and removed during media
streaming without having to re-configure other nodes than the affected ones, which
highly increases the flexibility of the system. In contrast to the regular network path,
the communication on the relay links, which are the ones located between relay and SDN
node, is performed on designated ports. Analog to the original ports, these are derived
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from the relay base port (rbp) with the same offsets. This multiplexing is required in
order to allow multiple independent streams that use the same destination port. Thus,
translating original ports to relay ports and vice versa is another task of the nodes.
As presented in Figure 4.8, protecting a multimedia stream with the relaying system
requires different steps.

Relay Registration (Step 1)

Since the SDN controller is the center of knowledge in the network, all logic is imple-
mented there. When a relay attached to an SDN node is started, it first sends out a Link
Layer Discovery Protocol (LLDP) [46] frame, containing a registration message and the
own IP address. As this frame matches the table miss entry, it is sent to the controller.
In order to ensure that relays accept packets originally sent to another host, the con-
troller has to know their destination MAC and IP address for the flow entries installed
later to perform the header rewriting at the node. Thus, the controller maintains a
table, mapping the Datapath ID of each node to the MAC and IP address of the relay
attached to it. When receiving the LLDP frame, it obtains the MAC address from the
source address field of the Ethernet header and the IP address from the LLDP payload
and inserts them into this table. Additionally, in order to prevent hosts from disturbing
the relaying system, a flow entry is added to the node, blocking UDP traffic sent from
the regular network to the relay by default. Later during operation, each relay still sends
an LLDP frame at regular intervals to enable further registrations in case the controller
is restarted. After conveying the initial LLDP frame, the relays are on standby, waiting
for control commands to start the relay streams.

Relay Stream Description (Step 2.1)

In the stream preparation step, the stream description is transmitted to the controller
first. For this purpose, it implements a RESTful API accepting this description in the
JavaScript Object Notation (JSON) 3 format as given in Figure 4.9. Besides the original
base port (obp), the source (sender) and the destination (receiver) IP address of the
stream, it contains a list of link segments. Each of these segments again consists of the
Datapath ID of the first and the last node in this segment as well as the FEC parameters
(number of source and repair symbols) and the retransmission flag. On the basis of this
information a stream information object is created and a global stream ID is assigned
to it. Since each stream also needs a unique relay-sided base port, the range of port
number 5000 upwards is reserved for them. Thus, the relay base port is also part of the
stream information and calculated as 8 · stream id + 5000. After the creation of the
stream information object is finished, it is stored in the global stream table.

3http://www.json.org

http://www.json.org
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{
” base por t ” : Or i g i na l base port o f the stream ,

” s r c i p ” : IP address o f the host sending the stream ,

” d s t i p ” : IP address o f the host r e c e i v i n g the stream ,

” l ink segment s ” : [

{
” dpid a ” : Datapath ID o f the f i r s t node ,

” dpid b ” : Datapath ID o f the l a s t node ,

” src sym ” : Number o f source symbols per block ,

” rep sym ” : Number o f r e p a i r symbols per block ,

” arq ” : Flag determining i f ARQ i s enabled or not

}
]

}

Figure 4.9: Exemplary Stream Description with one Link Segment

Installing First Flow Entries (Step 2.2)

Having gathered all information that is necessary for relaying, the controller proceeds
with installing the required flow entries. To this end, it sends flow modification messages
to each node involved in this relay stream. Each relay stream consists of four different
flows, namely the RTP source and repair symbols as well as an RTCP stream in both
directions. Due to the fact that each of them is once redirected to the relay, composing
the regular flows, and again from the relay to its original destination, forming the relay
flows, this results in eight entries per node. Exceptions are the first and the last node,
because they operate in DS- and DR-Mode, thus the incoming or outgoing repair symbol
stream is omitted for them.

For the regular flows, the matches presented in Table 4.1a are applied. In this context,
the port offset determines the offset from the base port and varies for each flow from 0
to 3. Since the RTCP stream with port offset 3 is transmitted from the receiver to the
sender, it flows in the opposite direction and thus source and destination IP address are
swapped in its match fields.

In contrast, the relay flows are matched by slightly different rules, which are depicted
in Table 4.1b. As the relay’s IP address has been learned in the registration step, it can
now be used in the matches. Due to the port translation between the relay and the
regular part of the network, the port offset is related to the relay base port instead of
the original one and ranges from 3 to 6.

However, when defining the action lists, the two flow groups have to be handled
differently, because certain information is not necessarily known to the controller at
this point in time. This applies to the MAC address of the sending and the receiving



38 Chapter 4.3: Integration with SDN

Ethernet IP UDP

EtherType Protocol Source Destination Dst. Port

IPv4 UDP Stream.Src IP Stream.Dst IP
Stream.obp

+ port offset

(a) Regular Flows (Sender, Receiver)

Ethernet IP UDP

EtherType Protocol Source Destination Dst. Port

IPv4 UDP Relay IP Address Stream.Dst IP
Stream.rbp

+ port offset

(b) Relay Flows

Table 4.1: Matches applied on the Packet Flows

Ethernet IP UDP

Destination Destination Dst. Port

Relay MAC Address Relay IP Address Stream.rbp + port offset (+ 4)

(a) Regular Flows (Sender, Receiver)

IP UDP

Source Dst. Port

Stream.Src IP Stream.obp + port offset (− 4)

(b) Relay Flows

Table 4.2: Header Modifications on Flows

host in case they have not transmitted any packets, yet. So the controller is not able
to determine the appropriate output port for the relay flows at the different nodes.
Hence, these flow entries are established only provisionally in order to forward matching
packets to the controller. The final entries, redirecting packets from the relays to their
original destination, are added reactively in response to the first packet as described
in Section 4.3. Nevertheless, these provisional entries are still essential, because they
prevent matches by low-priority applications, such as the learning switch module, from
intercepting packets that should be relayed.

Since all information required to define the action lists for the regular flows is available
in this step, the corresponding final flow entries are installed proactively at all nodes
involved in the relay stream. These action lists consist of the header modifications
shown in Table 4.2a followed by the output action. For the RTCP stream coming from
the receiver or the successor node, the destination port number is additionally increased
by 4, in order to match the relay interface.
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Starting the Relay Streams (Step 2.3)

After installing the proactive flow entries on the respective nodes, the controller starts
the streams on the relay instances. For this purpose, it traverses the link segment list of
the stream information and sends a StartRS control command, as defined in Section 4.2,
to the control socket of each relay involved in the stream. It is important to note that the
FEC parameters are set on the relay where a segment starts, whereas the retransmission
flag is set on the relay terminating this segment.

Since the relays are only connected to the data plane, they are not reachable within
the control plane network. Thus, transmitting these control packets is done with the help
of packet-out messages that are sent to the according SDN nodes on the control plane
network. Arriving at the nodes, they are injected into the data plane and forwarded to
the relay. Due to the fact that the nodes neither have a MAC nor an IP address in the
data plane, they can be chosen arbitrarily as long as the IP address is part of the subnet
the relay is located in. In addition, the globally defined relay control port is used as
destination port and the source port can be any valid port number.

Establishing the Final Flow Entries (Step 3)

Once the controller has finished the stream preparation, the system is ready for operation
and the media stream can be started at the sender host. In the final configuration step,
packets start flowing down the streaming pipeline and the final flow entries for the relay
flows are set up.

Due to the provisional entries, installed in the stream preparation step, the first
packet is sent to the controller. Triggering a packet-in event, its destination port is
used to obtain the corresponding stream information. This is done with the help of the
stream ID, which is calculated as b(port− 5000)/8c, serving as the index for the stream
table. Since links connecting the nodes with their relays should not carry any other
UDP traffic than induced by the relay streams, the packet definitely belongs to a relay
stream and so the calculated stream ID must be valid. Due to the fact that the receiver
of this packet must have sent either an ARP (Address Resolution Protocol [47]) query
or a response before, its MAC address has already been learned by the controller. Thus,
taking the receiver MAC address from the packet, the output ports can be determined
for each node. With this information, the final flow entries are added at all involved
nodes. This happens for all flows with the same direction at once, meaning upstream
or downstream the streaming pipeline. Additionally, a flag in the stream information
is set, indicating that the flows for this direction are installed. It is used to prevent
redundant flow modification messages induced by subsequent packets. The flow entries
for the flows in the opposite direction are established analog as soon as the first packet
arrives at a node. For all final flow entries the same match fields are used as for the
provisional ones and the header modifications included in the action lists are specified
in Table 4.2b. For the upstream flow, carrying the RTCP stream back to the sender or
the predecessor node, the destination port is additionally decremented by 4.
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Priority Flow Entries

20
Final Flow Entries

...

10
Provisional Flow Entries

...

5
Layer-2 Switch Entries

...

2 UDP Blocking Entry

0 Table Miss Entry

Table 4.3: Resulting Flow Table

In order to ensure that the provisional flow entry is not triggered any more, the
new one is granted a higher priority. After adding the entry via a flow modification
message, the packet that triggered the packet-in message and the packets that arrived at
the controller in the meantime are sent back to the node in a packet-out message using
the TABLE output port. Thus, they pass the modified table again and are forwarded
according to the newly created entry.

As soon as a packet of a flow has reached every node, all final entries are estab-
lished and the relaying system starts operations. The resulting flow table is outlined in
Table 4.3.
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Evaluation

In order to evaluate the Multimedia Relaying System presented in this thesis, several
experiments have been designed, allowing to investigate the performance and the over-
head of the system, so that the cost-benefit ratio can be analyzed. For this purpose,
the investigated aspects are described, together with the hypotheses on the effects of
TTS induced by the relaying system. Since the tests have to be run under reproducible
conditions to allow comparisons between different configurations, a virtual testing envi-
ronment is set up based on Mininet1. After giving an overview of this setup, the test
results are discussed with regard to the individual experiments.

5.1 Experiments

The evaluation of the system is mainly targeted on two aspects. On the one hand,
the TTS approach using the Multimedia Relaying System is expected to increase the
transmission efficiency in comparison to the end-to-end scheme. On the other hand, the
additional delay induced by each relay should be on a moderate level to enable broad
applicability in time-constrained scenarios.

A – Transmission Efficiency

Increasing the transmission efficiency is the main goal of this thesis. As described in
Section 4.1, this is done by separating the network path into smaller link segments and
performing error control on each of them individually using segment specific coding
parameters. In comparison to the virtual end-to-end link aggregating all intermediate
link segments, the redundancy information required to achieve a certain residual erasure
probability is lower. Thus, the overall data rate that is utilized to transmit a media
stream decreases and the transmission efficiency rises.

In order to verify these expectations, the experimental setup visualized in Figure 5.1
is used. The sender and the receiver host h1 and h2 are connected via two consecutive
links l1 and l2 with different erasure rates. The first link’s erasure rate varies whereas the

1http://mininet.org/
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Figure 5.1: Test Setup for the Transmission Efficiency Benchmark

second link’s is fixed. Besides the relay node operating in the integrated mode between
these two links, two additional distributed relay nodes are necessary to add error control
support to the data stream sent over the network. The links connecting the end points
to their respective distributed relay are configured loss-free to isolate the segments that
cannot be changed due to the application independent relaying concept.

With this setup, several test runs are executed, each with a different erasure rate
on l1. Then, the average data rate is calculated over both links. To get a baseline for
this benchmark, the same tests are also run with the relaying functionality turned off
at the intermediate relay node. This simulates a common multimedia transmission with
forward error coding over heterogeneous links. The code rates are chosen such that the
residual erasure rate pres is relatively low and approximately the same for both cases.

B – Relay Induced Latency

In the context of multimedia transmission, latency is an essential factor. It influences
the user experience negatively and restricts error control. For these reasons, each appli-
cation has its individual demands regarding latency, as explained in Section 2.1. The
Multimedia Relaying System introduces additional buffering and processing delay at the
relays. Furthermore, a short amount of time is required for header rewriting and for
transmitting packets from node to relay and back. Thus, the system naturally increases
the end-to-end latency for the transmitted stream and reduces the overall time budget
determined by the application.

To measure the additional delay introduced by the relays, several test runs are ex-
ecuted with an increasing number of relays between sender and receiver, as illustrated
in Figure 5.2. Transmitted packets are logged together with a timestamp and their se-
quence number when they are sent at h1 and when they arrive at h2. With the help
of these log files, the latency can be measured for each single packet. The end-to-end
transmission scenario without relays serves as the baseline in this scenario. Due to the
fact that this benchmark focuses on the pure processing delay induced by the relays,
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Figure 5.2: Test Setup for the Latency Benchmark

ideal links are assumed and thus no error control is applied. Additionally, the latency
property of the receiving RTP Bins in the relaying pipeline is set to to zero to prevent a
falsification of the results. In this benchmark, link specific delays are omitted, because
they would affect the relaying approach and the baseline to the same extent.

5.2 Testing Environment

For the experiments described in this chapter a virtual testing environment is set up
using Mininet. This software simulates network infrastructures and hosts with the help
of Linux network namespaces and thus allows creating a virtual testbed via a Python
API. In order to allow realistic network conditions, link parameters such as erasure rate
and delay can be configured for each link individually. Due to its OpenFlow support,
it is well suited for the purposes of this evaluation. However, all the advantages of a
virtual testing environment are gained at the cost of sharing system resources. Thus,
especially for time critical applications such as multimedia streaming, test results may
be affected by preemption and scheduling.

For each test run the environment is regenerated. This procedure starts with launch-
ing the Ryu application serving as the central SDN controller. Afterwards a linear net-
work topology is generated with regard to the requirements of the individual test run.
The procedure continues starting the relays and sending the stream description to the
REST API of the SDN controller. Having launched the playback process on h2, the
stream transmission is started at h1. When streaming is completed, all processes are
killed and the virtual network devices removed, so that the next test run is executed
under the same conditions.
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5.3 Evaluation Results

Having conducted the aforementioned experiments, it becomes apparent that the Mul-
timedia Relaying System is able to meet the expectations. Thus, this section provides a
detailed insight into the benchmark procedures and reveals promising enhancements in
transmission quality and efficiency at acceptable degradations of the end-to-end latency.

A – Transmission Efficiency

In order to conduct the efficiency benchmark, the test parameters have to be defined
first. For this purpose, the erasure rates of the first link pe,l1 are chosen to differ in
magnitudes. For pl2 , an erasure rate of 1% is chosen in order to achieve a heterogeneous
network path. According to the channel coding theorem developed by Shannon [48],
the erasure probability can be reduced to an arbitrary small value, supposing a block
size that is large enough. In theory, this allows calculating the minimum redundancy
information RImin for each link segment out of the given erasure rate pe as given in [35,
p. 10]:

RImin =
pe

1− pe
, (5.1)

This leads to a code rate of

r =
1

1 + pe
1−pe

. (5.2)

In practice, however, finding an appropriate k and n that result in a code rate close to
the target rate is difficult, as Reed Solomon codes applied to encode IP packets usually
work on the Galois Field GF (2m) with 2 ≤ m ≤ 16. This decreases the number of
encoding symbols n to a maximum of 216 − 1 and so the resolution of the code rate is
limited. In order to encode packets at byte-level, the gstfecframe plugin employed by
the Multimedia Relaying System is fixed to the GF (28), leading to an even coarser code
rate granularity. Additionally, since k is bounded by n, which can take a value of at
most 255 in this case, the block size is low. As stated by Polyanskiy et al. [49], for block
lengths of n = 100 and above, a tight bound for the channel capacity is given as

C −
√

V

n
Q−1(pe). (5.3)

But considering this relation, it is obvious that this short block sizes still lead to a
significant reduction in the achievable capacity. Though, the most crucial factor when
choosing the maximum block size is the resulting decoding time. To be able to correct
an erased block with the help of FEC, the decoder relies on the redundancy information
generated by the encoder. However, the encoder has to wait until it has received all
the information symbols of this block until it is able to encode it. Hence, even with a
systematic code, the receiver has to deal with an additional latency of (k − 1) · Ts, with
Ts denoting the packet interval.

Hence, test parameters cannot be derived solely from a theoretical perspective, but
are determined according to practical considerations. First, this benchmark focuses on
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pe,l1 Scenario k n r pres · 10−3

5%
Aggr. 45 62 0.7258 2.57
TTS 45 60 0.75 2.76

3%
Aggr. 45 60 0.75 2.59
TTS 45 52 0.8654 2.08

1%
Aggr. 50 60 0.8333 0.37
TTS 50 53 0.9434 0.50

10−1%
Aggr. 50 55 0.9091 0.37
TTS 50 51 0.9804 0.37

10−2%
Aggr. 50 53 0.9434 0.37
TTS 50 51 0.9804 0.31

Table 5.1: Residual Error Rates for chosen Encoding Parameters (k, n) given pe,l1

pe,l1 Scenario avg(RIeff ) avg(R) in kB/s Saving

5%
Aggr. 0.3778 386.0

8.96%
TTS 0.1967 351.41

3%
Aggr. 0.3333 386.55

15.59%
TTS 0.1078 326.27

1%
Aggr. 0.2 351.69

11.75%
TTS 0.06 310.36

10−1%
Aggr. 0.1 324.20

7.88%
TTS 0.04 305.58

10−2%
Aggr. 0.06 312.38

2.66%
TTS 0.04 304.06

Table 5.2: Transmission Efficiency Benchmark Results

streaming video content in order to decrease latency due to a higher packet rate. Then,
the number of source symbols k is fixed to a range of roughly 50. Due to this limitation,
however, it is not possible to eliminate packet erasure completely. Thus, n is chosen in
such a way that the residual erasure rate pres is at least approximately equal between
related TTS and aggregated runs and remains below 3 · 10−3 for all of them. For the
erasure rate of l1 the values 10−2%, 10−1%, 1%, 3% and 5% are selected. Below this
range, no changes are recognizable as a result of the restricted code rate resolution. On
the other hand, above this range the differences between both test scenarios decrease,
since the more erroneous link outweighs the other one. Since the residual erasure rate
shows a noticeable variation under identical parameters, k and n are fine-tuned in several
test runs. The parameters that have been found for both scenarios are presented in
Table 5.1. In case of the TTS scenario, k, n and r refer only to l1. Since pe,l2 is not
changed among the test runs, the coding parameters for l2 are constant with k = 50 and
n = 53, which results in a code rate of r = 0.9434.
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Figure 5.3: Average Data Rates in Relation to pe,l1

The diagram in Figure 5.3 visualizes the average data rates over both links generated
by a Full HD video stream of 76 seconds. Since the effective redundancy information
RIeff increases with a rising pe,l1 as depicted in Table 5.2, the consumed data rate grows
for the aggregated link scenario as well as for the TTS scenario. However, TTS can take
advantage of the shrunk error correction domain and thus requires less data rate for all
values of pe,l1 . Hence, the expected increase in the transmission efficiency is confirmed.

B – Relay Induced Latency

For the latency benchmark, several tests are run, which stream an audio file with the
length of 243 seconds from h1 to h2. Thereby, the number of relays between sender and
receiver varies in the range from 2 to 6. Additionally a baseline run is executed without
any relays in between.

The test runs exhibit that the relaying system needs a certain startup delay of about
one and a half second after the sender begins streaming. During this period packets
do not reach the receiver, because they already exceed timeouts at intermediate relays.
This time span is partly induced by the GStreamer pipelines in the relays to connect
receiving and sending side. Due to the working principle of the RTP Bin element, these
are not statically connectable, because the capabilities of the incoming stream can only
be determined at runtime. Another portion of this delay is used for setting the final flow
entries in the SDN nodes reactively. When this startup phase is over and the first packets
arrive at the receiver, the end-to-end latency is above one second and declines within a
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Figure 5.4: End-to-End Latency Distribution in Relation to the Number of Relays

short period of time. The reason for that are packets that were sent before and are still
on their way downstream the pipeline. When these earlier packets successively attain
the end of the pipeline the latency quickly drops and reaches a stable level with only
small variations. Since such effects are unavoidable in SDN environments in general and
especially in combination with the GStreamer-based relay architecture, developed in this
thesis, the benchmark results incorporate the measured data only after the steady-state
is reached.

Figure 5.4 shows box plots of the end-to-end packet latency for a different number of
relays. As the diagram shows, the latency increase is linear to the number of relays. This
clearly extrapolates the data, necessitating a later confirmation. Due to the experiments
executed on a single physical device, this is not in the scope of this thesis. Instead,
proving this assumption requires either an analytic investigation with proper models, or
an empirical survey involving more physical devices. Each relay inserted in the pipeline
only adds a processing delay of a bit more than one second. Growing boxes and widely
scattered outliers in the diagram indicate that the deviation also rises with a higher
number of relays, since the variance accumulates over each intermediate processing step.
However, in all settings, these outliers tend to occur rather below than above the median.
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Therefore their impact on the transmission quality is limited. It should be noted, that
all values are above 50 milliseconds. Since the baseline run without relays also shows this
characteristic, this offset appears to be caused by internals of the GStreamer elements
in the sender and receiver application and not by the relay. This conclusion is also
supported under the consideration that 50 milliseconds is approximately the packet
interval of the stream. A second test using video revealed a lower bound, which was also
in the order of the respective packet interval. Hence, this baseline offset could be due
to buffering issues or an initial packet rate estimation. A further remarkable finding is
related to application independent relaying without using TTS at all. As depicted by
the diagram, the system allows augmenting arbitrary multimedia applications with FEC
and ARQ by inserting a distributed relay pair at the cost of only two milliseconds.

Given these results, it is clearly visible, that the latency overhead is low and thus
allows to establish the Multimedia Relaying System on a broad spectrum of applications.
In fact, this benchmark does not consider the effects of error correction on the latency.
However, error control itself adds delays, which is not an issue appearing only in the
context of our relaying approach. Thus, time budget considerations have to be included
when setting up a relaying system in the same way they are applied for end-to-end
applications.



Chapter 6

Conclusion and Future Work

As the previous chapter has shown, the Multimedia Relaying System provides a no-
ticeable efficiency gain at low latency overhead. This gives evidence that the concepts
developed in this thesis are able to enhance the quality and efficiency of RTP-based
multimedia transmissions. By improving the channel utilization, network capacities can
be saved without changing the infrastructure, which eventually leads to cost savings for
ISPs and network infrastructure operators. But also providers of media streaming ser-
vices can benefit from this system, because it allows to transport multimedia content to
consumers in an efficient way without resigning reliability. Thus, it offers an alternative
to commonly used techniques such as application layer multicast, which are very cost-
intensive. However, this requires unrestricted forwarding of UDP traffic in the global
Internet. Furthermore, the potential for interactive applications is limited, because the
time budgets are usually too small to be further split by relays.

Although the evaluation has proven the success of the Multimedia Relaying System,
there are still several aspects that can be improved and optimized in the future:

As a first point of action, the relaying system could be modified in order to be appli-
cable in multicast scenarios. This affects the stream description sent to the controller in
a way that the destination address is a multicast instead of a unicast address. Further-
more the link segments described there do not form a linear, but a tree-like topology, so
that the validity check of the stream description has to be adapted. Another challenge
arises from the working principle of ARQ. Since feedback is essential for a reactive error
control scheme to enable requests for retransmissions, these RTCP messages cannot be
disabled. However, in multicast environments, this might lead to a feedback explosion
due to NACKs being sent without rate limitation in case the receiver group size is suffi-
ciently large. This results in a situation, in which sending timely retransmission requests
is not possible any more. Alternatively, this problem can be solved by disabling ARQ
and employing FEC only.

Another opportunity for optimization is in the relay architecture. In the current
implementation, the command parser listens on a UDP control port for incoming pack-
ets. For this purpose, however, a reliable transport layer protocol is conceptually more
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suitable. Since control packets are injected from the control plane into the data plane
by the switches, applying TCP in this context leads to a more complex implementation
of the SDN controller application. The reason is that it needs additional logic for faking
the handshake in order to send the actual packet. As an alternative, the control socket
could also be integrated into the control plane of the network by adding a further net-
work interface to the relay. In this case, the controller is able to communicate directly
with the relays over a native TCP connection. This approach also benefits from security
gains due to the logical separation of the relay control from the data plane network.
Independent of the protocol used to convey these packets, some kind of authentication
mechanism could be integrated in order to prevent manipulations by malicious users.

Application independent relaying yields benefits without requiring error control sup-
port in the applications themselves. Since the outermost links are not protected in this
scheme, they are assumed to be low-loss and having a short latency. To enhance this
scheme further, both distributed relays could be brought even closer to the end points.
This can be done by integrating their functionality in the network stack of the operating
system. As the operating system has to be aware of the relaying system, the degree of
transparency would be reduced. However, from the perspective of the user or applica-
tion, nothing is changed. Given network interface cards that provide sufficient computing
capabilities, the relay can also be integrated there in order protect the critical link. In
contrast to the approach modifying the network stack, this one might come along with
high asset cost.

As exhibited in [50], placing relays at each node in the network is not optimal, because
TTS is not ideal for all network conditions. Instead, certain locations are reasonable for
relay placement and others are not. Thus, analyses on the spacial and quantitative
dimension might allow the development of heuristics that extract suitable locations out
of the network state and thus help to exploit the full potential of TTS. For this purpose,
SDN-based traffic analysis mechanisms, as presented in [51], can be used to gather
information about the current state of the network.

As described in Section 4.1, obtaining the necessary information for relaying such
as port numbers and payload type of the stream is challenging. In case the application
uses any non-standard signaling procedures, there is no opportunity to get this data
without shipping it manually into the relaying system. However, if the session description
protocol is used for signaling, this information can be extracted out of these packets. This
data can even be utilized to develop a completely automated approach that continuously
scans the network traffic for SDP packets and reports them to the SDN controller.
Considering the heuristics mentioned above, the controller is able to compute ideal relay
locations and configure them instantaneously. As a result, network applications running
on the end-systems benefit from TTS on top of an entirely autonomous relaying system.
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