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Abstract

In economic terms the real-time streaming of multimedia data over wireless links
should prefer multicast transmission over UDP in order to efficiently use avail-
able bandwidth. However, due to the unreliable implementation of multicast
and broadcast transmission in IEEE 802.11 wireless networks this is hardly us-
able in practice. In contrast to unicast transmission the IEEE 802.11 standard
does not provide a feedback based ARQ scheme and also lacks rate adaptation
strategies for multicast.

This thesis presents a leader based MAC layer ARQ scheme combined with
packet level FEC to enable for more reliable multicast transmissions in large mul-
ticast groups. The presented leader based feedback approach is a bit provoca-
tive by violating the IEEE 802.11 standard and lets receivers on purpose send
positive or negative feedback in the same timeslot. No coordination on the feed-
back is necessary among the receivers and only jamming between contradicting
feedback frames is exploited. This so-called feedback aggregation makes the
protocol scalable to an arbitrary number of receivers without any additional
feedback overhead. Using FEC encoded redundancy packets instead of pure
retransmissions saves bandwidth in case of independently lost frames. Based on
receiver feedback a rate adaptation scheme for multicast has been implemented
that adapts the physical transmission rate to the observed channel conditions.
Using a prototype implementation the performance of this hybrid leader-based
multicast protocol and its rate adaptation have been evaluated under real-world
conditions.
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Chapter 1

Introduction

1.1 Motivation

Real-time streaming of media data requires timeliness of delivery under suffi-
ciently high reliability [11]. In particular the transmission over wireless links
is error-prone so that the IEEE 802.11 standard for wireless networks specifies
error recovery via retransmissions to increase reliability. But this acknowledge-
ment based repeat request scheme at the MAC layer only exists for unicast
frames. For multicast transmission the standard neither provides reliability nor
rate adaptation to select a sufficiently robust encoding in the physical transmis-
sion. No feedback mechanism is implemented which leaves multicast packet loss
recovery completely to the application layer. For real-time streaming this adds
an unnecessary high end-to-end delay. The receiver application has to detect the
error and issue an application layer retransmission request which again needs to
traverses all layers of the protocol stack, possibly over a long end-to-end path.
Thus it is desirable to have an automated repeat request scheme at the MAC
layer also for multicast transmission.

The need for more reliable multicast transmission has already been identified
by the IEEE consortium which formed a task group TGaa. The proposed block
acknowledgement scheme requests the receivers to provide a bitmap of correctly
received frames. Based on this feedback the sender consolidates retransmissions.
This thesis focuses on scalability to large multicast groups where this Block-ACK
scheme is insufficient since each receiver is independently queried for feedback.
Furthermore, in large multicast scenarios where all receivers consume the same
data stream, an error correction by pure retransmission is insufficient in order to
meet delay constraints. In the worst case only a single receiver might profit from
the retransmission of an individually lost frame which wastes channel capacity.
Hence the approach taken in this thesis will combine packet level FEC with a
MAC layer ARQ scheme that compensates packet losses by sending universal
redundancy. This allows each receiver to correct an arbitrary erroneous frame
with only a single redundancy packet on the channel.

Substantial preliminary work [8, 11, 17, 20] has shown that leader-based
ARQ with packet level FEC improves reliability over the current state-of-the-
art multicast transmission. During the course of this thesis a prototype has been
implemented and will be used to evaluate the effectiveness of this approach in a
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real-world environment using standard consumer hardware. Besides an efficient
ARQ scheme the current IEEE 802.11 standard also lacks rate adaptation for
multicast traffic. Practical implementations only define a fixed rate for mul-
ticast frames. This not only neglects robust encoding in case of bad channel
conditions but also takes up a constant amount of channel capacity although the
channel may permit a less robust encoding yielding higher overall throughput.
The prototype will show that rate adaptation based on positive and negative
acknowledgement is feasible in multicast groups. To this extend a simple rate
adaptation scheme has been implemented in the prototype.

1.2 Goals
The goals for this thesis are:

• Explore the possibilities of MAC layer error recovery in wireless multicast
networks using a leader-based approach with feedback jamming.

• Incorporating knowledge about the wireless channel, a MAC layer proto-
type for 802.11 wireless networks shall be implemented to make multicast
multimedia streaming with consumer hardware more reliable.

• The introduction of receiver feedback in multicast transmissions enables to
adjust the physical transmission rate and associated encoding to varying
channel conditions.

• In order to benefit from emerging coding techniques available at the trans-
port layer of the protocol stack a cross-layer approach will be used.

• The implementation should be transparent to the application layer in order
to enable seamless integration of existing software.

• Experiments are needed to evaluate the feasibility of the taken approach
in real world environments.

1.3 Outline
The first chapter will start with an overview of multicast streaming of mul-
timedia data with particular focus on wireless networks. This is followed by
a description of error correction techniques that are employed in wireless net-
works. Chapter 3 presents approaches to media streaming in wireless networks
that are related to the work done in this thesis. Chapter 4 proposes a leader-
based approach for multicast streaming in 802.11 wireless networks. The focus
will be on the protocol itself and its error correction capabilities rather than
implementation specific details. Chapter 5 then provides the necessary back-
ground for building a working implementation of this leader-based protocol as
extension to an existing driver for the Linux operating system. Chapter 6 de-
scribes the implementation in detail and presents necessary extensions to the
standard multicast transmission protocol. The implementation of the ARQ
scheme is based on encoded blocks of packets provided by the PRRT transport
layer protocol. Chapter 7 presents experimental results of this cross-layer im-
plementation. Finally, Chapter 8 concludes this thesis with a summary and
proposes future extensions to the implemented prototype.
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Wireless Multicast Media
Streaming

Multicasting is an efficient method for transmitting identical data to multiple
receivers. In particular applications such as video streaming are well suited
for multicast or broadcast transmission. Nevertheless, media streaming tech-
nologies as of today mostly rely on unicast transmission over the reliable TCP
protocol. But for this unicast streaming the sender occupies the bandwidth for
the stream times the number of recipients which is highly inefficient in terms of
bandwidth requirements.

In contrast to wired network connections, typical wireless links provide much
lower data rates (up to 54 Mbps in IEEE 802.11a/g and few 100 Mbps in IEEE
802.11n networks) and a much higher bit error rate (BER) of 10−2 to 10−6

versus 10−12 in wired networks. Furthermore, a wireless channel is subject to
high variations in error rates and exhibits sporadic error bursts for example by
external noise or collisions on the channel caused by other stations on the same
channel. To achieve a good end-to-end performance a network design is required
that adapts to wireless link variations, possibly taking into account the adaptive
strategies at the other layers [24].

This chapter summarizes the state-of-the-art media streaming with focus on
multicast techniques in wireless IEEE 802.11 networks.

2.1 Media Streaming
Media streaming in this thesis refers to the transmission of digital media data
within a bounded end-to-end delay. Imposing a certain transmission latency is
essential for real-time applications such as video broadcasting. Otherwise the
media data may become useless for the receiver when it is delivered too late,
that is, the intended playback time of these late packets has already expired.

There are two scenarios for media transmission: unicast and multicast or
broadcast. The first refers to a one-to-one relation of sender and receiver while
the latter describes a one-to-many relation with broadcast being the special
case of one-to-all. The Skype1 video chat is a typical example of unicast media

1 http://www.skype.com
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streaming that allows for bidirectional communication of two participants. On
the other hand, most multicast or broadcast streaming applications are unidi-
rectional, for example television broadcast or internet radio. This open-loop
control does not offer any means of status feedback to the sender. The scope
of this thesis will be the multicast transmission of real-time media data over IP
based wireless IEEE 802.11 local area networks which support multicast groups.
Hereby, leader-based acknowledgements will be used to implement closed-loop
retransmission control by receiver side feedback.

The main advantage of multicast versus unicast streaming is the bandwidth
savings for the sending host and intermediate links when every receiver should
receive an identical media stream. A multicast sender can serve the same me-
dia stream to a large number of receivers with ideally only slight increase of
network utilization on the outgoing link. In the receiver networks the multicast
or broadcast traffic may severely increase the network load which is one reason
why multicast traffic is often not routed via public networks or the Internet [25,
p. 529]. Since this thesis will only deal with the distribution in local area net-
works this aspect can be ignored. The limited bandwidth capacity of wireless
links increases the pressure towards efficient transmission techniques. A reason-
able audiovisual quality is only possible if each stream is allowed a sufficiently
large portion of the available bandwidth. Thus the simultaneous distribution of
the same stream via multicasting over the shared channel makes it an ideal use
case for wireless networks.

Real-time multimedia streaming applications can tolerate a certain amount
of lost frames and timeliness of delivery needs to be preferred over perfect re-
liability [11]. Sophisticated source coding techniques use error resilience meth-
ods to compensate sporadic transmission errors at the receivers without severe
degradation in audiovisual quality of the media data. Furthermore, channel
coding techniques can be employed that add redundancy information to the
media stream in order to make the actual transmission more robust against er-
rors. Up to a certain threshold the receivers are able to completely recover from
corrupted or lost packets, beyond this threshold applications need to interpo-
late which results in more or less severe artifacts. This limited fault tolerance of
audiovisual data permits a certain amount of lost packets in a packet-oriented
network.

Error correction via retransmission is a common approach to compensate
packet loss. The fundamental problem is that the sender does not know how
many and which packets are lost without getting any feedback from the re-
ceivers. For unicast this problem is usually solved by requiring the receiver to
acknowledge the reception of each packet. If the sender does not get an ac-
knowledgement within a timeout it retransmits the lost packet. For multicast
streaming this approach does not work as straight forward as for unicast trans-
mission. The sender would need to collect feedback from every receiver and he
might not know all of them. Furthermore, each receiver might independently
miss a frame and request retransmission when this is detected. Retransmitting
every lost frame to the whole multicast group makes this approach inefficient
with respect to channel occupation and transmission delay.

In the course of this thesis I will discuss these problems in more depth and
present an approach to solve them in wireless IEEE 802.11 networks. The rest
of this chapter presents an overview of state-of-the art media transmission and
provides the necessary background on wireless networks.
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Figure 2.1: Alternative layer models of the network stack: ISO/OSI, In-
ternet Protocol and hybrid reference model.

2.2 IP Protocol Stack
Basically there exist two models to describe computer networks: the Internet
Protocol (IP) model and the ISO/OSI reference model both outlined in Fig-
ure 2.1. Most of the protocols used today are expressed in terms of the TCP/IP
model while the OSI classification, in particular the higher layers, is rarely used.
This section summarizes basic concepts of the different layers as far as they are
relevant for the rest of this thesis. For an in-depth discussion of each layer’s
responsibilities and available protocols I refer to [25].

The first thing to notice is the fact that presentation and session layer are
not present in the TCP/IP model and that the TCP/IP model does not define
the lower data link and physical layer in the same detail as the OSI model does.
Following Tanenbaum’s proposal [25, chap. 1.4] I will use a hybrid model (cf.
Figure 2.1) throughout this thesis. It omits the presentation and session layer
whose intended scope is hardly distinguishable from the application layer. At
the lower layers it provides enough detail to match real-world implementations
onto this model.

Physical Layer The physical layer is responsible for transmitting bits over a
communication channel such as copper wire or a wireless medium. The is-
sues here deal with characteristics of the underlying physical transmission
medium, timings, bit representation and coding techniques. A typical de-
sign concern is to lower the average bit error rate by choosing appropriate
data encodings. This is particularly true for the wireless medium which
is exposed to many external interferences.

Data Link Layer The data link layer provides a transmission channel on top
of the physical layer that is free of undetected transmission errors. This
can be achieved by breaking up input data into frames (typically up to a
few thousand bytes) and computing a checksum over this data. Reliable
link layer services let the receiver acknowledge the error-free reception of
a frame. For broadcast networks such as wireless IEEE 802.11 networks
the data link layer also controls access to the shared channel.
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Network Layer Routing packets from one host to another is the key task of
the network layer. The Internet Protocol defines the packet format and
protocol called IP which is the de facto standard for all local and wide
area networks used today. Input data is split into packets, associated
with a source and destination IP address and sent to the data link layer.
Routing tables define the way of a packet from the source to the desti-
nation, possibly over intermediate nodes. By this means the IP protocol
has direct impact on the transport delay over multiple hops. Multicast
and broadcast services are realized by addressing conventions that route
a packet to multiple hosts. The IP addresses ranging from 224.0.0.0 to
239.255.255.255 are reserved for multicast addresses and 255.255.255.255
denotes the special broadcast address. There are permanent multicast
groups that are reserved for special purposes:

• 224.0.0.1: all hosts in a local network
• 224.0.0.2: all routers in a local network
• 224.0.0.5: some routers in a local network
• 224.0.0.6: selected routers in a local network

All other multicast groups are temporary and can be managed by Internet
Group Management Protocol (IGMP) messages directed to the addresses
224.0.0.{1,2} [11].

Transport Layer The transport layer provides end-to-end services either by
the reliable TCP or the unreliable UDP protocol. Both protocols define
ports to multiplex concurrent data streams between two hosts and use
checksumming to detect transmission errors. But only the connection
oriented TCP protocol provides reliability and ordered delivery of packets
while UDP may silently drop packets without being detected at the sender.
Hence, with UDP reliability and in-order delivery have to be handled at
the application layer.
TCP’s end-to-end flow control enables for congestion control by reducing
the transmission rate in case packet loss is perceived [21]. This works
well for wired networks where the main reason for packet loss is due to
congestion at intermediate nodes. But TCP cannot distinguish between
congestion and non-congestion related packet losses. In wireless networks
bit errors occur frequently and result in packet loss if they remain un-
corrected by the physical layer error correction techniques. In this case
TCP’s Slow Start algorithm would lower the transmission rate although
the cause for the packet loss is in the channel itself and cannot be coun-
tered by lowering the TCP transmission rate. Enhancements to TCP that
counter this issue are presented in [24, p. 138., pp. 142].
UDP, due to its connection-less design, supports multicast and broad-
cast scenarios. This is not possible with TCP since it does not define
the semantics for a “connection oriented multicast channel”. None of the
protocols provides delay and delay jitter guarantees in packet delivery.

Application Layer The application layer spans all the protocols commonly
used by userspace applications such as HTTP, FTP, SMTP or IMAP. Most
of them are standardized in so-called Request-For-Comments (RFC) and
they implement their own, protocol-specific headers.
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2.3 Error Correction
There are mainly two techniques for dealing with packet loss during the trans-
mission of media data: Forward Error Coding (FEC) is a channel coding tech-
nique where the sender adds redundancy information to the media stream from
which the receiver can reconstruct missing data packets. An Automated Repeat
Request (ARQ) scheme automatically detects packet losses at the receiver and
issues a retransmission request to the sender. A combination of FEC and ARQ
is usually called hybrid error coding (HEC).

2.3.1 Forward Error Coding
Erasure block coding is a popular technique for packet-level FEC. The encoder
operates on a set of k packets containing the original message and turns it into
a coded message of n ≥ k packets. The receiver is able to reconstruct the
original message up to t errors where t depends on the coding technique. This
code can be described as C(n, k, t). The ratio of message length k and code
length n is called the code rate r = k/n. The added redundancy information
is expressed as RI = (n − k)/k. An erasure code is called optimal if it is able
to decode a message of k packets as soon as any k out of n packets in a code
word are available. It is called systematic if the code word includes a verbatim
copy of the original message which can provide backward compatibility to legacy
participants. It also allows partial recovery if decoding fails, i.e., if there are
more than t = n − k erasures. The recovered data packets can then be passed
to the upper layers where possible error resilience methods conceal the effects
of the packet losses [11].

An erasure code that does not exhibit a fixed code rate is called fountain
code2 [11]. Adjusting the code rate allows the FEC encoder to adapt to the chan-
nel conditions by adding more or less redundancy information. On a channel
with packet loss rate pe the theoretical minimum of required redundancy pack-
ets needed to correct these errors can be calculated as RImin = pe/(1−pe) [11].
This calculation implicitly assumes that it is known when the redundancy is
needed and it can only be approached for arbitrary long packet sequences. In
practice the ratio of redundancy packets compared to information packets is
always larger than this lower bound.

2.3.2 Automated Repeat Request
The term Automated Repeat Request (ARQ) covers a set of error recovery
schemes where the receiver can detect transmission errors and requests retrans-
mission of the corrupted or missing packets. In order to detect errors some
checksum, typically a cyclic redundancy check (CRC), is added to each data
packet which adds a small overhead to the net payload size. The sender detects
losses either by expiry of a timer while waiting for a positive acknowledgement
(ACK), by receiving an explicitly negative acknowledgement (NACK) or by
polling the receivers. In all cases a feedback channel from the receivers to the
sender is needed [24, p. 148].

ARQ schemes are employed at different layers of the protocol stack, for
example TCP achieves reliability by acknowledgement based retransmissions at

2 http://en.wikipedia.org/w/index.php?title=Fountain_code&oldid=438798850
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the transport layer. But ARQ schemes are also used at the link layer in wireless
networks to let the channel appear more reliable to the upper layers. Due to the
bidirectional communication that is necessary for feedback and retransmission,
each packet retransmission incorporates one Round Trip Time (RTT) plus the
additional processing overhead at the sender and the receiver. For ARQ schemes
implemented at higher protocol layers the effective RTT can be significantly
larger than twice the pure delay of the physical transmission. The Real-Time
Transport Control Protocol (RTCP) protocol provides a mechanism to estimate
the RTT at the sender in order to limit the number of retransmissions [11, p. 71].

In managed wireless home networks it may not be necessary to estimate the
RTT since there is at most one intermediate node (the access point) in between.
The ARQ delay is influenced by the physical transmission rate, the process-
ing delays at the stations and the channel access procedure. Each layer of the
protocol stack adds some uncertainty to the response time to perform a retrans-
mission. This uncertainty can be reduced by real-time operating systems3 that
reduce delay jitter and generally meet a specific deadline for executing a task.
Nevertheless, the introduced delay needs to be limited so it is necessary to define
a maximum number of ARQ retries or to set a deadline for each packet after
which the ARQ protocol has to give up frame retransmission. This results in
an uncorrected transmission error by the ARQ protocol and can be measured
as the residual error rate.

A single link with high error rates also degrades the performance along the
whole transmission path which calls for a local error recovery scheme. Link
layer ARQ schemes can generally decrease the ARQ delay by quickly detecting
frame losses and automatic retransmissions without any interaction with the
layers above. By this means they transparently provide a more reliable channel
to the upper layers. However, these protocols in general do not understand the
payload of the transmitted data and can only perform pure retransmissions. A
cross-layer implementation where the link layer ARQ scheme is aware of the
higher layer protocol can improve the overall end-to-end performance.

2.3.3 Hybrid Error Correction
Hybrid Error Correction (HEC) combines ARQ and FEC to take advantage of
both error correction techniques. A pure ARQ scheme adapts very well to the
channel conditions since retransmissions are performed only on purpose, adding
almost zero overhead to the media stream if no packet loss occurs. However,
if there are many receivers experiencing bad channel conditions they will often
request the retransmission of different packets.

In a pure ARQ scheme each independently lost data frame needs to be
retransmitted to the whole multicast group. Any retransmissions of a particular
frame is useless for the receivers that already have this packet but missed another
one. This causes unnecessary retransmission rounds until all receivers have all
packets, and this delay may easily violate delay constraints in large multicast
groups. Incorporating FEC encoded redundancy packets in the ARQ scheme
can solve this problem.

3 http://en.wikipedia.org/w/index.php?title=Real-time_operating_
system&oldid=466714463
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There are different possibilities to combine FEC and ARQ into a HEC
scheme [11]:

Type I HEC The receiver tries to decode a FEC encoded block and requests
retransmission of the entire block if it fails.

Type II HEC If the receiver detects that a FEC encoded block is not de-
codable then it requests retransmission of single missing packets. Type
HEC II can be used to provide incremental redundancy by using a sys-
tematic FEC encoder. If the transmission fails in the first attempt the
retransmissions are used to transmit additional redundancy packets.

Type III HEC This is an extension to Type II HEC where every single packet
is decodable on its own.

In particular Type II HEC is useful in multicast groups. Consider a group
of receivers with every receiver losing one packet. The mere information that
one receiver lost one packet suffices to trigger the transmission of a redundancy
packet, in particular there is no need to feedback information on which packet is
lost. Every receiver can independently use this redundancy to recover a missing
packet if needed. Without FEC the number of retransmitted packets would
equal the number of different lost packets. In the Type II HEC scheme the
retransmission of individually lost frames is replaced by the transmission of
redundancy packets resulting in bandwidth savings and delay reduction for the
whole multicast group [11, 24].

2.4 Wireless IEEE 802.11 Networks
The IEEE 802.11 standard [13] describes a set of wireless transmission protocols
and physical specifications for a, b and g wireless LANs. IEEE 802.11a specifies
a wireless Ethernet using Orthogonal Frequency-Division Multiplexing (OFDM)
multi-carrier modulation. It operates in the 5-GHz band and supports physical
transmission rates from 6 to 54 Mbps. The fundamental access method of
the IEEE 802.11 MAC is a Distributed Coordination Function (DCF) known
as Carrier Sense Multiple Access with Collision Avoidance (CSMA/CA) [13,
p. 251]. A point coordination function (PCF) may be incorporated, but it is
only optional and will not be considered further.

As of today IEEE 802.11 networks mostly operate in infrastructure mode
managed by a base station called access point (AP), as opposed to Ad-hoc mode
where the stations communicate directly with each other without the need for
any infrastructure. In infrastructure mode all communication is either directed
towards the access point or from the access point to the terminal stations (STA).
One major difference to switched wired networks is the shared medium of the
transmission channel. Whereas in a switched network the receiver’s network in-
terface (NIC) only sees the traffic directed to itself, in a wireless network the NIC
receives all traffic sent by stations within its range. Hence, multicast transmis-
sion is a straight forward scenario but the shared medium is also accompanied
by several difficulties.

Existing protocols such as TCP and UDP do not sufficiently address error
prone communication channels such as wireless links. Enhancements to these
protocols are needed that account for non-congestion related packet losses on
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Figure 2.2: Generic IEEE 802.11 MAC frame format [13] with all stan-
dardized header fields. Depending on the type of the frame specified in the
Frame Control field only a subset of these fields is available.

the channel. This can be achieved by combined FEC and ARQ schemes at the
transport layer but also by introducing protocols at the data link layer that make
the channel appear more reliable to applications [24, p. 136]. This motivates
a protocol that combines transport layer adaptive error correction techniques
to provide end-to-end reliability with a link layer ARQ scheme that exploits
knowledge about the channel.

2.4.1 802.11 MAC Layer
The Medium Access Control (MAC) layer in 802.11 provides frame formats to
uniquely address nodes within the Basic Service Set4 (BSS) and coordinates
their access to the channel in order to avoid collisions. Figure 2.2 shows the
general frame format with the following fields:

Frame Control Consists of bit masked subfields to describe (among other
things) the type and subtype of the frame, the direction and destination
of the frame (which influences the interpretation of the address fields) and
information on fragmentation of frames.

Duration/ID For non-fragmented data frames this field is set to the time in
microseconds required to transmit one ACK frame plus one Short Inter-
frame Space (SIFS) interval.

Address 1-4 These fields are used to indicate the Basic Service Set Identifica-
tion (BSSID), source address (SA), destination address (DA), transmit-
ting STA address (TA) and receiving STA address (RA). Depending on
the type of a frame it only contains a subset of these addresses in varying
order.

Sequence Control Each data and management frame is assigned a unique
sequence number that is incremented by one for every new frame as well
as a fragment number in case of fragmentation.

QoS Control This field only exists if a QoS subtype is set for data frames
in the frame control field. It describes the QoS class of the frame which
specifies its priority.

Frame Body The payload of the MAC layer frame contains a network layer
frame of variable length. For control and management frames this field
has length 0.

FCS A checksum to verify correct transmission at the receiver.
4 A single access point with all associated stations.

10
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Figure 2.3: Most important IEEE 802.11 frame formats [13]: An acknowl-
edgement frame, a data frame send from the AP to a station and a QoS data
frame.

A complete description of all data, control and management frames can be
found in [13, chap. 7]. The most important frame formats for data transmission
are presented in Figure 2.3. It should be noted that the IEEE 802.11 MAC layer
uses little endian as the network byte order whereas the transport and network
layers use big endian as the network byte order.

Each address field contains a 48-bit address as defined in IEEE Std 802-1990,
Section 5.2. This may be an individual/unicast address commonly presented in
hexadecimal notation of the format 00:12:34:56:78:90 or a group address. Group
addresses may be multicast (with the group bit 0x01 of the MAC address set)
or broadcast with all bits set to 1, i.e., FF:FF:FF:FF:FF:FF. Some higher level
convention is needed to associate a group of STAs to a multicast group and
STAs need to explicitly join a multicast group in order to accept and forward
the frames directed towards this multicast address. The distinguished broadcast
address is a special form of a multicast address that always denotes the set of
all actively connected STAs within a BSS [13].

2.4.2 Medium Access Coordination
Besides the correct link layer addressing within one BSS the main task of the
MAC layer in 802.11 networks is the coordination of access to the channel.
Once a station starts the transmission of a frame it transmits this frame in its
entirety without interruption in case of a collision. Thus it is crucial to avoid
collisions on the channel by coordinating transmissions from different stations.
This coordination should also avoid collisions from physically overlapping BSSs
using the same or an overlapping frequency band.

IEEE 802.11 networks use a CSMA/CA Distributed Coordination Function
(DCF) [13, chap. 9.2] to assign channel access dynamically instead of statically
assigning each station a fixed time slot. The DCF requires the stations to sense
the channel idle followed by an observation time called Distributed Interframe
Space (DIFS) before starting the transmission. If the channel is then sensed
idle the station starts to transmit the frame, otherwise, it defers the next trans-
mission attempt for a back-off duration. However, with an increasing number
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of stations and increasing channel occupation, the chance of two stations to
start transmission at the same time increases. Additional countermeasures are
present to reduce this chance of collisions. Each station independently chooses
a random back-off slot (9 µs in IEEE 802.11a) to defer the start of the trans-
mission. The set of back-off slots is called Contention Window (CW). Collision
may only occur if two stations choose the same time slot. When this is detected
due to a missing acknowledgement, the stations double their contention window
up to a maximum value. The CW increase reduces the chance of a collision in
the next round. Statistically this random approach gives every station the same
chance to eventually transmit its frames and ensures fairness among competing
stations.

In order to prioritize certain frames an enhanced coordination function called
Enhanced Distributed Channel Access (EDCA) is defined in IEEE 802.11e, and
is now part of the revised IEEE 802.11 standard as of 2007. It provides quality of
service by modifying access parameters and timings. The four access categories
in increasing priority are: background, best effort, video and audio. Depending
on the access category some parameters differ from the non-QoS DCF, in par-
ticular the DIFS is replaced by an Arbitration Interframe Space (AIFS) which
is a multiple of the slot time, and also the minimum CW may be shorter than
that for non-QoS traffic. This allows QoS frames to be transmitted while other
stations are still sensing the channel. This way the EDCA introduces a biased
channel access scheme which is not fair anymore [11, chap. 1.6.3.3]. Table 2.1
summarizes the various timing parameters used in IEEE 802.11a networks.

Parameter Value
Slot Time TSLOT = 9µs

SIFS TSIF S = 16µs
DIFS TDIF S = 34µs
AIFS TAIF S = c ∗ 9µs, c = 2, 3, 7
ACK TACK = 4µs

Table 2.1: IEEE 802.11a timing parameters [11].

IEEE 802.11e also introduced a Block Acknowledgement where the sender
(after checking that the receiver supports block acknowledgements) sends a se-
ries of QoS data frames separated by SIFS periods without waiting for ac-
knowledgements. Periodically it sends a BlockAckReq to the receiver which
replies with a BlockAck frame telling the sender all correctly received frames [13,
chap. 9.10].

The Request-To-Send/Clear-To-Send (RTS/CTS) handshaking mechanism
is an optional extensions which allows to coordinate channel access for unicast
transmission. The standard RTS/CTS mechanism cannot be used for multicast
transmission since there are multiple recipients for the RTS and thus multiple
senders of the corresponding CTS. No acknowledgement is sent if the To DS
field of the multicast frame is clear which means the frame is directed to the
non-AP stations. If the To DS field is set, an ACK should be sent because these
frames are directed only to the access point which is responsible to distribute
the frames into the BSS. The originating STA will therefore also see the frame
again. STAs should filter out multicast/broadcast frames that contain their
address as the source address.
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Stations using the DCF or the EDCA increase their contention window in
case they detect a collision. For multicast frames the sender cannot detect
collisions or frame losses in general. Consequently the contention window for
multicast frames is constant [13, chap. 9.2.4 and 9.2.5.1].

2.4.3 Physical Layer
IEEE 802.11a wireless networks use a combination of a convolutional code for
Forward Error Coding and a modulator to generate complex symbols which
are then transmitted by an OFDM system. Figure 2.4 presents the different
building blocks of a baseband OFDM system and how they are interconnected
at the sending side. The receiver side needs to perform the inverse operations.
Different bit rates are supported that impact the robustness of the transmitted
signal, as they result from a combination of PSK/QAM order and FEC rate.

Figure 2.4: Sender side block diagram of the baseband OFDM system with
QAM modulation which is used in IEEE 802.11a networks. A binary data
stream is first scrambled, a convolutional code is applied and the resulting
code words are interleaved. This code word sequence is then modulated and
input to an IFFT to generate 64 samples in the time domain. In the last
step a cyclic prefix of 16 samples is added to form the OFDM symbol.

2.4.3.1 Modulation

According to [9], “modulation is defined as the process by which some charac-
teristics of a carrier wave is varied in accordance with an information-bearing
signal”. In the context of wireless data transmission this means that binary data
has to be modulated onto a sinusoidal carrier frequency in order to physically
transmit the information. The modulation techniques used in IEEE 802.11a
networks are BPSK, QPSK, 16-QAM and 64-QAM. This ordering coincides
with an increase of the information content that is contained in each symbol
but comes along with decreasing robustness against noise and interferences.

Binary data which is input to the baseband OFDM system as shown in
Figure 2.4 is first scrambled in order to increase diversity in the bit stream. The
goal of this operation is to eliminate long sequences of equal bits and it is fully
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Figure 2.5: QPSK constellation diagram5 that defines a convention how the
modulator transforms the input symbols (bit tuples) into complex symbols
with a real and an imaginary part.

invertible at the receiver. A convolutional encoder then turns the sequence of
bits into a sequence of code words. The length of the output sequence is longer
than the input sequence when using the standardized code rates of 1/2, 2/3 or
3/4. A code rate of 1/2 results in two code bits for every source bit. Afterwards,
a block interleaver is applied to protect against clustered errors [10].

In the modulation step the code words are transformed into complex sym-
bols either by Phase-Shift Keying (PSK) or Quadrature Amplitude Modulation
(QAM) [9]. These modulation techniques are usually represented by constella-
tion diagrams that provide a mapping from a code word to a complex symbol.
Figure 2.5 shows the constellation diagram for quaternary PSK (QPSK) with
a real (Q) and an imaginary (I) axis. The amplitudes of the points from the
axis are the real and imaginary parts of the resulting complex symbol. The out-
put symbols of the modulator are uncorrelated among each other. In order to
increase robustness of individual symbols they are aggregated and transformed
into an OFDM symbol. QAM symbols and OFDM symbol samples are related
by the IFFT operation as described below.

2.4.3.2 OFDM

At the physical layer (PHY) the wireless standards IEEE 802.11a and g use
Orthogonal Frequency-Division Multiplexing (OFDM) [10, 23, 27] for transmit-
ting complex symbols over multiple carrier frequencies. The symbols from the
PSK/QAM modulator are input to an 64-IFFT (Inverse Fast Fourier Trans-
form) and by this means they are interpreted as values in the frequency domain
with a bandwidth of 20MHz

64 = 312.5kHz per subcarrier. From the 64 inputs of

5 http://en.wikipedia.org/w/index.php?title=Phase-shift_keying&oldid=
467193789
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Figure 2.6: OFDM frame [13]: The PLCP preamble at the beginning of
the frame is used for synchronization in order to find the sample points of
the following OFDM symbols. The SIGNAL contains the PHY rate and the
length of the DATA symbols that contain the actual payload.

the IFFT, 48 are used for data and 4 are used as pilot symbols6. The remaining
inputs at the borders of the spectrum are used to guard against adjacent fre-
quency bands. The output of the IFFT is a sequence of 64 samples in the time
domain. A cyclic prefix from the end of this sequence is added which yields
the OFDM symbol. The length of each OFDM symbol is 1

20MHz ∗ 80 = 4µs
including a guard interval of 0.8µs which contains the cyclic prefix. The receiver
reconstructs the code words by applying an FFT on the OFDM symbol.

Figure 2.6 shows the structure of a complete OFDM frame. The Physical
Layer Convergence Procedure (PLCP) preamble consists of 12 well-known sym-
bols that are used for synchronization between the transmitter and the receiver.
This synchronization is necessary to estimate the sample positions of the fol-
lowing symbols. The SIGNAL header is sent at a fixed rate of 6 Mbps and
announces the PHY rate and the length of the following data symbols. The
PHY rate tells the receiver which PSK/QAM order and which FEC rate was
used by the sender. According to [11, chap. 1.6.3.2.1], the total duration of the
preamble is

TP LCP = 16µs+ 4µs = 20µs

The primary advantage of OFDM over single-carrier schemes is the ability to
cope with severe channel conditions resulting from multipath propagation due
to echoes. Using multiple subcarriers to transmit a set of PSK/QAM symbols
in parallel reduces the symbol rate per subcarrier and results in reduced inter-
symbol interference. OFDM symbols are separated by a guard interval in order
to eliminate inter-symbol interferences due to multipath propagation (echoes).
The cyclic prefix inside the guard interval compensates small time shifts due to
imperfect synchronization because the result of the FFT done by the receiver is
time invariant. Since echoes are a form of overlapping (and in the time domain
shifted) copies of the same signal, the cyclic prefix also eliminates the negative
impact of echoes. It can even turn this into a signal-to-noise ratio improvement if
the echoes arrive within the guard interval. Using the combination of IFFT/FFT
has the advantage that the individual code words are correlated during the
transmission; in other words each complex symbol transmitted over the channel
carries some information from the code word sequence. Distortion of individual

6 http://en.wikipedia.org/wiki/802.11a
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symbols on the channel thus only results in small shifts from the ideal symbol
locations during the demodulation process.

2.4.4 MAC and PHY Error Correction
The third major task of the MAC layer is to provide reliability of the transmis-
sion. While this is typically the task of higher layer protocols such as TCP, the
error prone nature of the wireless medium requires error correction techniques
at the link layer. IEEE 802.11 networks provide error correction techniques at
the MAC as well as the physical layer. The MAC layer uses an ARQ scheme
with positive acknowledgement while the physical layer uses a punctured con-
volutional code.

MAC layer error recovery is the responsibility of the sender that initiated the
frame transmission. For every unicast frame the sender waits for an acknowl-
edgement (ACK) which is sent by the receiver after a SIFS period if it correctly
received the frame. If this ACK does not reach the sender within a timeout it
infers that the frame is lost; there is no designated negative acknowledgement
(NACK). The short SIFS interval compared to the DIFS ensures that the ACK
is always sent before the next data frame. If an ACK is missing the sender retries
the transmission until it eventually receives an ACK or it reaches a maximum
retry limit. Duplicate detection based on the sequence control field needs to be
done by the receiver [13, chap. 9.2.5.3]. The IEEE 802.11 standard also spec-
ifies a No-ACK policy where no ACK is expected and thus no retransmissions
and no CW increase are performed [13, chap. 9.11]. For multicast/broadcast
frames the receiver does not send an ACK. This lack of feedback and possible
retransmissions significantly reduces the reliability of multicast transmissions.

At the physical layer IEEE 802.11a networks use channel coding techniques
to encode the data in complex symbols. Punctured convolutional codes are used
to encode and decode the binary payload information and by this means protect
the information from transmission errors [10, 11]. A higher coding rate uses the
channel capacity more efficiently (higher effective bit rate) but is also more
prone to transmission errors [24, p. 169]. Realizing the decoding operation with
a maximum-likelihood approach these convolutional codes offer efficient error
protection mechanisms at the physical layer. Correlated errors are countered by
a block level interleaver and deinterleaver that in some cases can recover from
burst error patterns [10, chap. 5].

2.4.5 Rate Adaptation
The IEEE 802.11 standard specifies multiple physical transmission rates to
adapt the modulation to varying channel conditions [13, chap. 17]. For best
channel conditions a 64-QAM modulation can be used that encodes 216 bits of
information in one OFDM symbol. This results in a channel holding time of
only 222 µs for 1500 bytes of data. As shown in Figure 2.7 the chosen mod-
ulation has direct impact on the average packet error rate under the observed
energy of the signal at the receiver. For each modulation technique a signal that
is weaker than the indicated threshold quickly approaches a packet error rate
of one. In order to successfully decode the information content at the receiver
a PHY rate robust enough for the current channel conditions has to be chosen.
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Figure 2.7: Packet error rates of different modulation techniques in the
idealized additive white Gaussian noise (AWGN) channel model depending
on the perceived signal strength [7].

Metrics to select a suitable transmission rate are the packet loss ratio, the
signal-to-noise ratio (SNR), the bit error ratio (BER) or the packet error ra-
tio (PER). These metrics have in common that they all need feedback from
the receiver, either by reporting packet losses or by reporting the receiver-side
channel conditions. Based on this information the sender tries to predict the
channel quality during the next active timeslot and reconfigures the transmitter
hardware to a suitable PHY rate and corresponding modulation parameters [24].

For multicast transmission no feedback from the receivers exists and conse-
quently no rate adaptation can be performed. Network drivers use a fixed rate
for multicast traffic. For unicast traffic different rate adaption strategies exist, a
description and typical characteristics of popular rate adaptation strategies can
be found in [4] and some of them are also evaluated in [28]. Onoe for example
calculates the credit for a transmission rate by monitoring the percentage of
successful transmissions within a time period. SampleRate uses probe packets
sent at a random rate to gather statistics of the channel condition. Furthermore,
many network devices support automatic retries at decreasing rates in case no
ACK is received for a unicast frame. AMRR and minstrel for example use four
pairs of rate and transmission count but they differ in the way how the rates
and corresponding counts are selected.

Table 2.2 shows the coding parameters and resulting effective data rates as
supported by consumer 802.11a hardware. A lower PHY rate increases robust-
ness but it lowers the achievable throughput since the channel holding time
increases. Selecting a rate which is too high for the current channel condi-
tions means that there are many packet losses or the receiver is simply too
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Data Rate Code Rate Modulation TX Time
Mbps (net) Mbps (gross) 1500 Byte

6 12 1/2 BPSK 2000 µs
9 12 3/4 BPSK 1333 µs
12 24 1/2 QPSK 1000 µs
18 24 3/4 QPSK 666 µs
24 48 1/2 16-QAM 500 µs
36 48 3/4 16-QAM 333 µs
48 72 2/3 64-QAM 250 µs
54 72 3/4 64-QAM 222 µs

Table 2.2: IEEE 802.11a PHY rates [11, 13]. The net PHY rate results
from the chosen modulation and code rate and determines the transmit time
for the data (without PLCP header and PLCP SIGNAL).

far away and the perceived signal-to-noise ratio is too low. Short time inter-
ferences due to collisions on the channel can be countered by retransmissions
while decreasing the rate might not be necessary. A low PHY rate also increases
the channel holding time per frame so that other stations are restrained from
transmitting. In general a low throughput indicates the inability to select an
appropriate transmission rate for specific channel conditions [28]. Heusse et
al. [12] observed that the performance of all stations degrades if some mobile
hosts use a lower bit rate than the others. Thus, an unnecessarily low rate also
decreases the throughput of competing unicast flows within the same frequency
band. They call this phenomenon the “performance anomaly problem”. There
is one thing to notice which is visible in Figure 2.7: lowering the rate by one
step might not have the desired effect as the average bit error rate (BER) only
slightly decreases. In some cases it would be more valuable to decrease the rate
by two steps in order to choose a more robust coding.

2.5 State-of-the-Art Wireless Multicast Trans-
mission

The main goal of the medium access coordination in IEEE 802.11 networks is to
avoid collisions on the channel. From this perspective it is a natural decision to
disable any concurrent acknowledgements from multiple stations of a multicast
group. The implementation of Block Acknowledgements introduced with IEEE
802.11e is also limited to unicast transmissions, although it could be adapted
to multicast transmissions [15].

Only the basic access procedure is used and no error recovery is performed
for multicast/broadcast frames sent to the stations. There is no collision avoid-
ance and the contention window size is fixed at the minimum value. Thus,
reliability compared to unicast transmission is reduced due to the increased
collision probability or time-varying channel properties [13, chap. 9.2.7]. The
sender does not even know when a frame is lost so there is also no possibility
to adapt the contention window in order to reduce the collision probability.

Since there is no feedback from the recipients of multicast traffic, ARQ
schemes as presented for unicast frames cannot be employed with state-of-
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the-art multicast techniques. Recovery from packet loss is completely left to
higher layers. Since UDP does not provide reliability and TCP does not sup-
port multicast/broadcast this leaves error recovery to the application layer or
other customized or non-standard protocols.

Extensions to improve multicast transmission have been proposed and will
be presented in Chapter 3. Chapter 4 will present a leader-based approach
with feedback aggregation where multiple stations on purpose send acknowl-
edgements in the same time slot.
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Related Work

The following chapter presents technologies that are relevant for reliable media
streaming in multicast groups.

3.1 Streaming Applications
HTTP streaming over TCP connections is widely used in commercial streaming
systems but TCP is only designed for unicast distribution. Streaming over TCP
is probably the most simple approach in terms of reliability since TCP by itself
guarantees content delivery or informs about failures. However, TCP does not
guarantee a specific transport delay leading to undesirable end-to-end delays
and late packets. Receiver-side buffering on startup is used to compensate
these packet delays since it is usually a short-time effect due to packet loss and
automatic retransmissions by the TCP protocol. On a wired link packet loss
mostly occurs due to congestion and should not occur too frequently because of
TCP’s congestion control mechanism. In contrast, packet loss on wireless links
happens frequently due to errors in the physical transmission.

In [26] Wang et al. analyzed the performance of (unicast) media streaming
using TCP. They conclude that TCP streaming yields good performance if the
achievable TCP throughput is roughly twice the video bit rate when a startup
delay of 10 seconds and a fraction of late packets below 10−4 is ensured. For
higher loss rates a longer startup delay or higher TCP throughput is needed.
Due to the high bandwidth requirements of TCP streaming already a decently
large group of unicast receivers may easily saturate a consumer wireless network.
For large multicast groups wireless media streaming needs to rely on multicast
transmission which is not feasible with TCP as mentioned before.

3.2 Multicast Transport Protocols
UDP and the protocols built on UDP enable streaming of media data in mul-
ticast and broadcast scenarios. UDP only supports error detection via check-
summing, no error recovery is implemented and packets may be delivered out
of order. In the following, transport layer protocols are presented that extend
the services of the UDP protocol.
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3.2.1 RTP
The Real-time Transport Protocol1 (RTP) defined in RFC 3550 [22] builds upon
UDP and thus might also be regarded as an application layer protocol. RFC
3550 also allows TCP as transport protocol, but due to the lack of multicast
support it is of little interest here. RTP on top of UDP is suitable for trans-
mitting data in unicast as well as multicast/broadcast scenarios but it does not
add reliability to UDP. Although the name suggests it also does not guarantee
the real-time delivery but shares the characteristics of the underlying transport
protocol. Most notably it adds sequence numbers to the packets in order to
detect missing packets, timestamps to synchronize streams and defines formats
for the media content. Its main purpose is to multiplex several real-time streams
into a single UDP stream [11, 25].

The Real-time Control Protocol (RTCP) extension adds out-of-band quality
of service feedback to RTP by reporting delay jitter, congestion and transmission
delay. From this information the sender can monitor transmission statistics and
adapt the bit rate of the encoder or change the transmission timings at the
application layer. Even though RTP can detect errors it cannot correct them
once they occurred and hence it does not increase the reliability of the media
transport.

3.2.2 PRRT
The Predictable Reliable Real-time Transport2 (PRRT) protocol [8] follows the
Predictable Reliability under Predictable Delay (PRPD) principle. Its trans-
port layer implementation is based on the unreliable UDP protocol and pro-
vides bidirectional communication to feedback transmission errors and channel
conditions. It employs a Type II HEC (cf. Section 2.3.3) to combine transport
layer ARQ with systematic and optimal FEC in an adaptive way.

The use of universal redundancy within the ARQ scheme allows the PRRT
protocol to recover from transmission errors whenever enough packets out of
a code block are correctly received. Each redundancy packet can be used to
correct an arbitrary loss of a data packet. This is especially valuable in wireless
multicast scenarios where transmission errors at different receivers are uncor-
related due to local interferences. Chapters 4 and 6 will show that the error
correction capabilities of PRRT can be utilized to improve reliability over error-
prone links by a cross-layer solution that is aware of the semantics of the data
stream.

3.3 MAC Layer Protocols
Different approaches for more reliable multicast transmission protocols at the
MAC layer have been proposed in the literature. These include block acknowl-
edgements, leader-based feedback mechanisms but also RTS/CTS extensions to
multicast3.

1 http://en.wikipedia.org/w/index.php?title=Real-time_Transport_
Protocol&oldid=456734910

2 http://www.nt.uni-saarland.de/projects/prrt/
3 http://www.nt.uni-saarland.de/projects/mac/
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3.3.1 802.11aa
The IEEE consortium formed a task group 802.11aa (TGaa) [15] to explore the
possibilities of a more reliable groupcast mechanism. They discuss an ARQ
based error recovery approach via retransmission where feedback is collected by
a Block-ACK polling mechanism. In this approach the sender asks the multicast
group members to provide a bitmap of the correctly received frames. The sender
may then retransmit missing packets. This approach does not scale well to larger
multicast groups since receivers are requested one after the other to provide
their feedback which violates delay constraints [20, p. 2]. Feedback-based rate
adaptation techniques are also not included in the proposal.

3.3.2 Leader-Based Protocols
Kuri et al. [16] proposed a leader-based protocol called LBP that uses positive
and negative feedback from the receivers that may collide on the channel. They
realize channel access through an RTS/CTS signaling mechanism adapted to
multicast groups. Their leader election protocol is based on link-level join-
group and leave-group messages that automatically selects one group member
as the leader and can also handle the case where the leader leaves the multicast
group.

Choi et al. [6] identified three major problems with multicast transmission
in the current IEEE 802.11 networks: reliability, fairness and the performance
anomaly problem. The reliability problem is countered by the introduction
of leader-based feedback within an ARQ scheme. The unfairness of multicast
transmission compared to unicast flows is addressed by adjusting the contention
window for multicast frames. They also propose a rate adaptation scheme based
on receiver feedback. In [5] they incorporate the recently standardized wire-
less network management protocol IEEE 802.11v [14] to realize leader selection
protocols. Their approach uses RTS/CTS channel access coordination and pro-
posed error recovery scheme is based on pure retransmissions.

In [17, 20] the success probability of feedback jamming leader-based proto-
cols has been analyzed. The ideas of LBP have been improved by adding packet
level FEC and sequence control frames to announce multicast data frames. The
resulting hybrid leader-based protocol (HLBP) is well suited for large multi-
cast groups and increases reliability for the non-leaders compared to LBP. The
findings of these works will be the basis for this thesis.
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Leader-Based Protocols

This chapter describes how leader-based protocols can increase reliability for
multicast transmissions compared to the state-of-the-art mechanism in wireless
IEEE 802.11 networks. The wireless link is usually the last hop for streaming
data from the source to the receivers but often exhibits the highest loss rates.
Error recovery over the end-to-end path can be highly inefficient since it may
introduce very long delays. A local recovery scheme helps to increase overall
throughput and reduces delay. The discussion in this chapter is based on the
ideas presented in [11, 17, 20].

In this chapter the overall idea of a leader-based protocol that corrects trans-
mission errors at the link layer within a wireless cell is presented. The proto-
col is then extended by adding packet-level FEC to correct independently lost
frames in multicast groups. Scalability to a large number of receivers is ad-
dressed by feedback aggregation in an IEEE 802.11 atypical manner. Simula-
tions have shown that this approach scales well with the number of multicast
receivers [17, 20]. During this thesis a prototype of the herein proposed protocol
has been implemented and will be discussed in Chapter 6.

4.1 Overview
The following problems with the current standard for multicast transmission
can be identified:

• The wireless medium is shared; not only among the stations within a BSS
but also with other BSS’s using the same or an overlapping frequency
band. Packet loss due to interference happens frequently.

• The current multicast standard does not provide automatic retries due to
the lack of feedback.

• Channel fading and local interferences cause packet loss independently at
different stations.

• No rate adaptation mechanism for multicast transmissions exists to ad-
just encoding to the observed channel conditions. Usually a low but robust
rate is chosen for multicast transmission. This pessimistic approach unnec-
essarily increases channel occupation for multicast frames with negative
impact on other wireless stations due to increased number of collisions.
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• ARQ on its own is not sufficient to meet delay constraints if different data
packets need to be retransmitted for every station that lost a frame.

• Application layer ARQ adds a nondeterministic delay to the retransmis-
sions.

• The reliable TCP protocol does not support multicast transmission.

Countermeasures to these problems in unicast transmission are medium ac-
cess coordination, acknowledgements, retransmission in case of collision and a
set of rate adaptation strategies. Unicast ARQ schemes cannot be applied di-
rectly to MAC layer multicast because of the feedback implosion when multiple
receivers send feedback at the same time. There are different approaches such
as leader-based, delay-based and probability-based schemes to overcome or even
take advantage of this feedback collision [11]. A delay-based approach lets each
receiver randomly delay its feedback in the hope to avoid a collision. In the
probabilistic feedback scheme each receiver immediately acknowledges the re-
ception but only with a certain probability. Both schemes do not perform well
in large multicast groups since the chance of uncontrolled collisions increases
with the number of receivers and the delay-based scheme also needs to adjust
the delay window [16].

Figure 4.1: Multicast transmission and leader-based feedback in a group of
one AP, one leader and 2 non-leaders. The AP first sends a multicast packet
to all receivers (1) which in turn reply with their feedback in the same
timeslot (2). In this case jamming occurs due to contradicting feedback
from the leader and the non-leaders.

In the leader-based protocol one receiver station is elected to provide positive
feedback to the sender on behalf of the non-leader stations. By this means the
leader acts as the representative for all receivers in the multicast group. The
non-leaders are only allowed to send negative feedback when they detect packet
loss. Figure 4.1 shows a high-level view on a protocol run. In the first step the
AP transmits a multicast frame to the subscribed multicast receivers. If the
leader correctly receives the frame it replies with an ACK. If a non-leader misses
the multicast frame it replies with a NACK, otherwise it does nothing. If the
leader misses a frame it may also send a NACK to reduce the number of timeouts
at the sender. Consequently, if the sender (AP) receives an ACK it infers that
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everyone correctly received the frame. If it receives a NACK or no feedback at all
then it considers the frame as being lost for at least one station.

In other words, leader and non-leader provide their feedback independently.
If sent at the same time, contradicting feedback will collide on the shared chan-
nel so that the AP will not get any feedback at all. Semantically this is equiva-
lent to a negative acknowledgement. No coordination on the feedback between
leader and non-leader receivers is required except the time when to send the
feedback. This feedback scheme exploits the co-channel characteristics where
different frames collide on the channel if sent at the same time. The reliability
of this protocol depends on the success probability of this so-called feedback
jamming. The jamming probability is expected to increase with the number of
simultaneous NACK frames which makes the protocol well suited for large groups
of receivers. Exact synchronization on the time when the feedback should be
send is needed for this approach which will be discussed in the following.

4.2 Feedback Aggregation
Aggregating feedback within a single timeslot significantly reduces the time to
collect the feedback. Actually this time is constant for an arbitrary number
of receivers. In order to achieve feedback aggregation, low-level control of the
medium access mechanism is needed. A transport level approach is insufficient
because the MAC layer in IEEE 802.11 networks would not allow frames from
higher layers to be deterministically sent at the same time on the channel. In
fact, the practical issue of synchronizing the feedback at higher protocol layers
is a complicated if not infeasible endeavor. Even realtime operating systems
cannot guarantee a certain transmission delay.

In [20] the usage of the acknowledgement frame generated by the hardware
is proposed to solve the synchronization problem. I will refer to this hard-
ware acknowledgement as HW-ACK in the following to avoid confusion with the
ACK/NACK semantics. This HW-ACK is sent after the predefined SIFS interval
(16µs in 802.11a) and enables for very fast response times. In contrast to
higher layer acknowledgement frames, which are essentially data or QoS frames,
the hardware acknowledgement cannot carry any payload except the receiver
address. While the format of the frame is fixed in hardware, the transmission
rate of the acknowledgement is not. Thus we can use the transmission rate
of the HW-ACK frame to add the additional bit of information that allows the
sender to tell ACK and NACK apart: for example NACK frames shall be sent with
6 Mbps and ACK frames with any rate ≥ 12 Mbps. Switching off the hardware
acknowledgement yields a third state which will be called ACK OFF.

4.2.1 Feedback Jamming
The presented feedback scheme does not require any coordination on the feed-
back that the receivers will reply. The AP however cannot receive two frames at
the same time. If the leader and non-leaders disagree on the feedback the ACK
will be canceled by the NACKs with a certain probability. The jamming probabil-
ity has direct impact on the reliability of the protocol and has to be determined
during the evaluation with a real-world prototype. Failures to jam an ACK by
NACK(s) lead to false positives at the sender since it assumes no transmission
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error. Simulations have already shown that the probability can be as high as
99% for 5 receivers [20].

A general improvement to the jamming probability is to place the leader
farthest away from the AP. First of all the probability that the leader correctly
receives the frame while the non-leaders do not becomes smaller due to channel
fading. Second, the signal-to-noise ratio of the ACK is expected to be lower than
a NACK from a non-leader located closer to the AP. Simulations have shown that
it is valuable to place the leader in a position so that it perceives the worst
channel condition among all receivers [17].

An acknowledgement frame in IEEE 802.11a networks is represented by a
single OFDM symbol. A NACK from multiple stations sent at the same time
is at the AP only a slightly time-shifted copy of the same symbol and can
be considered as an echo. The cyclic prefix of OFDM symbols enables the
elimination of inter-symbol interferences due to echoes (cf. Section 2.4.3) so
that overlapping NACKs from different stations can accumulate. By exploiting
this physical characteristic of IEEE 802.11a networks we can expect with high
probability that a NACK from multiple stations can outvote an ACK from the
leader. Experiments are needed to verify this assumption in practice. Note that
we do not rely on the hardware to correctly receive the NACK frame, it is also
fine if any strong signal destroys the ACK frame at the AP, no matter if it is
decodable or not.

4.3 Protocol
The most simple approach lets the sender transmit a multicast data packet to
which the receivers reply with an ACK or a NACK. If the sender gets negative
feedback it retries the transmission until it receives an ACK from the leader.
The first problem with this approach is that a receiver does not know when
to send a NACK because it did not receive the multicast frame. Secondly, there
is no designated HW-ACK for multicast frames. Both problems can be solved
by introducing a separate frame used as trigger for the ACK/NACK feedback.
This will be called Question frame in the following. The receivers should only
reply positive feedback if they correctly received the preceding multicast frame.
The implementation of this Question frame and how it can trigger a HW-ACK at
multiple receivers will be discussed later, for the moment we may assume that
such a frame exists.

This scheme turns out to be inefficient for large multicast groups and high
packet loss rates [11]. The receivers will reply with a NACK whenever the preced-
ing multicast frame is corrupted even if the frame was received correctly before.
That is, without announcing a sequence number for the multicast frame all re-
ceivers have to correctly receive the multicast frame at the same time in order
to produce a successful (re-)transmission attempt. The Question frame needs
to include the sequence number of the multicast frame to be acknowledged so
that receivers can check if they already have the frame.

Instead of sending and acknowledging single packets the sender can also
send a block of data frames before asking for feedback. The Question frame
now has to include the start sequence number and the number of packets of
that block. The receivers need to remember which sequence numbers they got
in order to avoid retransmissions of previously correctly received frames. If the

28



Leader-Based Protocols

leader correctly received all packets it replies with an ACK to the Question.
The non-leader receivers reply with a NACK if some packet is missing. This
approach reduces the overhead by the feedback cycles but rises the problem how
retransmissions are handled. In contrast to Block-ACK schemes the receivers in
LBP cannot report which frames they actually missed due to destruction of any
potential information in the ACK or NACK frames. The only fact the sender knows
in case of negative feedback is that at least one receiver missed some frames.
In this situation the sender would need to retransmit the whole block until all
receivers got every unique packet. Consequently, this ARQ scheme with pure
retransmissions does not scale to large multicast groups.

This inefficiency can be solved by adding packet level FEC. For each block
universal redundancy information is computed so that each redundancy packet
can compensate the loss of one data packet within a code block. Instead of
retransmitting data packets in case of packet loss, the sender now simply sends
redundancy that allows each individual receiver to correct its packet loss. There
is no need for the sender to identify which packets are lost and no individual
errors need to be corrected. This yields a scalable hybrid error correction scheme
based on the LBP protocol which will be called HLBP.

In the following, this naming convention will be used:
DATA A multicast group frame carrying the encoded application data.

RED Redundancy packets to recover from losses.

QUES A frame to trigger feedback from the receivers.

ACK A HW-ACK that encodes a positive HLBP acknowledgement.

NACK A HW-ACK that encodes a negative HLBP acknowledgement.

ACK OFF No HW-ACK is sent, for the non-leader this means positive feedback.
A code block refers to an encoded block of packets carrying the media data. Such
a block consists of DATA and RED packets. The transmission of the multicast
packets and feedback request consists of the following steps:

1. The AP sends a block of multicast DATA packets to the multicast group
address.

2. The AP asks for feedback by sending a QUES frame and provides the code
length n and the contained information length k as well as the sequence
number where the block starts.

3. The receivers check if they correctly received the k out of n packets starting
from the announced sequence number.

4. The receivers reply with either ACK, NACK or ACK OFF after a SIFS interval.
5. The AP either receives:

ACK In this case transmission is considered successful and the AP pro-
ceeds with the next code block. No RED packets are sent.

NACK At least some non-leader missed ≥ 1 multicast frame from the
code block. The AP consolidates transmission of RED packets.

ACK OFF If the AP does not receive any feedback than either the leader
did not send an ACK or jamming occurred due to contradicting feed-
back or the QUES frame is lost. The AP consolidates transmission
of RED packets.
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Figure 4.2: LBP protocol run with feedback jamming and RED transmis-
sion. The AP starts transmitting the DATA frames of the block which fails
for one packet at non-leader 2. After the AP sent the Question frame and
detects the failure by a timeout it transmits a redundancy packet. This
transmission is successful and completes the block at every receiver so that
an ACK reaches the AP.

A retransmission may comprise one or more redundancy packets followed by
repeating the Question for feedback. This is repeated until an ACK is received
or a maximum number of retries is reached. Since there is a direct link between
the AP and the receiver stations there is only a small ARQ induced delay which
allows for a larger number of retries than an end-to-end retransmission with
a higher RTT. The hardware sends the acknowledgement after a fixed SIFS
time interval following the QUES frame. This realizes synchronized feedback so
that there is a high chance of collisions on the channel in case of contradicting
feedback. This timing accuracy would not be possible at higher layers of the
protocol stack. The drawback however is the lack of payload information within
the ACK and NACK frames.

4.3.1 Required Signaling

Figure 4.2 presents an exemplary protocol run to transmit one code block. There
is one access point, one leader and two non-leaders. The AP starts sending
k DATA packets that carry the complete information content of the original
message. The timings and interframe spaces are based on the IEEE 802.11
DCF so that the data frames are separated by DIFS intervals. Non-leader 2
misses the first data packet but it does not immediately report this error to
the AP. It extracts the parameters n, k and the sequence number from the
Question frame, detects that there is one frame missing and reports the loss by
sending a NACK. Non-leader 1 correctly received all frames so it will be quiet.
The leader also got all frames so it will reply with an ACK. All receivers send
their feedback after a SIFS period following the Question frame, so with high
probability the NACK will jam the ACK on the channel and no feedback reaches
the AP. After a timeout the AP will detect the missing ACK and decides to send
redundancy information to correct the packet loss. For the non-leader 1 and the
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Figure 4.3: States of the transmitting AP. Whenever a code block is avail-
able the AP sends the data packets followed by a feedback request. In case
it receives an ACK the transmission cycle is finished, otherwise sends redun-
dancy and another feedback request. This is repeated until an ACK is received
or a retry limit is reached.

leader this redundancy is useless since they already completed the code block.
Non-leader 2 can use the redundancy to fix the missing packet and reconstruct
the original information. It does not matter if the leader misses the redundancy
frame since it already has all packets from the block and has to reply with an
ACK to the following Question frame. The same applies to non-leader 1. Since
both non-leaders now also completed the block they will be quiet and finally
the ACK reaches the AP which finishes the transmission cycle.

Reliability of the protocol depends on two factors. First, the code block
parameters k and n as well as the sequence number need to be transmitted in a
robust way. If the receivers cannot decode this information they cannot report
a possible loss. Secondly, if jamming fails and an ACK reaches the AP although
some non-leader sent a NACK this is a false positive that causes a residual error
at the non-leaders. Dynamically selecting the station with the worst channel
condition as leader decreases the probability that the leader correctly receives
the frame while the non-leaders do not. As mentioned before we can assume
that the station farthest away from the AP has the worst channel condition
and should be selected as the leader. Interestingly enough the reliability of
the protocol should increase with the number of receivers since the success
probability of the jamming also increases.

4.3.2 Protocol State Machines
The presented frame exchange sequence requires the sender and receivers to
comply to some protocol which is best described in terms of state machines.
From a protocol point of view the sender’s state machine is simpler than the
receiving side since the only decision is based on the received feedback.

Figure 4.3 shows the state diagram for the AP. Starting in an idle state
called START the AP waits until there is some coded block to transmit and
then it sends all k DATA packets to the multicast group. Afterwards, it sends
a QUES frame to the receivers asking whether they received k packets out of a
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block of length n starting from the sequence number of the first data packet in
the block. For the moment we may assume that this information is part of the
Question frame’s payload. It then waits for feedback from the receivers until a
timeout is reached. This timeout is used to detect feedback jamming and has to
be at least the sum of SIFS, one round trip time and some constant representing
the hardware induced delay. If the AP receives an ACK within the timeout it
finishes this transmission cycle and waits for the next coded block.

There are different causes for negative feedback reaching the AP:

• Multiple NACKs outvoted the ACK from the leader, the AP receives a NACK.
• One or more NACKs jammed the ACK from the leader, the AP receives

nothing and timeouts.
• The leader did not ACK, some non-leader(s) NACKed, the AP receives a

NACK. Due to jamming among NACKs it also possible to receive nothing.
• The leader is the only one that lost some frame, the AP receives nothing.

All these cases require the AP to transmit additional redundancy since at least
one station lost a frame. In order to ensure a certain transmission delay the
AP needs to give up redundancy transmission after a certain amount of retries
bounded by the target delay and the RTT.

There is a small chance that an ACK frame is lost. This is a false negative
where the sender unnecessarily transmits redundancy but it does not produce
any residual errors at the receivers. Due to the robustness of the acknowledge-
ment frame this case should be rare. Furthermore, it is unlikely that a larger
data frame is transmitted successfully but a short acknowledgement frame im-
mediately afterwards fails.

When a non-leader misses the Question and also missed a multicast frame
this error is not reported to the AP if all other receivers correctly received all
frames. This causes a false positive at the AP because it stops transmission of
redundancy packets and leaves an uncorrected error at the non-leader.

Figure 4.4 models the actions taken by the receivers in a receiver-side state
machine. Starting in a state called START the receiver waits for a sequence of
DATA packets. This series of DATA frames is followed by a QUES frame that
carries the code block parameters. The receiver checks if it correctly received
the whole block or if some packets are missing. The meaning of sending positive
and negative feedback depends on the receiver’s role as shown in Figure 4.5.

If the receiver correctly received the complete code block then it replies
with positive feedback and waits in the initial state for a new code block to
be transmitted. Due to further redundancy transmissions the receivers may be
asked for the same block multiple times although they already completed the
block. In this case the receivers need to send positive feedback and the ACK from
the leader will eventually close the transmission cycle. For the sake of simplicity
this case is omitted in the state diagram.

If the receiver detects frame loss it sends a NACK (or ACK OFF in case of the
leader) in reply to the Question frame and waits for additional redundancy. Now
either the receiver’s request for more redundancy is fulfilled or the sender gives
up redundancy transmission and starts a new round by sending data packets of
a new code block.
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Figure 4.4: States of the receiving STAs. The receiver accepts all DATA
packets and sends appropriate feedback after the QUES frame. If it did
not complete the block it sends negative feedback and waits for redundancy
packets. These steps are repeated until the block is complete or the sender
gives up redundancy transmission.

Figure 4.5: Positive and negative feedback for leader and non-leaders. De-
pending on the role, the receivers either send ACKs, NACKs or nothing.

4.4 Rate Adaptation
“Fast adaptation, at every level and for every possible resource, across multiple
layers, is needed to meet the demand of higher data rates in the variable channel
conditions typical of a wireless environment” [24, p. 163].

Rate adaptation in IEEE 802.11 networks is the most low-level form of adap-
tation to time-varying channel conditions. The goal is to achieve optimal chan-
nel utilization in terms of net throughput while choosing a physical encoding
sufficiently robust for the current channel conditions. But feedback on the chan-
nel can only be available after the actual transmission. Sophisticated heuristics
have been developed to estimate an optimal rate [28]. The feedback introduced
by HLBP offers the opportunity to port the ideas of unicast rate adaptation to
multicast transmissions.

Basically, rate adaptation strategies decrease the PHY rate when packet

33



Chapter 4

loss occurs and increase the rate when a sufficiently large number of packets are
sent successfully. Some approaches also probe the channel by explicitly sending
packets with a higher than the current rate. If the chosen rate is too high there
are many retransmission requests which increases the overall channel holding
time. Choosing a rate much lower than the optimal rate wastes channel capacity
due to long channel holding times for individual packets. A rate adaptation
scheme thus should choose a rate that is close to the maximum possible under
the conditions and only causes few retransmission requests. Of course, in an
idealized case it would always know the appropriate rate in advance.

In order to design an efficient rate adaptation mechanism the cause for packet
loss has to be examined: Packet loss may occur due to bad channel conditions
or due to collisions on the channel from other wireless stations. In the first case
a rate adaptation strategy should decrease the rate. In the latter case however a
simple retransmission may already solve the individual packet loss. The hybrid
approach of the presented HLBP protocol can easily compensate for sporadic
packet losses due to collisions by transmitting redundancy packets. Only if there
is strong indication of bad channel conditions the rate should be decreased. One
indicator for bad channel conditions can be the SNR of the NACK frames. A high
SNR can be interpreted as a NACK from many non-leaders. On the other hand
a low SNR NACK probably comes from a single stations that suffered from local
collisions with neighboring stations.

The block based approach offers additional opportunities. A single packet
loss might simply be a collision on the channel. Assume that in 30% of the cases
packet loss is the result of a collision. If we ask for feedback on a single packet
and get negative feedback then this resulted with a probability of 0.3 from a
collision. If we instead ask for feedback on two packets the probability that
both resulted from collisions decreases to 0.3 ∗ 0.3 = 0.09. A negative feedback
on two consecutive packets gives stronger indication that packet loss is a result
from bad channel conditions, e.g., because the receiver moves farther away. In
other words the chance of misinterpreting a collision as bad channel conditions
decreases with block based feedback.

A promising approach will thus be to transmit a code block (including re-
dundancy packets) at the same rate in the hope that this efficiently compensates
collisions. Only if the number of redundancy packets is insufficient bad channel
conditions are assumed and the PHY rate is decreased.
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Linux Networking System

The open source nature of the Linux operating system makes it challenging to
accurately describe a consistent view on all the different components and driver
interfaces of the kernel. Its complexity grows with every new kernel release and
new features are continuously added to the stable release branch. The focus of
this chapter will thus be on the state as of kernel version 2.6.32 which has been
used for implementing the HLBP prototype together with the documentation
found in [1, 3, 18, 19].

While the general networking subsystem can be considered rather stable,
the support for wireless network interfaces (NIC) has significantly improved
since the introduction of the mac80211 framework1 which is part of the compat-
wireless package. Prior to the inclusion of this generic framework in the main
kernel branch there existed (and still exist) a multitude of drivers that comprise
their own version of an IEEE 802.11 wireless stack. In most cases a patched
version of the FreeBSD wireless stack has been included in the WLAN driver.
One example is the legacy Madwifi2 driver for Atheros NICs.

Today we see the unified mac80211 wireless framework for SoftMAC3 NICs
and already many drivers for wireless network adapters rely on this framework.
For example, the fully open-source ath5k driver built upon the mac80211 driver
API superseded the partly closed-source Madwifi driver4. The closed-source
HAL implementation has been replaced by an open-source alternative which
allowed the driver to become part of the official kernel tree.

Along with the mac80211 driver API a set of new configuration and userspace
interfaces has been introduced. The cfg80211 and nl80211 modules are still
under development, eventually replacing the legacy wireless-tools (e.g. iwcon-
fig). A work-in-progress documentation of the mac80211 system can be found
in [3].

1 http://linuxwireless.org/en/developers/Documentation/mac80211
2 http://madwifi-project.org/
3 MLME is expected to be managed in software as opposed to FullMAC where the MLME

is managed in hardware. http://linuxwireless.org/en/developers/Documentation/
Glossary

4 http://kerneltrap.org/mailarchive/madwifi-devel/2007/9/27/323994
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Figure 5.1: The layer model of the Linux network stack implementa-
tion [19]. A multitude of structs for each protocol and layer describes the
processing steps for a packet that traverses the kernel. A socket buffer
(struct sk buff) captures the state of the packet and its headers.

Figure 5.2: UDP/IP packet encapsulated in a MAC layer frame. Each
layer of the protocol stack is responsible for managing its own headers.

5.1 Linux Network Stack
There is no question that modern operating systems have to provide connectivity
by supporting a huge number of different networking techniques. The Linux
kernel developers were able to come up with a well-structured model to unify the
very different approaches taken by network technologies ranging from Ethernet
to ISDN devices and related protocols. This section shall present the typical
packet traversal in an Ethernet environment as done in [19] before handing over
the packet to the compat-wireless framework and the ath5k device driver. By
far this discussion cannot be complete due to the vast amount of implementation
specific details not counting the number of different protocols and device drivers
available in Linux.

Figure 5.1 shows an overview of the general architecture of the network
system. This architecture is very similar to the TCP/IP and the hybrid model
as presented in Section 2.2. Since it would not make sense to model the link
and physical layers separately - this is the responsibility of the driver - they are
merged to what is called here the “Host to Host Layer”. This is the location
where the compat-wireless framework and the ath5k driver are located. The
data structures involved are typically closely linked together and make excessive
use of function pointers to achieve the flexibility to combine the very different
approaches taken at the different layers.

Each layer is responsible for a particular part of processing the packets, either
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on their transmit (TX) or receive (RX) path. Figure 5.2 shows an example MAC
layer frame with IP payload, which in turn has an UDP payload carrying the
application data with its own protocol specific header. Extensions or modifica-
tions to headers above the transport layer can be implemented without affecting
the basic addressing and routing service provided by IP and TCP/UDP. The
headers reside at well-defined locations inside the frame so that they can be
interpreted by every networking device. On the TX path of the Linux network
stack these headers are incrementally added while on the RX path the headers
are interpreted one after the other. There is no protection among the layers
so that each layer may access the contents from the layers above, assuming it
knows the layout of the frame.

The rest of this chapter describes the packet traversal in three steps:

1. IP packet traversal in the Linux network stack
2. Within the mac80211 framework
3. Handling in the ath5k device driver

5.1.1 IP Packet Traversal
Applications establish a network connection to another host by creating a socket.
The GNU C Standard Library (glibc) provides functions to communicate with
the kernel via system calls. System calls are a fundamental method for an
application to access kernel mode routines. Linux defines a set of system calls
that enable an application to let the kernel act in behalf of the user. While
creating the socket, the application specifies for example the IP protocol using
UDP as the transport mechanism. Client applications may then send packets
to a server by specifying its IP address and port and provide the payload data
to the write() library function. Server applications may bind a socket to a
specific IP/port combination, start listening for packets and detach incoming
packets via the accept() library function. The following outlines the packet
traversal of an UDP datagram to a remote host. The aspects of TCP connection
handling and routing are beyond the scope of this section.

One very important structure in kernel space is the struct sk buff. The
kernel allocates such a socket buffer for every packet that passes the network-
ing stack. Its purpose is to gather all information (e.g., headers, payload data,
network device) that individual layers add while processing the packet. For ef-
ficiency reasons all layers work with the same instance of this struct sk buff
without the need to copy data when handing over control to the next layer. Fig-
ure 5.3 visualizes the link between the struct sk buff and the actual network
packet data. Protocol headers are added and removed by manipulating pointers5

into some preallocated data area which is large enough to avoid reallocations.

Application Layer From the application point of view using a socket is almost
identical to reading and writing to an ordinary file. The C standard li-
brary transparently translates this into the socketcall system call which
is a multiplexer for various actions in kernel space. Looking at the appli-
cation layer of the Linux network stack as presented in Figure 5.1 one sees
that the kernel maintains a pair of struct socket and struct sock for
each userspace socket. Both structures are set up on socket creation and

5 http://vger.kernel.org/˜davem/skb_data.html
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Figure 5.3: Connection between the kernel’s socket buffer structure and
the actual network packet [19, p. 751]. The socket buffer maintains pointers
into a preallocated memory area.

thus can be configured for the requested protocol. The former serves as an
interface to userspace and provides the file descriptor and pointers to func-
tions that are invoked via the socketcall system call. Depending on the
protocol some operations may be no-ops, e.g., connect() does not make
sense for UDP sockets. The struct sock provides protocol specific func-
tion pointers for transmitting or receiving packets and wait queues where
packets (more specifically socket buffer structures) are enqueued for trans-
mission/reception. In UDP for example, the function udp sendmsg() adds
a UDP header and passes it down to the transport layer. For receiving, a
callback function may be registered that is called upon packet reception;
this actually implements listening on a socket.

Transport Layer The transport layer functions for UDP reside in net/ipv4/
udp.c. For receiving packets, the function udp rcv() is called that per-
forms consistency check and a lookup to find the corresponding socket. If
a socket is found, it calls udp queue rcv skb()→ sock queue rcv skb()
which puts the packet on the struct sock’s receive queue, otherwise it
sends a Destination Unreachable message to the original host.
As mentioned above, a pointer to udp sendmsg() is set as the transmit
function of struct sock. From references to the payload and the socket
it builds the UDP header which consists of source port, destination port,
length and UDP checksum. Then it asks the network layer for a routing
table and forwards header and data to ip append data() telling the func-
tion how it can read the payload data via a getfrag() function pointer.

Network Layer Given the information from the transport layer, the func-
tion ip append data() in net/ipv4/ip output.c builds an IP packet
and allocates the struct sk buff socket buffer. The IP layer is aware
of the maximum MTU the underlying network device can support, so
fragmentation may happen at this layer. Each struct sk buff is then
put on the struct sock’s transmit queue where it resides until a call
to ip push pending frames() (which in turn is called by the function
udp push pending frames()). This function operates on struct sock
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and sets up the IP header before passing it down to the MAC layer.
The transition to the MAC layer is done by the ip output() function
that calls an output function for the receiving neighbor determined by the
routing table which is usually dev queue xmit(). Again function point-
ers are used here that may be manipulated by the netfilter framework6.
The simplified code path for transmitting a packet can be summarized
as: ip append data() → ip push pending frames() → ip output()
→ dev queue xmit().

On the receiving side the MAC layer uses the ip rcv() function to deliver
an IP datagram to the network layer. Fragmented packets are reassembled
and the routing policy determines if the frame is to be delivered locally
via the ip local deliver() function. If it is an UDP datagram it is then
passed to the udp rcv() function.

Host-to-Host Layer The network layer transmits a packet by calling dev
queue xmit() which takes a socket buffer as the only argument, thus it
marks a clean cut in the networking code. All information from the higher
layers are now encapsulated in this very structure and lower layers do not
need to bother with the different protocols and routing decisions. The dis-
cussion so far implicitly assumed that the network stack somehow knows
about the available network devices. In fact, a device driver registers a
struct net device with the kernel that contains all information about
the network device. The dev queue xmit() function calls a registered call-
back with the signature int (*hard start xmit)(struct sk buff *,
struct net device *) within the struct net device to pass the socket
buffer down to the driver.

When the driver receives a packet it allocates a struct sk buff, puts in
on a queue and schedules a net rx action(). At some point in time the
netif receive skb() function is called that checks the packet’s protocol
and in case of IP it forwards the socket buffer to the ip rcv() function.

5.2 Wireless Framework mac80211

The mac80211 framework is a driver API for wireless network adapters and is
maintained by the Linux Wireless Group7 with the goal of implementing shared
code for SoftMAC devices. It contains the MLME8 code for station mode while
access point mode is realized through the hostapd daemon in userspace. An
overview of the station mode MLME state machine can be found in Johannes
Berg’s presentation on mac80211 [2]. The source code (except the headers) of
mac80211 resides in net/mac80211/ with extensions such as a new configuration
API (cfg80211) in net/wireless/ which is gradually replacing the deprecated

6 http://www.netfilter.org/
7 http://wireless.kernel.org
8 Media Access Control (MAC) Sublayer Management Entity. The MLME is the manage-

ment entity where the Physical layer (PHY) MAC state machines reside. Examples of
states a MLME may assist in reaching are Authenticate, Deauthenticate, Associate, Dis-
associate, Reassociate, Beacon, Probe. http://linuxwireless.org/en/developers/
Documentation/Glossary
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Figure 5.4: Components of the Linux wireless framework and their inter-
faces [2]. A userspace tool communicates via nl80211 with a configuration
module which in turn controls mac80211 and supported drivers. Applica-
tions send and receive packets through the C Standard Library, the Linux
network stack and the mac80211 framework.

wireless-extensions wext9. A documentation of the mac80211 APIs and internal
data structures can be found in [3].

There exist many drivers building upon the mac80211 framework such as
ath5k that provides a completely open source alternative to the legacy madwifi
driver for Atheros wireless chipsets. Figure 5.4 shows the components of the
Linux Wireless subsystem and their interactions. hostapd uses cfg80211 call-
backs to realize access point functionality in userspace, and nl80211 is used for
communication between kernel and userspace.

The two functions hard start xmit() and netif receive skb() (or the
deprecated netif rx()) mark the transition between the mac80211 framework
and the kernel’s network stack. In order to provide compatibility to existing
networking code the framework behaves like an ordinary Ethernet device and
exchanged frames are also of this format. The MAC layer headers defined
in IEEE 802.11 differ from the 802.3 Ethernet header so that a translation
between these formats is performed. Furthermore, mac80211 provides some
device-independent methods to realize typical IEEE 802.11 routines such as as-
sociation handling, but also provides rate control algorithms (such as PID10

and minstrel11) as well as encryption capabilities. Drivers do not directly im-
plement the hard start xmit() function but have another layer of indirection
in-between. Drivers need to register with the mac80211 framework providing
a struct ieee80211 ops (defined in include/net/mac80211.h) that specifies

9 http://www.hpl.hp.com/personal/Jean_Tourrilhes/Linux/Linux.Wireless.
Extensions.html

10http://linuxwireless.org/en/developers/Documentation/mac80211/
RateControl/PID

11http://linuxwireless.org/en/developers/Documentation/mac80211/
RateControl/minstrel
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hand-off points to the driver. These include callback functions such as transmit
handlers, getters and setters for configuration and scanning routines. Drivers
can implement a subset of these function pointers, leaving out unsupported fea-
tures. The mac80211 then builds its own internal data structures and registers
a struct net device with the kernel’s network system.

When the network stack passes a frame to the mac80211 framework for trans-
mission the function ieee80211 subif start xmit() is called that transforms
the IEEE 802.3 Ethernet header into an IEEE 802.11 header. The socket buffer
is then forwarded to the ieee80211 xmit() function and after control infor-
mation is created it is finally given to the driver via a call to drv tx(). This
function uses internal data structures to select the actual transmit function of
the driver that registered this network device.

Similarly a ieee80211 rx() function wraps calls to netif receive skb().
The driver delivers all correct frames to mac80211 via ieee80211 rx() together
with a struct ieee80211 rx status containing information such as the re-
ceived signal strength. Data frames are converted to 802.3 Ethernet frames
and delivered to the networking stack via netif receive skb(), management
frames are delivered to the MLME. Information on a specific packet is exchanged
via the socket buffer’s control buffer. Most importantly it contains the struct
ieee80211 rx status to report the receive status of a frame from the driver to
mac80211, or a struct ieee80211 tx info used to pass per-frame configura-
tion options to the driver.

5.3 The ath5k Device Driver
The ath5k12 device driver is an open-source Linux kernel module for Atheros
IEEE 802.11a/b/g network adapters that supports station as well as access point
mode. It supports IEEE 802.11e/QoS by using multiple hardware transmit
queues for different QoS categories. It has built-in support for the multirate
retry functionality provided by the Atheros hardware. This simple form of error
correction tries to retransmit a frame at a lower rate when the hardware detects
a missing acknowledgement. The ath5k driver communicates with mac80211
by implementing callback functions of struct ieee80211 ops and is able to
register multiple virtual interfaces.

For transmitting and receiving data frames the driver’s main task is to map
and unmap the socket buffer structures into DMA memory of the hardware.
The entry from the mac80211 framework is the ath5k tx() function that takes
a hardware descriptor and a socket buffer. After interpreting the transmit info
from the socket buffer’s control buffer it selects a suitable hardware transmit
queue and maps the packet into a private struct ath5k buf that keeps track
of the packets in the fixed-size DMA memory. The information from struct
ieee80211 tx info such as the used band and PHY rate are translated into
hardware specific flags and multirate retry support is set up. If required, hard-
ware registers are set accordingly and the hardware is sent a signal to transmit
the frames on the queues. After transmission is completed the hardware sends
an interrupt, the driver schedules a tasklet that unmaps the DMA memory and
cleans up internal data structures.

12http://linuxwireless.org/en/users/Drivers/ath5k
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When the hardware receives a frame it generates an interrupt handled by
the ath5k intr() function whose only task is to schedule bottom half process-
ing outside interrupt context. The ath5k tasklet rx() function checks the
hardware receive queue for pending frames and whether the frame is received
correctly. It therefore gathers the receive status from the hardware and if it is re-
ported CRC correct it unmaps the socket buffer from DMA memory. It forwards
the socket buffer to the ath5k receive frame() function that translates the re-
ceive status (SNR, RX timestamp, length, rate, etc.) from the private struct
ath5k rx status format into the generic struct ieee80211 rx status for-
mat. Together with a hardware descriptor this frame is then input to the
ieee80211 rx() function of the mac80211 framework.
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Implementation

In the scope of this thesis a prototype of the hybrid leader-based protocol pre-
sented in Chapter 4 has been implemented. The taken approach is based on a
cross-layer solution where FEC block coding is done at the transport layer of the
protocol stack with a MAC layer ARQ protocol that understands the seman-
tics of the generated packets. This way a scalable HEC scheme can be realized
that exploits knowledge from the transport as well as the physical layer. The
error coding in this hybrid leader-based approach is realized by the Predictable
Reliability Real-time Transport protocol (PRRT1) developed at the telecom-
munications lab of the Saarland University, Germany. The necessary basics are
presented in this chapter.

The transport layer protocol PRRT effectively solves the problem of inde-
pendently lost frames by providing FEC with universal redundancy information
for each coding block. The transport layer approach taken by PRRT is well
suited for correcting end-to-end errors along the whole transmission path. The
receivers provide feedback on the correctly received frames and in case of losses
the sender transmits parity information to the whole multicast group. However,
PRRT has no control on the underlying IEEE 802.11 MAC layer and collecting
the feedback from every receiver in a large multicast group may take too much
time to meet delay constraints.

The HLBP prototype is implemented at the MAC layer inside the ath5k
device driver. Since it is a pure software implementation some trade-offs have
to be accepted in the implementation. At the end of the chapter I will propose
some ideas how they could be mapped to a proper hardware implementation.

6.1 Environment
The prototype is implemented using the Ubuntu 10.04 LTS 2 Linux distribution
with kernel version 2.6.32 x86 GNU/Linux. The compat-wireless framework
has been manually upgraded to compat-wireless-v3.0-rc4-1 which provides
a stable version of the ath5k device driver with access point mode support.
Access point functionality for the compat-wireless framework is realized by the
hostapd userspace daemon version 0.7.3. No encryption has been used and only

1 http://www.nt.uni-saarland.de/projects/prrt/
2 http://releases.ubuntu.com/lucid/
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Figure 6.1: Adaptive Hybrid Error Correction (AHEC) architecture of
PRRT 3. PPRT includes forward error coding and NACK based error detection
while offering a predictable transmission delay.

the basic access point functionality such as beacons and association handling are
important. Furthermore, any automatic disassociation events such as missed
beacon frames or missing acknowledgements while probing reachability have
been disabled.

The hardware setup consists of IBM ThinkPad X31 and ThinkPad X60
laptops. The shipped network adapters have been replaced by Atheros AR 5212
and AR 5413 NICs that support the IEEE 802.11a/b/g frequency bands.

6.2 PRRT Transport Layer
The PRRT protocol operates on sets of packets that are block-wise encoded.
Each code block consists of data packets and redundancy packets. The input
data is encoded by a systematic code so that data packets can be partially re-
covered if decoding fails in case of uncorrected errors. Each redundancy packet
can compensate the loss of one data packet within the code block. PRRT dis-
tinguishes two types of redundancy: pre-sent (proactive) redundancy that is
sent without waiting for any feedback from the receiver and incremental (re-
active) redundancy which is only sent if explicitly requested. A hybrid mode
with proactive and reactive redundancy is also supported. Figure 6.1 shows
this so-called Adaptive Hybrid Error Correction (AHEC) architecture. At the
sending side the media data is encoded by a FEC encoder that converts a block
of k information packets into a coded message of n packets.

Usually the PRRT protocol automatically adapts the size of the code block
and the number of redundancy packets based on receiver feedback. For HLBP,
PRRT has been restricted to provide a fixed number of proactive redundancy
to the MAC layer and the ARQ scheme with incremental redundancy has been
turned off. Instead, ARQ will be handled by the MAC layer HLBP protocol.

3 http://www.nt.uni-saarland.de/projects/prrt/
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Figure 6.2: PRRT packet types and their headers. Both have a generic
header, a type-dependent header extension and a payload field.

Figure 6.3: PRRT code block consisting of data (DATA) and redundancy
(RED) packets. The DATA packets carry the complete information content
of the original multimedia data. Each RED packet can compensate the loss
of one DATA packet within a code block.

Figure 6.2 shows the two relevant packet types generated by the PRRT
transport layer and represented by a struct prrt data packet and a struct
prrt red packet. Both include the same generic struct prrt header. I will
refer to these headers as transport layer headers although they are encapsulated
in a UDP header and thus might be considered as application layer headers
(cf. Figure 5.2, Section 5.1). This is simply because PRRT is not officially
standardized but rather extends and builds upon UDP in order to comply with
standard networking hardware.

The PRRT module adds a struct prrt data packet header to each data
packet it receives from the application layer and immediately passes it down
the networking stack. It keeps a backlog of the sent data packets and and uses
a systematic and optimal FEC encoder to calculate the proactive redundancy
which is then also passed down the networking stack. The size of a code block
depends on a preconfigured maximum value or the time it takes to collect a
block, whatever limit is reached first.

Figure 6.3 shows a PRRT code block with k data packets and n− k (proac-
tive) redundancy packets. The MAC layer HLBP protocol should intercept the
redundancy packets provided by PRRT and send them only if requested by the
HLBP protocol. This turns the proactive redundancy transmission at the trans-
port layer into a reactive redundancy transmission at the MAC layer. In the
following this will simply be called redundancy packets.
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To achieve this goal the MAC layer needs to inspect certain fields of the
packets:

packtype This allows the MAC layer to tell data and redundancy packets
apart.

index The position of a packet within the code block, an index of 0 marks the
beginning of a new code block.

seqnum Uniquely identifies a PRRT data packet.

sn base Needed to match the redundancy packets to a code block.

n The overall number of packets in a code block.

k The number of DATA packets in a code block.

Packets flow from the PRRT transport layer to the network adapter as soon
as they are available. This means that there might be small gaps between data
packets and a short time between data packets and redundancy packets due to
coding delay. Redundancy packets are queued by HLBP, data packets are sent
immediately. HLBP does not know the coding parameters n and k before the
first redundancy packet is seen, so the HLBP protocol needs to detect block
boundaries based on index and sequence numbers. Furthermore, it processes
one PRRT block after the other since this is the smallest entity that belongs
together. The rest of this chapter will document the HLBP implementation.

6.3 Hybrid LBP Implementation
The goal of the MAC layer HLBP implementation is to improve the capabilities
of the PRRT protocol in terms of more reliable multicast transmission in wireless
networks. Exploiting low-level access to the hardware allows to violate the IEEE
802.11 standard by aggregating feedback within a single timeslot. Feedback shall
be provided by acknowledging blocks of multicast packets and losses shall be
corrected upon negative feedback by sending redundancy packets. The HLBP
protocol will thus operate in cycles, each cycle subsumes the transmission of a
PRRT block consisting of data and redundancy packets. If the transmission of
the k data packets immediately succeeds then no redundancy is packets are sent
and no channel capacity except for the HLBP control frames is wasted. If this
transmission fails, the HLBP sender starts transmitting redundancy packets of
the PRRT block trying to correct the error. The redundancy packets are sent
incrementally with additional feedback requests in-between.

Chapter 4 already motivated the use of the hardware acknowledgement to
solve synchronization problems when sending feedback. The ability to send
hardware acknowledgements at different rates is the major requirement of HLBP
on the WLAN adapter. The Atheros adapters can send acknowledgement frames
at either 6 Mbps or at the same rate of the frame to be acknowledged was
received. This can be controlled by a register value controlled by the driver.
The prototype uses a rate of 6 Mbps to represent a NACK and a rate of 12 Mbps
or higher to represent an ACK. The hardware acknowledgement is a single OFDM
symbol and the lowest possible rate is chosen for the NACK, thus it should be
very robust and a loss of NACKs is very unlikely. Since the HW-ACK bit rate is
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determined by the preceding frame, the rates of 6 and 9 Mbps have to be disabled
to request feedback from the receivers. In this case ACK and NACK would both
map to the same HW-ACK sent at 6 Mbps.

The leader should be placed farthest away from the AP in order to reduce
the chance of false-positive ACKs reaching the AP. Alternatively its transmit
power (txpower) can be reduced so that NACKs can more easily jam the ACK.
If the leader is the only station that lost a frame then the AP will frequently
perceive timeouts waiting for an ACK or NACK. In order to improve the respon-
siveness of the protocol we can allow the leader to send a NACK without changing
the protocol semantics. Receiving a NACK allows the AP to immediately send
redundancy without waiting for the timeout to expire.

There are two practical issues that remain with this approach: First the
stations do not send acknowledgements for multicast frames and there does not
seem to be a way to manipulate the hardware to do this. Second, the hardware
acknowledgement is sent before the driver actually sees the frame by getting an
RX interrupt. Consequently, inspection of the frame’s payload is not possible
before the acknowledgement needs to be sent.

The first problem can be solved by sending a unicast frame to trigger feed-
back from receivers. If all stations are configured to the same unicast MAC
address then the station’s WLAN adapter will acknowledge this frame by a
HW-ACK. Effectively this turns a unicast MAC address into a multicast address
with the difference that the hardware thinks it is a unicast frame directed ex-
clusively to itself.

To solve the second problem, an extension to the HLBP protocol logic is
required. In order to provide feedback on the received frames the receivers need
information on the start sequence number of a block and the PRRT parameters
n and k. As mentioned before, propagating this information with the Question
frame does not work since the payload cannot be read before the hardware is
supposed to send the acknowledgement. Propagating this information with the
multicast frames would require additional queuing of data packets at the MAC
layer in order to gather the parameters before sending. Despite that, it might
also be a bad idea because large frames are more easily corrupted and the HLBP
protocol relies on the robustness of these control information in order to function
correctly for the non-leaders. Thus, the software implementation of the HLBP
protocol requires the introduction of a two-staged feedback request. In the first
step the sender announces the block parameters to the receivers and then uses
a unicast frame to trigger feedback. This also increases the complexity of the
protocol logic since feedback now needs to be configured for the next unicast
Question.

The protocol is extended by a so-called Announcement which is sent as
multicast frame as shown in Figure 6.4. The Announcement frame is sent once
in a block as soon as the PRRT code block parameters are known to the sender,
i.e., when the first redundancy packet is seen in the driver. It contains the PRRT
parameters n and k and a sequence number that indicates the start of the code
block. The receivers check if they received at least k packets of this block with
length n and set their feedback (ACK, NACK or ACK OFF). The receivers need
to remember the block parameters since no additional Announcement is sent
during this transmission cycle. The next unicast Question will then trigger the
feedback from all stations after the SIFS time period. The Question frame does
not carry any payload at all because at the driver level the payload information
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Figure 6.4: Extended HLBP protocol run with Announcement frame. The
driver level implementation cannot interpret the Question frame’s payload,
so the block parameters need to be announced before the Question triggers
the hardware acknowledgement.

cannot be used to decide on the feedback. In the example in Figure 6.4 the
non-leader 2 notices the packet loss after receiving the Announcement frame
and configures a NACK for the next unicast Question. This feedback is sent in
response to the Question frame after a SIFS interval and jams the ACK from the
leader. The AP detects the loss by the timeout and sends a redundancy packet.
The Question frame is sent again and this time the ACK from the leader reaches
the AP which closes the transmission cycle.

The sender has to delay transmission of the Question frame in order to give
the receivers enough time to configure their feedback. The prototype implemen-
tation waits until the hardware transmit queues are empty plus a small delay
of 500 µs to guard against scheduling jitter. Although this delay has negative
impact on the throughput it should be pointed out that a hardware implemen-
tation would not suffer from this delay because the Announcement frame would
not be needed.

6.3.1 Transmit and Receive Paths
On the sending side, the driver gets its input from the IP network layer through
the mac80211 framework. All relevant information for the HLBP protocol is
extracted from the PRRT/UDP transport layer headers. PRRT data packets
are directly sent to the hardware transmit queues while the redundancy packets
are intercepted to be handled by the HLBP ARQ scheme. On the receiving
side, the implementation inspects the PRRT packets traversing the kernel from
the hardware to the mac80211 framework.

The protocol run is organized in cycles that correspond to the transmission
of one PRRT code block. After the sender sent all data packets it injects the
Announcement frame so that the receivers can decide on the feedback which
is triggered by the Question frame. In case of negative feedback it transmits
a configurable number of redundancy packets. This sequence of redundancy
packets and Question frame is repeated until the sender gets positive feedback,
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Figure 6.5: Code flow on the sender side of the HLBP implementation.
A wrapper function around the ath5k tx queue() function adds a HLBP
header to the PRRT packets. DATA packets are directly sent to the normal
transmit queue while RED packets are intercepted. An ANN frame is sent
after the first RED packet of a code block is seen. The transmission of
redundancy is scheduled when all RED packets are available to HLBP.

it reaches a configurable retry limit or it runs out of redundancy packets. This
implements a stop-and-wait ARQ where the PRRT blocks are transmitted one
after the other. The protocol logic is implemented as state machines that extend
the ones presented in Section 4.3.2 by means of PRRT integration, the extended
feedback mechanism and error handling.

6.3.1.1 TX Path and State Machine

Figure 6.5 shows the transmit path for a packet sent by the mac80211 framework
and Figure 6.6 the corresponding state transitions. The mac80211 framework
invokes the TX handlers of the registered network device for each frame to be
transmitted. In case of the ath5k driver the ath5k tx() function is called which
accepts a socket buffer and the hardware device to be used. The HLBP code
intercepts the packets and checks whether they belong to the PRRT protocol.
PRRT packets are processed by HLBP while all other packets are simply sent
to the standard ath5k hardware queuing mechanism.

If it is a PRRT data packet (DATA) then an HLBP header as shown in
Listing 6.1 is added to it. Logically this header belongs between the MAC
and the IP header, but since the IEEE 802.11 MAC header is already set by
mac80211 it is much easier to simply append this header after the payload and
let the receiver calculate its location in the frame. The header contains an HLBP
internal sequence number and a magic number to verify the header type at the
receiver. If the PRRT packet has an index of 0 it marks the beginning of a new
PRRT code block and the corresponding HLBP sequence number is later used
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in the feedback request. Afterwards, the packet is handed over to the normal
transmit queuing mechanism.

Figure 6.6: State diagram at the sender (AP) which controls the feedback
requests and the redundancy transmissions.

1 /* HLBP header appended to each PRRT DATA and RED packets
2 * @magic : Verify type of this header in socket buffer payload
3 * @seqnum : HLBP sequence number assigned to this packet
4 */
5 struct lbp_header {
6 const __le16 magic ;
7 const __le16 seqnum ;
8 };

Listing 6.1: HLBP header which is appended to PRRT data and
redundancy packets

1 /* Payload of HLBP Announcement to propagate PRRT parameters
2 * @magic : Verify type of this header in socket buffer payload
3 * @block_start : HLBP sequence number of first PRRT packet in block
4 * @k: Information length
5 * @n: Message length
6 */
7 struct lbp_announce_payload {
8 const __le32 magic ;
9 const __le16 block_start ;

10 const u8 k;
11 const u8 n;
12 };

Listing 6.2: Payload of HLBP Announcement frame
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If the PRRT frame is a redundancy packet (RED) the same HLBP header
is added and the packet is queued by an internal lbp tx queue() function.
After the first redundancy packet is seen, the HLBP code extracts the coding
parameters k and n and builds an Announcement frame as shown in Listing 6.2.
The block start field is the HLBP sequence number that coincides with the
beginning of this PRRT block. This Announcement frame is then injected in
the packet stream to the multicast address in order to propagate the block
parameters to the receivers. For the sake of robustness this frame should be
sent at rather low rate, the prototype configures it to a fixed rate of 12 Mbps.

Any further RED packets are now also enqueued (in state ANNOUNCED
of the state machine) until the last redundancy packet of this block is received.
Then a kernel thread is scheduled (lbp tx task schedule()) that first sleeps
until the hardware transmit queues are empty, i.e., all DATA and the ANN
frame have been transmitted, which is signaled by a hardware interrupt. Now
it is safe to inject the Question frame (QUES) since the receivers had enough
time to configure their feedback. The TX thread then sets a timeout and goes
to sleep waiting for an RX interrupt triggered by an acknowledgement frame
(state WAIT ACK). If such an RX interrupt occurs, the PHY rate of the HW-ACK
frame (part of struct ath5k rx status) is checked to tell if this is an ACK or
a NACK. If it is an ACK the transmission of this block is finished and it moves to
the START state waiting for a new block. If it is a NACK or a timeout occurred
it switches to a RETRY state. The TX thread then injects a single or multiple
redundancy packets from the internal queue; the current implementation sends
two RED packets at once. After repeating the QUES frame the thread again
switches to the WAIT ACK state. This is repeated until eventually an ACK is
received or a retry limit is reached. After the last redundancy transmission no
further QUES frame is sent since the sender cannot react to a negative feedback
anymore.

The implementation as a separate kernel thread was chosen because redun-
dancy is sent in the transmit path of the driver while feedback is gathered on
the receive path. Each is associated its own interrupt and bottom half handlers
so that coordination between the two contexts would be prone to severe locking
and synchronization problems.

6.3.1.2 RX Path and State Machine

The code controlling the receiver side state machine is much simpler since it
only passively inspects the packets and signals the events to the state machine.
No packets need to be injected and there is no need to respect scheduling issues
and interrupts as excessively done at the sender. However, frame loss can occur
frequently at the receivers and many events are just error transitions that need
to be handled in a safe way. Figure 6.7 shows where in the code path the
frames are inspected. The HLBP protocol control logic resides in the lbp rx()
function which inspects the type of the received frames. Any corrupted frames
have already been discarded by the ath5k tasklet rx() function. The HLBP
code filters out the control frames injected by the sender, all other frames are
forwarded to the PRRT module.

The HLBP implementation inspects incoming packets in the lbp rx() called
by ath5k tasklet rx(), as the name suggests this function runs in tasklet
rather than interrupt context. It checks whether the frame is an HLBP control
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Figure 6.7: Code flow at the leader and non-leader receivers. The lbp rx()
function extracts the parameters from the control frames and triggers tran-
sitions in the state machine.

Figure 6.8: State diagram of the receiver stations. The receiver saves the
HLBP sequence numbers of DATA and RED packets. After receiving the
ANN frame it checks if the code block is complete, configures appropriate
feedback and switches to the corresponding state DONE or WAIT FOR
RED. On reception of the QUES frame the hardware will send the HW-ACK
which encodes an ACK or a NACK or it is quiet.
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frame based on frame length and magic number verification. After extracting
the parameters, these control frames are discarded since they are of no use for
the upper layers and can be considered private to the MAC layer protocol. The
function lbp rx() detects PRRT DATA and RED packets as well as ANN and
QUES frames and invokes corresponding state transitions. All frames except the
ANN and QUES frames are then input to the normal ath5k receive frame()
function which finally passes the packets to mac80211’s ieee80211 rx() receive
function.

Figure 6.8 shows the receiver’s logic to handle packet receive events from
lbp rx(). Initially the receivers wait in a state START for the transmission
of a block to begin. On reception of the first DATA packet of a block the
feedback state is reset, that is, all information on the preceding PRRT blocks
is deleted and a negative feedback is configured. For each received packet its
HLBP sequence number is stored in a bit array. From the following ANN frame
the parameters n, k and the block start are extracted and the bit array is checked
whether k out of n packets have been received.

If the current block is already completed, the receiver configures positive
feedback and waits in a state DONE. Feedback on the QUES frame is handled
by the hardware so there is nothing to do for the driver. After sending a positive
feedback the receiver may still get additional redundancy information requested
by other receivers so it needs to keep the positive feedback configuration until
the next block begins.

If the receiver detects missing frames, it configures negative feedback and
switches to a state WAIT FOR RED and on reception of a QUES frame a NACK
is sent. When the receivers get a RED packet it stores the HLBP sequence
number and rechecks if the block is complete. If not, the steps are repeated.
While the receiver is in the WAIT FOR RED state it may also receive a data
packet in which case the sender gave up the transmission which results in an
uncorrected error. However, these residual errors could be handled for example
at the application layer.

The state diagram assumes that no HLBP control frames are lost, but in
practice this may happen and requires a fall-back mechanism. In particular
loss of the ANN frame is critical as the receivers cannot decide whether they
completed the block or not. Such a loss event can be detected when the receiver
is either in state START or RX DATA and receives a redundancy packet. The
prototype then configures negative feedback so that it will request all redun-
dancy for this code block. Another case is when the receiver expects an ANN
frame but gets a QUES frame; in this case it did not previously check the block
for completion, so negative feedback is configured as the safe default.

6.3.2 Rate Adaptation
The ACK/NACK feedback scheme allows for an implementation of multicast rate
adaptation based on receiver side feedback. After each PRRT block the sender
reports the outcome of the transmission cycle to a rate control module in the
driver. The prototype reports the number of required redundancy packets, the
final feedback after all redundancy packets have been sent and the SNR value
of the respective ACK or NACK.

The rate adaption implementation essentially chooses the rate based on the
final feedback state and leaves the other parameters for further optimizations.
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A rate is always fixed for one transmission cycle, that is, data and redundancy
packets of one PRRT block are all transmitted with the same PHY rate. This
approach tries to compensate short time interferences such as collisions by send-
ing redundancy packets instead of lowering the PHY rate immediately. The rate
is only decreased if the final feedback for a round is negative. This makes the
scheme purely reactive and there is no heuristic that tries to guess a suitable
rate in advance.

After 10 PRRT blocks have been transmitted with a positive outcome this is
taken as an indication that the channel is in a good condition. The next block
should then be transmitted with the next higher PHY rate until a negative
feedback for a code block is received. This simple approach turned out to be a
bit too optimistic and resulted in loss of complete code blocks if the chosen rate
was too high for the current channel conditions. The rate adaptation module
has been enhanced by a probing phase where only the first data packet of a
block is sent at the higher rate while all other packets are sent with the old
rate. If this transmission succeeds without any loss, i.e., without the need to
send redundancy, then the probe rate is configured for the following PRRT
blocks. Similar to other probing algorithms this results in a constant residual
loss under constant channel conditions [4]. On the other hand this makes the
rate adaptation algorithm more pessimistic and loss of complete blocks should
happen less frequently.

The only event that increases the PHY rate is an ACK from the leader. If
the leader is outside the range of the AP the rate drops to the lowest possible
rate after a few transmission cycles. Even if the channel conditions are good
at the non-leaders all redundancy packets are sent to them which wastes chan-
nel capacity for unnecessary redundancy transmissions. If the total data rate
(including the allowed amount of redundancy packets) exceeds the PHY rate
this results in service disruption at the non-leaders due to channel congestion.
For testing purposes the lower rates of 6 and 9 Mbps will not be chosen since
they are insufficient for the transmission of a common DVB-T stream with a
data rate of roughly 4 to 5 Mbps. Extensions to the current implementation
could report the available channel capacity to the FEC encoder in order to dy-
namically adapt the coding parameters to cope with low bandwidth situations.
Furthermore, a protocol for dynamically selecting a new leader would solve this
issue.

The HLBP protocol also reports the SNR of the received ACK and NACK
frames to the rate adaptation module. Under the assumption that the same
OFDM symbol sent by multiple stations at the same time accumulates to one
symbol with a higher SNR the sender could draw conclusions about the number
of receivers that sent a NACK. If a large number of receivers reply with a NACK this
happens more probably due to bad channel conditions than due to local or short-
time interferences. In this case the rate adaptation might immediately decrease
the rate. However, the evaluation will show that NACKs from multiple stations
do accumulate, but that the chance of collisions among NACK frames increases
dramatically with the number of NACKs on the channel. High tolerances of
the SIFS interval probably cause NACK frames to overlap outside the OFDM
guard interval. Lowering the SIFS time jitter might increase the probability of
constructive interference.

A phenomenon called Doppler shift [9] can be observed when a wireless
station is moved either towards or away from the source of the transmitted
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signal. This effect causes a change in the received frequency. If the receiver
moves towards the source the received frequency is higher because the zero
crossings of the signal appear faster. The opposite effect occurs if the receiver
moves away. Using the formula from [9, chap. 2.7.5], the Doppler shift for the
5.2 GHz band with a station moving collinear to the radiation direction at a
constant velocity v of 1m/s can be calculated as

fD = −f0

c
· v = −5.2 · 109Hz

3 · 108m/s
· 1m/s ≈ −17.3Hz

This Doppler shift can now be used to compute the coherence time for which
the the channel can be assumed to be approximately constant. According to [9,
chap. 2.7.5] the coherence time can be estimated as

TCoherence ≈
1

2 · fD
≈ 1

2 · 17.3s ≈ 0.029s

Now this can be compared to the time needed by the HLBP prototype to trans-
mit a PRRT code block including the redundancy transmission rounds. Consider
the case where the AP transmits a code block with 10 data and 10 redundancy
packets. A non-leader is configured to reply a NACK to every Question frame to
request all redundancy from the AP. The redundancy packets are sent in groups
of two packets with a total of five redundancy transmission rounds. A PHY rate
of 12 Mbps is chosen which is the lowest rate used by the prototype and thus
has the longest channel holding time. Frames are of size 1414 (DATA) and 1406
(RED) bytes. The total transmission time for this code block without hardware
and driver delay can be approximated by

TBlock = 10 · (TDAT A + TDIF S) + TANN + TDIF S + TQUES + TSIF S

+ TNACK + TDIF S + 4 · (2 · (TRED + TDIF S) + TQUES + TSIF S

+ TNACK) + 2 · (TRED + TDIF S)
= 20412 · 10−6s

≈ 0.02s

with

TDAT A = 1414 · 8
12 µs+ TP LCP = 963µs

TRED = 1406 · 8
12 µs+ TP LCP = 958µs

TANN = 36 · 8
12 µs+ TP LCP = 44µs

TQUES = 32 · 8
12 µs+ TP LCP = 42µs

TSIF S = 16µs
TDIF S = 34µs
TNACK = 4µs+ TP LCP = 24µs
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The practical implementation adds some uncertainty on the delays, thus the
approximated time has been verified by an experiment. Taking the average
over a few of these transmission cycles yields an average transmission time of
0.022s between the first data packet and the last redundancy packet. The
measurement is based on MAC timestamps so the channel holding time TRED

of the last redundancy packet is not included. The total transmission time,
however, is in the order of the coherence time, so we can assume that for slowly
moving receivers the channel conditions remain approximately constant during
one transmission cycle. A rate adaptation scheme that updates the PHY rate
after every transmission cycle should be fine-grained enough to quickly adapt
to changing channel conditions.

6.4 Realization in Hardware
The software implementation of the HLBP protocol required the introduction
of a two-staged feedback request. From the protocol’s point of view a single
multicast frame that contains the necessary code block parameters and at the
same time is the trigger for feedback is sufficient. But the driver is not able
to inspect that packet within the SIFS interval due to timing delays4. Ideally
we would like to have the hardware acknowledgement sent in response to the
Announcement frame but this requires the hardware to extract the block param-
eters from the Announcement and to check them against a bitmap of received
frames. A special multicast frame and/or a combination of control bits in the
header would be needed to implement this protocol in hardware. With current
hardware this does not seem to be feasible but such an implementation would
render the Question trigger unnecessary and would also solve the difficulties and
delays induced by the driver implementation.

4 This delay is caused by IRQ delivery, handler invocation and scheduling of the bottom half
handler (tasklet).
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Experimental Results

This chapter presents the experimental results using the prototype implemen-
tation of the hybrid leader-based protocol.

7.1 Setup
The hardware setup consists of IBM ThinkPad X30 (Intel Pentium M 1.4 GHz,
1 GB RAM) and IBM ThinkPad X60s (Intel Core Duo 1.66 GHz, 1 GB RAM)
notebooks equipped with Atheros wireless network adapters with chipsets AR
5413 or AR 5212. The operating system is Ubuntu Linux 10.04 LTS with kernel
version 2.6.32 and the compat-wireless framework 3.0-rc4.

Experiments were performed in an anechoic chamber of size roughly 25m2

and the Telecommunications Lab at Saarland University. Multicast data was
generated at 4 Mbps which is approximately the data rate of a common DVB-T
media stream. PRRT was configured with a target delay of 100 ms, a coding
delay of 30 ms and block length of at most 20 packets including 10 redundancy
packets. PHY rates of 6 and 9 Mbps have been disabled for data transmission
as described in Section 6.3.2. A transmitting power of 17 dBm and a carrier
frequency of 5.2 GHz have been used.

7.2 Metrics
The SNR value is a relative measure taken by the PHY device and expresses the
energy observed at the antenna used to receive the current frame. The IEEE
802.11 standard [13, chap. 17.2.3.2] specifies that the SNR (which is also called
RSSI) should be measured between the beginning of the SFD (Start Frame
Delimiter) and the end of the PLCP (Physical Layer Convergence Procedure)
HEC (Header Error Check) and that its values shall be monotonically increasing.
An absolute measure is not specified.

From the measurement depicted in Figure 7.1 it seems that the used Atheros
hardware reports a lower SNR for PHY rates of 48 and 54 Mbps compared to
lower rates under the same channel conditions. In this experiment frames of
204 bytes size were sent at alternating rates from 6 to 54 Mbps during a period
of 480 seconds and the reported SNR was recorded at the receiver. During this
period the receiver was slowly moved away from the AP to cover enough samples
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Figure 7.1: Cumulative fraction of frames and reported SNR values using
different PHY rates between 6 and 54 Mbps.

of each rate under different SNR conditions. The graph shows the cumulative
distribution function (CDF) of the frames that were received with each rate
for the measured SNR values. Above an SNR value of 35 dB a peculiarly high
fraction of the frames with PHY rates of 48 and 54 Mbps are received with a
lower SNR value than the other rates. Since the channel conditions for all rates
were the same, this is an indicator that the hardware reports lower SNR values
for the two highest PHY rates. The reason for this remains unclear but it may
be some cheating by Atheros in order to let their hardware appear more robust
against low SNR values.

7.3 Feedback Aggregation
Section 4.2 presented the physical characteristics of OFDM symbols. The pos-
sibility of feedback amplification by multiple stations transmitting an identical
symbol at the same time is of particular interest for the HLBP protocol. In or-
der to measure the probability of this effect in practice, a setup of four receivers
has been placed with equal distance around an AP in an anechoic chamber. All
receivers have been configured to send a NACK on every QUES frame no matter
what the actual feedback would have been. The AP sent the QUES frames at a
constant rate during this experiment. Starting with all four receivers they have
been switched off one after the other, leading to a sequence of 4, 3, 2 and 1
receivers.

The SNR values of the NACK frames during these 4 phases have been recorded
at the AP and are presented in Figure 7.2. During the experiment the AP
was moved very slowly within a range of 1 meter. In the first phase with 4
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Figure 7.2: Accumulation and collisions of NACK frames in anechoic
chamber. All receivers have been configured to always send NACK feedback.
The figure presents the measured SNR values and their variance at the AP
for a group of 4, 3, 2 and 1 receivers.

Receivers Mean SNR (dB) Std. Dev. NACK loss
4 47.68 5.61 91.04%
3 47.25 5.26 73.07%
2 45.31 4.96 18.34%
1 40.72 4.91 0.0%

Table 7.1: NACK accumulation and loss in anechoic chamber when sta-
tions send NACK frames. The table presents the mean SNR, the standard
deviation and the percental loss of these NACK frames.

receivers only a few samples have been recorded by the AP which means that
most of the NACK frames are lost, probably due to collisions among NACK frames.
Furthermore, a high standard deviation from the mean of the SNR values can
be observed. After switching off the first receiver approximately at time 1.435 ·
1010µs the number of successful samples increases but the standard deviation
is still high. This trend continues after switching off the second receiver at time
1.44 · 1010µs. As of timestamp 1.445 · 1010µs only one receiver remains and
all NACKs are captured at the AP. Table 7.1 summarizes the different phases
as averages over the successful samples during each phase. For four receivers
only 9% of the NACK frames reached the AP. Sporadic bursts in the variance are
probably due to movements of the experimenters in the anechoic chamber. At
the end of the recording the AP was placed on a table which resulted in a drop
of the measured SNR values (time 1.45 · 1010µs) which is also reflected in the
mean SNR value.

The same experiment has been performed in the media lab of the Telecom-
munications Lab under real world conditions. Results of the four phases are
presented in Figure 7.3 and corresponding numbers in Table 7.2. As in the pre-
vious experiment the NACKs from multiple stations accumulate to some extend,
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Figure 7.3: Accumulation and collisions of NACK frames in media lab.
The same experiment has been performed in the media lab under real-world
conditions to confirm the results from the anechoic chamber. The graph
plots the SNR values and their standard deviation as measured at the AP.

Receivers Mean SNR (dB) Std. dev. NACK loss
4 53.45 3.23 81.29%
3 52.71 3.59 65.74%
2 50.93 3.74 31.80%
1 48.40 4.26 0.0%

Table 7.2: NACK accumulation and loss in media lab.

but cancel each other in most of the cases showing a similar tendency as in
the previous experiment. In contrast to the former experiment, this time the
standard deviation slightly increases with fewer receivers.

In summary, the results show that NACKs from multiple stations can accumu-
late and increase the mean SNR value by a few dB. On the other hand, a larger
number of simultaneous NACKs decreases the chance of correctly receiving the
NACK frame at the AP. This makes the received SNR of the NACK frames hardly
usable to draw reliable conclusions on the number of stations that sent a NACK.
Because of the high SIFS interval tolerance of 0.1 · slottime = 0.9µs (in IEEE
802.11a [13, chap. 9.2.3.1]) compared to the guard interval of 0.8µs (20 MHz
channel), this effect probably results from NACKs overlapping outside the guard
interval. This results in destructive interferences of NACKs and consequently
leads to jamming among NACK frames and a high SNR variance. Decreasing the
permitted SIFS tolerance could increase the chance of constructive accumulation
which in turn improves the feasibility of SNR based rate adaptation. Unfortu-
nately, this cannot be tested as the SIFS tolerance is a hardware dependent
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parameter. The standard deviation also does not seem to be a proper indicator
as it shows a contradicting tendency in both experiments. However, the values
in Tables 7.1 and 7.2 have to be observed with care since the standard deviation
is calculated over the number of successful samples. The loss of NACK samples
makes the standard deviation time dependent: a sequence of 200 samples with
4 receivers captures a longer period than with 1 receiver. Further experiments
are needed to draw reliable conclusions about the standard deviation, but this
is out of the scope of this thesis.

7.4 Jamming Probability
The jamming probability has direct influence on the reliability of the hybrid
leader-based protocol for the non-leaders. In order to measure the success prob-
ability of the feedback jamming scheme, a similar experiment as in the previous
section has been set up. The leader receiver has been configured to send an ACK
on every Question frame no matter if it really received the code block. Analo-
gously a number of non-leaders have been configured to send a NACK on every
Question frame. In order to measure the worst case performance all receiver
stations had an equal distance to the AP which removes the bias by an intelli-
gent leader selection. For this experiment the ACK and NACK bit rates have been
swapped which makes the ACK frames even more robust than the NACK frames.
The ACK frames that were not jammed have been recorded at the AP.
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Figure 7.4: Feedback jamming test of ACK versus NACK frames. A group
of 3, 2, 1 and 0 non-leaders trying to jam the ACK from the leader. The
figure shows the recorded ACK frames that still reached the AP and their
SNR values.
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Receivers1 Mean SNR (dB) Std. dev. ACK loss
1 L + 3 NL 53.25 2.11 95.89%
1 L + 2 NL 51.97 2.75 90.58%
1 L + 1 NL 49.65 3.20 70.17%

1 L 44.56 5.00 0.0%

Table 7.3: ACK loss due to feedback jamming in media lab.

Figure 7.4 presents the ACK frames and the measured SNR received at the
AP. During the experiment a sequence of 3, 2, 1 and 0 non-leaders tried to
jam the ACK. Except for the last time interval each ACK frame received at the
AP would have caused a false positive in the HLBP protocol since the AP
wrongly stops redundancy transmission. From the figure one can see that with
a decreasing number of non-leaders the number of ACKs received at the AP
increases. The corresponding numbers are listed in Table 7.3. For a single
non-leader the jamming failure probability is around 30% but decreases rapidly
with the number of non-leaders. For two non-leaders the failure probability
is already at 10% decreasing to roughly 4% for 3 non-leaders. This coincides
with the simulations done in [17]. Interestingly enough, the mean SNR of the
received ACK frames is higher in the presence of competing NACK frames. Most
probably this results from the SNR measurement taking place during the fixed
synchronization sequence of the OFDM preamble. The SNR gain one sees in
the diagram might be caused by NACK frames where an accumulation of the
preamble symbols contributes to the SNR value of the ACK frame.

7.5 Contending Wireless Stations
This experiment shall test whether the HLBP prototype sends out redundancy
packets to correct packet losses due to collision of multicast packets on the chan-
nel. To this extend, another access point (in the following called AP’) transmit-
ted a multicast stream in the same frequency band as an HLBP configuration.
A multicast stream has been chosen since it does not increase the contention
window and thus there is a higher chance of collisions when both access points
choose the same time slot to start the transmission. The HLBP setup consists
of one leader and 4 non-leaders. The HLBP AP transmits a multicast stream
at a constant rate of 4 Mbps. The leader’s transmit power was reduced in order
to increase the jamming probability of the ACK frame by the non-leaders. The
rate control module of the HLBP AP has been disabled and a fixed PHY rate
of 24 Mbps was configured to remove packet losses due to inappropriate PHY
rates.

Figure 7.5 shows the redundancy information that reached the receivers while
the AP’ sends multicast packets of 1500 bytes to another receiver at different
rates. In the first part of Figure 7.5, AP’ generated packets with 2 Mbps. This
is followed by periods where the AP’ sends traffic at 1 Mbps and finally 10
Mbps on the channel. The figure plots the packet losses that were detected at
two of the receiver stations and the redundancy information that the HLBP
AP sent in order to correct these errors. As one can see the contending station

1 L = leader, NL = non-leader
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Figure 7.5: Redundancy transmissions in the presence of competing multi-
cast stream. A competing AP in the same frequency band sends a multicast
stream of 2, 1 and 10 Mbps. This causes collisions and packet losses that the
HLBP tries to correct by sending redundancy packets. The figure shows the
packet loss at two of the HLBP receivers and the redundancy information
that was sent by the HLBP AP.

caused collisions on the channel although both access points performed carrier
sensing before transmitting the multicast frames. The amount of redundancy
information also varies depending on the bit rate of the contending multicast
stream. In the presence of 2 Mbps and 1 Mbps streams the HLBP AP seems
to over-provision the receivers with redundancy packets. To a certain amount,
however, this results from the HLBP configuration that sends two redundancy
packets for each negative feedback. In the presence of the 10 Mbps stream
the percentage of redundancy packets very closely approaches the theoretical
minimum (cf. Chapter 2.3.1) of

RImin = 0.13/(1− 0.13) = 0.15

7.6 Rate Adaptation
The rate adaptation module presented in Section 6.3.2 uses the ACK/NACK feed-
back to adapt the physical transmission rate of the multicast stream. In this
experiment a group of non-leaders was placed at a fixed distance from the AP
while the leader was slowly moved around without leaving the range of the
AP. By changing the distance of the leader to the AP it should perceive multi-
cast frames at different SNR values. During the experiment the leader station
recorded the observed SNR values of the multicast frames and the PHY rate
at which they have been received. Since lower SNR values indicate a higher
packet loss probability the rate adaptation scheme should react to these chang-
ing channel conditions by varying the PHY rate.
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Figure 7.6: Cumulative distribution of each PHY rate under different SNR
values measured at the leader station. The distance of the leader from the
AP was slowly changed during this experiment in order to cover a large
range of SNR samples.
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Figure 7.7: SNR histogram during rate adaptation experiment. Not all
SNR samples could be covered equally often, in particular there is a gap
around SNR values of 30 dB.
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Figure 7.6 shows the results of this experiment in the media lab as the cu-
mulative distribution of the chosen rate under certain SNR conditions measured
at the leader. The relative occurrences of the measured samples are depicted
in the histogram in Figure 7.7. As one can see from the CDF, about 98% of
the frames received with 12 Mbps had an SNR value below 30 dB while a PHY
rate of 54 Mbps was only chosen above an SNR of 30 dB. The rate adaptation
scheme does not explicitly include any SNR measurements but only exploits
the fact that under degrading channel conditions more packets are lost and thus
fewer ACKs and more NACKs reach the AP. Nevertheless, the results show that the
chosen rate coincides with the SNR values as expected. An optimal CDF would
show steeper and non-overlapping curves that clearly define SNR thresholds for
each PHY rate.

The rate adaptation scheme presented in Section 6.3.2 tries to switch to
a higher rate after 10 PRRT blocks have been transmitted successfully, but
uses a probing packet in the following block to decide whether this rate should
really be chosen. If a redundancy packet is requested during the probing phase
then the algorithm stays at the previous rate. As a reminder, this probing was
introduced to lower the chance of choosing a too high PHY rate which results
in loss of a PRRT block. Loss of one probing packet can be compensated by
a single redundancy packet if the rate turns out to be inappropriate. Without
probing the receivers would request all redundancy from the block. So the
average number of redundancy packets on the channel should be measurably
higher in the latter case.

This effect should be measured with two additional experiments: first the
probing phase was disabled completely and then two probing packets (first and
sixth packet of the PRRT block) were used. A non-leader was placed very close
to the AP in order to monitor the packets on the channel. The leader was placed
far away from the AP in order to trigger a sequence of alternating PHY rates.
The difficulty with this experiment is the fact that the effect described above
only occurs if the new rate is too high. To increase this probability, the stepping
of the rate adaptation scheme has been set to PHY rates of 12 Mbps, 24 Mbps
and 48 Mbps.

Figure 7.8 presents the test run without probing and Figure 7.9 with two
probe packets. For each frame the measured SNR value and the chosen PHY
rate is plotted. In the first figure multiple sequences of 10 PRRT blocks at
the lower rate followed by a single PRRT block at the higher rate are visible.
This means that the leader reported packet loss for the block and the rate was
immediately reduced again which is an ideal case for demonstrating the effect
described above. The second plot shows the same scenario when using two
probing packets. Only one time the case where the probing prevents switching
to a higher rate can be observed. Both tests have been run for about two minutes
and the figures only present a small excerpt from the whole run. In total the
measurements showed that without probing there was 8% redundancy packets
on the channel and with two probe packets the fraction of redundancy packets
was reduced to 5% of all multicast packets. This indicates that probing packets
indeed can reduce the required redundancy when the rate adaptation scheme
tries to switch to an inappropriate rate.

There are several trade-offs when adding a probing phase to the rate adap-
tation scheme. In the following I just want to give an intuition on a few of
them.
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Figure 7.8: Rate adaptation without probing. The rate adaptation switches
to a higher rate after 10 PRRT blocks and falls back after detecting loss of
a PRRT block. As a result the PHY rate alternates between 24 Mbps and
48 Mbps.
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Figure 7.9: Rate adaptation with 2 probe packets. Again the rate adapta-
tion tries to increase the rate after 10 successful PRRT blocks but this time
it uses two probing packets before increasing the rate for a whole block.
The alternation between the rates is not as ideal as in the previous figure
because in many cases the probing shows good channel conditions and the
rate adaptation switches to the higher rate.
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Let TBase be the channel holding time for transmitting a packet at the lower
rate, TP robe the channel holding time for a probing packet at a higher rate
and TREQ the overhead caused by a redundancy request. When packet loss is
detected by a NACK, then this overhead includes the transmission of an additional
Question frame and the additional acknowledgement frame. Using the values
from Section 6.3.2 it follows

TREQ = TDIF S + TQUES + TSIF S + TACK + TDelay

= 34µs+ 42µs+ 16µs+ 24µs+ TDelay

= 116µs+ TDelay

with TDelay being the delay introduced by the driver implementation. In the
following, data and redundancy packets are assumed to be of equal size. Fur-
thermore, it should be assumed that no collisions occur and each packet at the
base rate is transmitted successfully.

Each failed probing packet needs to be corrected by one redundancy packet
at the lower rate. Ideally we would know that the probing packet will be lost and
would stay at the lower rate without probing. If a single probe packet is used
and only a single redundancy packet will be sent upon negative feedback, then
the overhead in terms of a longer total transmission time can be approximated
as

TF ailedP robe = TDIF S + TP robe + TREQ

The time TBase cancels out because this time is needed in both cases: either
by simply transmitting the data frame at the lower rate rate or by transmitting
the redundancy packet at the lower rate. Table 7.4 lists the resulting overheads
for a probe packet of 1500 bytes at different rates.

Probe Rate (Mbps) TP robe TF ailedP robe

9 1333 µs 1483 µs+ TDelay

12 1000 µs 1150 µs+ TDelay

18 666 µs 816 µs+ TDelay

24 500 µs 650 µs+ TDelay

36 333 µs 483 µs+ TDelay

48 250 µs 400 µs+ TDelay

54 222 µs 372 µs+ TDelay

Table 7.4: Overhead due to a single failed probe packet at different rates.
The resulting packet loss is assumed to be corrected by the transmission of
a single redundancy packet.

If we send two probe packets and it turns out that everything went well,
then the probe packets were not necessary if we would have known that before.
For a PRRT block of 10 packets including 1 probe packets this results in an
overhead of 9 unnecessary slow transmissions. The overhead is the difference of
the slow and the fast transmissions:

TUnnecessaryP robe = 9 · (TBase − TP robe)

A rate adaptation scheme that relies on probing will include these overheads,
but in the case where the probing rate is indeed too high it gains a benefit over
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a scheme where the rate is immediately chosen for a whole block. If a block
of 10 packets includes one probe packet, then only the failed probe packet will
be lost and a single redundancy packet at the lower rate suffices to correct
this error. Otherwise, the whole block will be lost. Finding a trade-off while
considering the probabilities of these events is not trivial. Heuristics are often
used in rate adaptation algorithms and try to predict the channel conditions
before the actual transmission. Nevertheless, a perfect prediction of the channel
conditions is in general not possible. The evaluation of such heuristics and how
they perform compared to a reactive rate adaptation with probing is outside
the scope of this thesis.
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Summary & Outlook

In this thesis a hybrid leader-based protocol called HLBP for more reliable
multicast streaming in wireless networks has been presented. A working pro-
totype has been implemented and is documented in this thesis. HLBP uses a
leader-based ARQ scheme with feedback jamming and integrates transport layer
FEC in its retransmission algorithm. With the resulting hybrid error correction
scheme scalability to arbitrary large multicast groups without additional over-
head has been achieved. This chapter summarizes the results of this thesis and
proposes possible extensions to the HLBP prototype.

8.1 Summary
The lack of receiver feedback, automated repeat request and rate adaptation
has been identified as the main reliability problems of the current state-of-the-
art multicast protocol in IEEE 802.11 networks. Chapter 2 presented existing
error correction mechanisms at the MAC as well as the physical layer. For
unicast transmission a MAC layer ARQ is used for error correction, however,
this technique cannot directly be applied to multicast transmission. A pure
ARQ scheme also does not scale to large multicast groups which motivated the
use of a hybrid error correction scheme for real-time multicast streaming in
wireless networks.

A hybrid leader-based feedback approach has been presented in Chapter 4 to
increase the reliability of multicast transmission by the introduction of control
frames and feedback aggregation. Hereby, feedback jamming of contradicting
feedback from the leader and the non-leaders is used. In order to achieve feed-
back synchronization, the use of the hardware generated acknowledgement frame
has been discussed. Incorporating FEC encoded blocks of packets with univer-
sal redundancy in an ARQ scheme offers efficient error correction capabilities
also in the presence of uncorrelated losses. Receiver feedback further improves
multicast transmissions by allowing rate adaptation strategies which previously
was only feasible in unicast scenarios.

Chapter 5 provided the necessary background on the Linux kernel in order
to build a working prototype of HLBP based on the open-source ath5k device
driver. In Chapter 6, a working MAC layer implementation of the HLBP proto-
col has been developed in terms of sender and receiver side state machines. The
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cross-layer implementation of this prototype operates on FEC encoded blocks
of packets from the transport layer protocol PRRT. The MAC layer imple-
mentation was necessary in order to get low level control over the hardware
acknowledgement frame. Furthermore, it enables for quick loss detection and
redundancy transmission which reduces the overall transmission delay compared
to higher layer protocols. Based on receiver feedback a rate adaptation scheme
has been implemented in order to efficiently use available channel capacity under
given channel conditions.

Experiments in Chapter 7 have shown that the rate adaption scheme already
performs reasonably well in the used test environment. In particular, a corre-
lation of the chosen PHY rate to the measured SNR values can be identified.
Furthermore, experiments have shown that feedback jamming in large multicast
groups works with high probability and can even be improved by the selection
of the leader or by adjusting the physical transmit power of the ACK frame.
Packet losses due to collisions on the channel are countered by incrementally
transmitting redundancy information while the rate adaptation is used to lower
the PHY rate in case of bad channel conditions.

8.2 Future Work
One major extension to the presented protocol is certainly the implementation
of a dynamic leader selection algorithm. Particularly when the leader leaves the
multicast group by a leave-group message another station should be selected as
the leader. The leader might also leave the group without explicitly announcing
this, for example, if it gets outside the range of the BSS. This event could be
detected by setting a maximum limit of un-acknowledged PRRT blocks beyond
which a new leader should be selected.

In the current prototype implementation the PRRT feedback has been dis-
abled since it caused feedback implosions at the AP. Propagating information
about residual losses up to PRRT transport would allow for reactive error cor-
rection at the transport layer. Currently this is assumed to be handled at the
application layer. Furthermore, the FEC rate and the number of redundancy
packets that are computed for each code block could be adapted, currently this
is a fixed value.

The rate adaptation scheme could be improved by adding memory to the rate
selection and use of heuristics to predict a rate for outstanding transmissions.
Also some tuning of the parameters might be a valuable option. Furthermore,
the characteristics of feedback aggregation and its use in the rate adaptation
strategy has to be investigated. From the experiments so far the received SNR
doesn’t seem to be a reliable measure for the number of simultaneous NACKs. In
order to increase fairness with regards to unicast flows the contention window
could be increased when collisions are detected.
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RTP . . . . . . . . . Real-time Transport Protocol
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SIFS . . . . . . . . Short Interframe Space
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STA . . . . . . . . . . Wireless Station (Terminal)
UDP . . . . . . . . . User Datagram Protocol
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